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Abstract

Benefiting from ultra-long behavior sequence modeling, existing
recommender systems bring users a better experience via simulta-
neously considering their long-term and short-term interests. Nev-
ertheless, extended sequence lengths introduce substantial burdens
on training efficiency and serving throughput. Prior approaches
typically utilize search-based or cluster-based compression on ultra-
long sequences at the cost of fine-grained information, or rely on
various lightweight target attention structures incapable of suffi-
cient sequential feature extraction. In this paper, we balance the
effectiveness and efficiency for ultra-long sequence modeling via
full transformer modeling accompanied with a two-stage knowl-
edge distillation framework. First, both teacher and student models
take the full attention mechanism rather than pure target-sequence
attention for effective sequence scaling. For student models, we
propose several simple yet well-motivated token merge approaches,
significantly compressing the sequence length while maintaining an
acceptable performance. Then, a one-time teacher is heavily trained
with full sequence tokens, further boosting the performance of stu-
dent models via knowledge distillation. The proposed paradigm
named TM20K has been successfully deployed in ByteDance’s
e-commerce advertising recommender system that extends the e-
commerce sequence length to 20K, delivering substantial improve-
ments in key business metrics (e.g., ADSS+1.036%) while keeping
the training and serving cost nearly the same as the online state-of-
the-art model (e.g., serving latency only +5.6%).
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1 Introduction

As one promising scaling direction, ultra-long user behavior se-
quence modeling has been widely shown to enhance recommen-
dation quality in modern recommender systems and improve user
satisfaction by simultaneously capturing users’ long-term and short-
term interests [3, 10, 17, 18, 34]. However, training and serving
efficiency deteriorates dramatically as sequence length grows. For
example, when extending the maximum sequence length from 5K to
20K in our real-world Ad recommendation system, even equipped
with FlashAttention [5] and M-Falcon serving [2, 35] for trans-
former modeling, training time increases by 3.5X, GPU memory
increases 49G, and serving latency increases by approximately 6.3x
(shown in Fig. 1). That is, effectiveness and efficiency for long
sequence modeling constitute conflicting objectives, demanding
proper trade-offs to balance both aspects.

Existing recommender systems achieve this trade-off from vari-
ous aspects, among which mainstream solutions fall into two cate-
gories: sequence length compression and lightweight attention archi-
tecture. Search-based mechanisms that retrieve a subset of highly rel-
evant sequence tokens for each target candidate are widely adopted
in conventional recommender systems [3, 18, 22, 24, 30], which
inevitably discard fine-grained and potentially valuable behavioral
information. Additionally, the search-based approaches are incom-
patible with M-Falcon serving [2, 35]. Cluster-based methods can
also aggregate ultra-long sequence tokens into condensed represen-
tations with a shorter length [16, 24, 29, 34, 38], yet they typically
rely on high-quality pre-trained token embeddings to support stable
clustering. Purely focusing on target-sequence attention or using
varieties of lightweight attention mechanisms reduces the quadratic
complexity of transformer modeling [3, 9, 18, 24, 25, 31, 34]. De-
spite their efficiency benefits, such lightweight attention fails to
fully capture intrinsic dependencies among behavior tokens, lead-
ing to insufficient sequence feature extraction. A similar claim is
proposed in the recent work [8]. In our real-world scenario, we
indeed find that full transformer modeling exhibits obvious per-
formance gains when compared with lightweight target attention.
In addition to the above end-to-end solutions, two-stage ranking
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frameworks are more flexible to balance the effectiveness and effi-
ciency of various model scaling directions, majorly including the
paradigm of knowledge distillation [7, 14, 15, 23] and the foundation
model [13, 17, 19, 20, 28, 32, 36].
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Figure 1: The motivation of TM20K. Ultra-long sequence
modeling introduces significant burdens on training time,
GPU memory, and serving latency. TM20K offloads heavy
computation to a one-time trained teacher model that pre-
serves all original tokens, enabling the student models to
train and serve efficiently via well-motivated token merge
strategies and the knowledge transferred from the teacher.

In this work, we adopt the full attention (FA) mechanism for
sufficient and effective long sequence modeling rather than pure
target attention (TA) based on preliminary experimental studies
and observations. To tackle the substantial efficiency degradation
caused by FA, we develop solutions from two perspectives: two-
stage knowledge distillation and sequence length compression via
token merge. Imagine a scenario in human education, as illustrated
in Fig. 1: teachers enrich their knowledge by thoroughly reading
the literature in full detail; in contrast, under the teacher’s guidance,
students may rapidly scan texts to complete their studies efficiently.
Inspired by this analogy, we offload the heavy computation of full
transformer computation to the teacher model, which is trained
only once and requires no online inference. That is, the overhead in-
troduced by the teacher model is nearly negligible under large-scale
recommendation scenarios. For student models, we carefully design
some token merge strategies to significantly compress the sequence
length while avoiding noticeable performance degradation. By thor-
oughly analyzing the attention score distributions from an online
model, we propose several simple yet well-motivated token merge
strategies for student models, including:

e Local-wise ID-based Token Merge (LITM). A full-scene e-
commerce sequence plays a fundamental role in our Ad recom-
mendation, which uses user behaviors on the interested prod-
ucts 1. In practice, users may perform multiple interactions with
the same product within a short time window. We aggregate
these corresponding sequence tokens by product ID. LITM yields
concentrated information representations, filters out anomalous
behavioral noise, and further reinforces user privacy protection.

1All data undergoes hash processing to safeguard user privacy.
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Table 1: Comparisons of sequence length compression
(LenCom) and attention architectures (AttnArch) with prior
works. We also list the maximum raw sequence length
(MaxLen) and the effective computed sequence length (Ef-
fLen) after length compression. Details are in Sec. 2.

Method MaxLen LenCom EffLen AttnArch
TWIN-V1 [3] 10* GSU 10? ETA
TWIN-V2 [24] 10° HC & GSU 10? ETA
EST [18] 10° SIM 10° LCA & CSA
STCA [9] 10* LE 2x10° STCA
HyTRec [31] 10* - 10* HA
HiSAC [34] 104 HC 2 X 102 MHA
HyFormer [11] 3 x 103 - - CA
MTEM [25] - - - GQA & HTA
LONGER [2] 2x10° ™ 10° CA & SA
TM20K-S 2 x 10* ™ 2x 10 FA
TM20K-T 2 x 10* - 2 x 10* FA

e Position-wise Adaptive Token Merge (PATM). Prior research
has demonstrated that recent sequence tokens show greater im-
portance than the earlier ones [9, 21, 30, 31]. Our internal analysis
further reveals that the latest 10% of tokens account for roughly
half of all attention weights. Accordingly, we propose an adaptive
token merge scheme that applies different merge intensities to
sequence tokens based on their position index. By contrast, the
prior work [2] performs token merge uniformly for the entire
sequence, assigning equal importance to recent and historical
tokens.

e Layer-wise Pyramid Token Merge (LPTM). Inspired by the
attention score analysis performed in LLM [1, 27], we also ob-
serve distinct attention patterns across different transformer lay-
ers. Bottom layers exhibit evenly distributed attention scores,
whereas scores in upper layers become more concentrated. Mo-
tivated by this observation, we progressively reduce the full
transformer computation by adopting increasingly aggressive
token merge strategies across the transformer layers.

With the three well-motivated token merge strategies, student
models themselves incur only marginal training and inference over-
head when extending the maximum e-commerce sequence length
from 5K to 20K, while delivering substantial performance gains.
Benefiting from knowledge distillation, student models can achieve
nearly 85% of the performance obtained by a complete 20K sequence
modeling. Tab. 1 summarizes existing trade-off solutions for ultra-
long sequences, covering closely related prior works as well as our
proposed TM20K-S (Student) and TM20K-T (Teacher).

In summary, our main contributions are fourfold: (a) A Novel Two-
Stage Knowledge Distillation Framework for Ultra-Long Sequence
Modeling. The one-time trained teacher retains full sequence tokens,
and the student could merge tokens efficiently for online serving.
(b) Several Simple Yet Well-Motivated Token Merge Strategies. The
proposed three types of token merge are easy to implement and
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deliver competitive predictive performance. (c) Remarkable Perfor-
mance Improvements. Extensive offline experiments validate the
advantages of the proposed TM20K, and our real-world industrial
recommender system achieves significant online metric gains with
negligible additional overhead.

2 Related Works

2.1 Sequence Length Compression

Early works adopt hard-search or soft-search strategies to select
candidate-relevant sequence items [22, 37]. TWIN-V1 [3] presents
a consistency-preserving general search unit (CP-GSU) to enhance
search quality. TWIN-V2 [24] further leverages hierarchical clus-
tering (HC) for users’ lifelong sequence modeling. Though these
methods support a maximum sequence length of up to 10°, their
effective computational lengths after compression remain relatively
small, as summarized in Tab. 1. STCA [9] follows the length ex-
trapolation (LE) paradigm by randomly dropping partial sequence
tokens during training. HiSAC [34] also utilizes hierarchical clus-
tering (HC). LONGER [2] proposes a uniform token merge strategy
for the entire sequence, ignoring the varying informativeness of
sequence tokens. Instead, we propose several well-motivated token
merge schemes via carefully considering the tokens’ properties.

2.2 Lightweight Attention Architecture

TWIN [3, 24] adopts efficient target attention (ETA), while STCA [9]
leverages stacked target-to-history cross attention (STCA) for ef-
ficient sequence modeling. EST [18] decomposes standard atten-
tion into lightweight cross attention (LCA) and content sparse
attention (CSA). HyTRec [31] designs a hybrid attention architec-
ture (HA) that integrates linear attention for long-term tokens and
softmax attention for recent user interactions. MTFM [25] incor-
porates grouped-query attention (GQA) and a customized hybrid
target attention mechanism to lower computational complexity.
LONGER (2] further combines cross attention (CA) in bottom lay-
ers and self attention (SA) in upper layers following the Perceiver
architecture [12]. Notably, we take full attention for better sequence
scaling in this paper.

2.3 Two-Stage Frameworks

ExFM [23] introduces the external large foundation model, which
constructs a teacher like a foundation model (FM) that serves
multiple students as vertical models (VMs) to amortize the build-
ing cost. This work has inspired several follow-up studies that
adopt knowledge distillation (KD) to boost the student model’s
performance [7, 15]. Differently from these existing methods, we
leverage KD to address the ultra-long sequence modeling chal-
lenge, where the teacher preserves full sequence tokens and stu-
dent models achieve efficient training and inference. Foundation
models equipped with various user embedding or item embedding
caching have also been proven to improve downstream task per-
formance [20, 32, 36]. Recent concurrent studies have consistently
demonstrated an emerging scaling paradigm termed instance-as-
token modeling [13, 17, 28]. In this work, we primarily focus on
designing an effective knowledge distillation framework for ultra-long
sequences, and leave foundation model integration as a promising
future direction.
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3 Preliminaries and Observations

We first introduce our real-world Ad recommendation system in
Sec. 3.1. We then compare full attention (FA) and target attention
(TA) and explain our design choice in Sec. 3.2. Finally, Sec. 3.3
reports empirical observations on attention distributions that moti-
vate our proposed methods.

3.1 Problem Statement

Existing industrial recommender systems commonly develop task-
aware user behavior sequences to improve prediction performance 18,
30, 37]. In our Ad recommendation scenario, users’ historical inter-
actions with products contribute significantly to conversion rate
(CVR) prediction, which helps judge whether a user is interested in
the target Ad. Such e-commerce sequence contains inherent product
attributes (e.g., product ID, category), user-item interaction char-
acteristics (e.g., interaction type), and contextual information (e.g.,
interaction timestamp). For simplicity, we use S = {s1,s2, -+ ,sp}
to denote the sequence with L tokens. Each token consists of a key
ID feature p; (e.g., product ID) and other features o;, formulated as
si = [pi, 0i]. For sequence modeling, we first embed each individual
feature and aggregate token-level features via sum pooling:

E,;, = SumPooling (Epi,Eoi) R (1)

where E,,, E,;, and E; are d-dimensional vectors. All token em-
beddings are further stacked to form the overall sequence tensor
E; € RI%4, which is fed into the sequence modeling module for
target-aware feature extraction:

Xseq = Gtseq (er, Es), 2

where e; € R? represents the embedding of the target candidate
item, and x,cq encodes the interactive information between the
target candidate and historical sequence tokens. After obtaining se-
quential representations, we fuse xseq With non-sequential features
Xnon-seq and for subsequent feature interaction via RankMixer [39]:

h= ﬁnteraction (xnon-seqs xseq) > (3)

where the final representation h is used to predict the conversion
rate, and the model is updated through cross entropy loss.

3.2 Full Attention vs. Target Attention

We conduct preliminary studies to determine the optimal sequence
modeling architecture eq. Most mainstream works rely on atten-
tion mechanisms [26] but differ in their concrete implementations,
as elaborated in Sec. 2. Full attention (FA) is implemented as follows:

E. = Concat (e, Ey), (4)
E.Wp (E-Wik)T
A = Softmax|TWREWK) i w. ()
Vd
Oc = (AW, ©Swish (AW,)) Wy, (6)

where M denotes the causal mask that forbids early tokens from
attending to subsequent ones, which is also required by the M-
Falcon serving [35]. Wy denotes the learnable parameters of the
transformer block. For simplicity, we omit layer normalization,
multi-head attention and residual connection in the above equa-
tions.



Conference acronym 'XX, June 03-05, 2018, Woodstock, NY

0.35
00035 . AuC Delta
0.30 o 0.0030
+0.28% " =
: g
~ 0.25 +0.23% 5 0.0025 o=
B oz//. e BN W V' 7
< +0.2% 2 Vo
= 0.20"% & 0.0020 \/
< —e— Full Attention p
—— + 0.0015 ~N /)
8015 Target Attention = /\/
E S o010f | fTIT i
2010 [Sha | /
2 ~
» +0.05% < 0.0005
0.05 vobaw +0.04% o
L I——
0.00 0% 0.0000
S P P P S PP Y
LELLLEELS SRR
5K 10K 15K 20K OIS N

Maximum Sequence Length Training Time

(a) CVR AUC (b) Convergence (20K)

GPU Utilization Delta (%)

Li et al.

©
3

[ Target-Sequence Attention

Full Attention B Sequence-Sequence Attention

W Target Attention

<
S

o
3

+50% +51% |

o
3

+47%

+33%

=
8
Density

+29%

w
]

Attention Probability Value

HN
o5 ¥
.

;
g

10K 15
Maximum Sequence Length

(¢) GPU Utilization (d) Attention Distribution

Figure 2: Comparisons between full attention (FA) and target attention (TA) from multiple aspects.

In contrast, target attention (TA) simplifies the attention compu-
tation as follows:

Wo (EsWi)T
a; = Softmax etQ(—SK) E Wy, 7)
Vd
oy = (a;W, ©Swish (a,W,)) Wy, (®)

where only target-sequence attention is calculated, and only the
target features are transformed by the SwiGLU FEN. Such inherent
design leads to a drawback of insufficient sequence feature extraction,
especially for ultra-long sequences.

We quantitatively verify this limitation via extensive empiri-
cal studies, as illustrated in Fig. 2. We build a 6-layer transformer
backbone equipped with either FA or TA as the sequence model-
ing module, and conduct comparisons under various maximum
sequence lengths (5K, 10K, 15K, and 20K). Fig. 2(a) reports the rela-
tive AUC gains over the baseline of 5K with TA. Fig. 2(b) further
presents the improvement curves of FA over TA under the 20K
sequence setting with over half a year of training data. The results
demonstrate that FA consistently outperforms TA, achieving an
AUC improvement of up to 0.25% for the 20K sequence setting.
Beyond predictive performance, FA yields higher GPU utilization
than TA as shown in Fig. 2(c). We further visualize the first-layer
attention distributions of FA derived from Eq. 5 in Fig. 2(d). The
target-sequence attention and sequence-sequence attention distri-
butions are plotted respectively, which shows no obvious difference.
A zoomed-in view of a local region containing 5 query tokens (in-
cluding one target token and four sequence tokens) and 50 key
tokens reveals that seq-seq interactions captures by FA carry essen-
tial predictive information that cannot be directly discarded. This
phenomenon differs slightly from the findings of prior work [18].
We speculate that search-based sequence compression adopted in
their methods strengthens target-sequence interactions, thereby
making sequence-sequence dependencies relatively less important.
Through the above analysis, we employ FA mechanism to support
effective ultra-long sequence scaling, and pursue computational effi-
ciency via alternative optimization perspectives.

3.3 Attention Score Analysis

We further conduct an in-depth analysis on the attention score
distributions of a subset of training instances under the FA mecha-
nism. The FA is trained with complete 20K sequence tokens, and
we record a local submatrix of the attention probability matrix

== Same PID
= Different PID

Density
Density

Cumulative Probability

S
Position Index Bin

Attention Probability Difference Attention Probability Entropy

(a) PID (b) Position Index (c) Layer
Figure 3: Statistics and visualization of attention scores cal-

culated from a subset of training instances.

obtained via Softmax (Eq. 5). For simplicity, we only report re-
sults from the first attention head. Let the attention submatrix be
A € R™", where m and n denote the number of query tokens
and key tokens, respectively. We set m =5 and n = L = 20, 000 to
reduce the storage burden. The n sequence tokens have product
IDs denoted as {p1, p2, - -, pL}-

First, we compute the absolute attention score difference for the
t-th query token between paired key tokens, i.e., |A;;—A; ;|. We plot
the differences in Fig. 3, which is categorized into two groups based
on whether p; equals p;. Sequence tokens with same product ID
exhibit closer attention scores. This inspires us that the sequence to-
kens with same ID may be merged together. Second, we partition the
sequence tokens by their position indices, where a smaller position
index bin corresponds to more recent interaction tokens. For each
bin [ik, ix+1], we aggregate the total attention weight via Z;’:l‘c Apj.
The cumulative attention mass per bin is plotted in Fig. 3(b). The
most recent top 10% of sequence tokens contribute nearly half of
the total attention weights. This finding motivates us to develop
an adaptive token merge strategy based on token positions. Third,
we measure the entropy of attention probability distribution (i.e.,
— > Asilog A, ;) across different layers. Fig. 3(c) shows that the up-
per layers yield sharper attention allocations over sequence tokens,
whereas bottom layers tend to produce more uniform attention
across sequence tokens. We accordingly try to propose layer-wise
progressive token merge schemes to reduce the computational over-
head.

4 Methodology

This section elaborates our proposed tradeoff solution for 20K ultra-
long sequence modeling within our industrial Ad recommenda-
tion system. We first overview the complete pipeline of TM20K in
Sec. 4.1. Next, we detail three simple yet principled token merge
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Figure 4: The overall framework of TM20K. Our model utilizes full attention (FA) for sequence modeling and RankMixer for
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(2) Position-wise Adaptive Token Merge (PATM), and (3) Layer-wise Pyramid Token Merge (LPTM).

strategies tailored for student models in Sec. 4.2. Third, we describe
the one-time teacher model and present the KD workflow in Sec. 4.3.
Lastly, some additional designs for efficiency or stable training are
provided in Sec. 4.4.

4.1 TM20K Framework

The overall framework of our proposed TM20K is illustrated in
Fig. 4. We follow the KD framework [7, 15, 23] to enable more
flexible ultra-long sequence scaling. Both teacher and student mod-
els adopt transformer modeling with full attention (FA) to capture
comprehensive sequential information. As introduced in Sec. 3.1,
our model architecture utilizes RankMixer [39] for high-order in-
teractions between sequential and non-sequential representations.
The teacher model keeps full sequence tokens without any sequence
compression. Although inefficiency, the teacher is trained only once
and requires no online inference deployment. By contrast, student
models responsible for online serving process compressed sequences
via three types of token merge approaches, including: (1) Local-wise
ID-based Token Merge (LITM), (2) Position-wise Adaptive Token
Merge (PATM), and (3) Layer-wise Pyramid Token Merge (LPTM).

4.2 TM20K: Student Models

Motivated by the empirical observations on attention scores (Sec. 3.3),
we devise three well-motivated token merge approaches for student
models. The practical implementations are also provided.

4.2.1 Local-wise ID-based Token Merge (LITM). Given the initial
sequence token embeddings E € R¥*? and the key ID (e.g., product

Algorithm 1 Local-wise ID-based Token Merge (LITM)

Require: E € RF%9, p e X, T: maximum gap threshold
1: Init p2i <~ 0,G < 0  »id2index map; temporal merged list
2. forj=0toL—1do
3: if p; ¢ p2i or j —p2i[p;] > T then

4 G.append(E;) > add new token
5 p2i[p;] « IG| -1 > record index
6 else

7 G[p2i[p;]] < Sum(G[p2i[p;]].E;) > merge token
8: end if

9: end for

,
10: return E,, € RE*4 G > merged sequence

ID) list p € 1. T is a discrete set that contains all unique IDs. A
prior observation is that attention scores of sequence tokens with
same ID tends to be more closer, which motivates us to merge
these tokens together. Specifically, we propose local-wise ID-based
token merge (LITM), which continuously merge tokens with the same
ID. The pseudo-code is summarized in Algo. 1. Here, T serves as
a hyperparameter that defines the maximum positional gap for
merging tokens with identical key IDs. In our implementation, we
fix T = 3 to aggregate consecutive user interactions targeting the
same key ID within a short local window.

4.2.2  Position-wise Adaptive Token Merge (PATM). PATM is a position-

wise token merge scheme, applying distinct compression strengths
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to tokens at different positions, guided by our prior attention anal-
ysis. It preserves detailed information of recent tokens while ag-
gressively compressing older and less informative ones. We first di-
vide the sequence length L into B disjoint segments defined by
the range list R, where each entry R, is a tuple containing the
start and end position indices. We apply the token merge opera-
tion proposed in [2] to each segment with segment-specific com-
pression factors stored in the vector of K. The pseudo-code is
listed in Algo. 2. Notably, we assume tokens with smaller posi-
tional indices correspond to more recent user interactions. Accord-
ingly, the segment ranges and compression factors only need to
satisfy the core principle: recent behaviors undergo minimal token
merge, while older historical interactions are compressed more aggres-
sively. For example, given L = 20,000, B = 4, segment ranges
R = [[1,1,000], [1,001,5,000], [5,001, 10, 000], [10, 001, 20, 000]]
and compression factors K = [1, 2, 3, 4], the resulting merged se-
quence length is around 7,000. One implementation detail is that
we pad the segment with all-zero tokens to ensure the length of it
is divisible by its corresponding token merge factor.

Algorithm 2 Position-wise Adaptive Token Merge (PATM)

Require: E € RI*¢ B R, K

1: InitG «— 0 > temporal merged list
2 forb=0to B—1do

3 (s,e) < Ry > start and end position of segment b
4: k — Kp > compression factor for current segment

5 E= Sum(Reshape (E[s : ], (—1,k,d)), dim = 1) » merge k
consecutive tokens

6: G.extend(E)

7: end for

’
& return E,, € RL'*?4 « G > merged sequence

4.2.3 Layer-wise Pyramid Token Merge (LPTM). LPTM reduces the
computational overhead caused by FA through a progressive layer-
wise token merge strategy. The sequence lengths across multiple
layers forms a pyramid structure, where bottom layers consume
longer sequences while upper layers process much shorter sequences.
Suppose the n-th transformer layer’s output is E, € RF»*4 and
then the (n + 1)-th layer’s input is merged as follows:

E,+1 =Sum (Reshape (En, (Ln/2,2, d)) ,dim = 1) , )

where E,,; € Rln/2d substantially reduces the computational cost
of the subsequent attention layer. The pseudo-code is outlined in
Algo. 3, where N denotes the number of transformer layers. Only
historical sequence tokens undergo layer-wise token merge, and
the target candidate token is never merged. We omit this imple-
mentation in pseudo-code for brevity. Furthermore, the operation
defined in Eq. 9 can be executed every multiple layers to balance
effectiveness and efficiency. In our scenario, we utilize a 6-layer
transformer and performs this operation every 2 layers.

4.2.4  Practical Implementations. We in-order apply LITM, PATM
and LPTM to compress 20K sequences in our industrial Ad recommen-
dation system, drastically reducing the computational cost of stu-
dent models. We implement the computation of LITM and PATM on
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Algorithm 3 Layer-wise Pyramid Token Merge (LPTM)

Require: E; € Rloxd N
1: forn=0to N -1do
2 E, « TransLayer(E,)
3 Epy1 «— Merge(ﬁn)

4: end for
5: return Ey € RL'*4

> according to Eq. 4-Eq. 6
> according to Eq. 9

CPU. First, these rule-based token merge schemes are CPU-friendly
and poorly suited for GPU acceleration. Furthermore, we avoid
merging embeddings on the CPU, and instead, we merge the raw
features of each sequence token. After grouping token features via
LITM and PATM, we look up embeddings for each token’s features
from the embedding table and perform sum pooling afterward. This
design significantly reduces the overhead of communication band-
width between CPU and GPU. As for LPTM, it only requires minor
modifications to the standard transformer architecture, and the merg-
ing operation formulated in Eq. 9 can be efficiently implemented
via tensor operations on GPU.

4.3 TM20K: Teacher Model

Because the teacher model is only trained once, we place little
emphasis on its efficiency. Critically, the teacher model is trained
independently of all student models, and its predicted logits are cached
to supervise student training. The teacher model follows the archi-
tecture introduced in Sec. 3.1. Assume the predicted logit of the
teacher is gr = MLP(ht), where ht € R? denotes the final repre-
sentation obtained in Eq. 3. Then the teacher is optimized via the
binary cross-entropy loss against the ground-truth label y € {0, 1}:

bee = —yloggr — (1 -y) log(1 - qr), (10)
where gr = Sigmoid(gr) is the predicted conversion rate and is
cached for KD.

Each student model is jointly optimized with the cross entropy
loss and distillation loss. Following the prior works [7, 23], we
design two distinct prediction heads for the student, including one
main tower and one distillation tower formalized below:

fmain = ) 1Og 4S,main — (1 - y) log(l - qs,main)) (11)
lais = fee + A, (12)
tee = —yloggsais — (1—y)log(l - gsis), (13)
fa = —qrloggsais — (1 - qr)log(1 - gsgis)- (14)

Here, gs« = Sigmoid (MLP, (hs)) with x € {main, dis} represent-
ing the predicted conversion probabilities from the main tower and
distillation tower, respectively. A is a hyperparameter.

4.4 Other Designs

Our baseline model has leveraged a suite of optimization tools dur-
ing training and inference, including User-Level Training (similar
to RLB in [9]), FlashAttention [5], Mixed-Precision Training [2],
Remove-Padding, and M-Falcon Serving [35]. We in addition intro-
duce two optimizations:

o Stack Sequence. Sequences within a batch exhibit highly un-
even lengths. Originally, all sequences are padded to match the
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Table 2: Overall performance and efficiency comparison across all methods. The maximum sequence length (MaxL), length
compression strategy (LenCom), average and 90th percentile length of real computed sequences (AvgL and P90L) are reported.
All AUC/LogLoss deltas are calculated relative to our 5K baseline model that has served online for a long time.

MaxLL LenCom AvgL P90L Method AUC(T) AAUC(%) LogLoss(|) ALogLoss(%) Thr Mem
Base 0.8212 - 0.4917 - 88K 52G
STCA 0.8200 -0.15% 0.4931 +0.29% 137K 40G
5K ;gTIE;[\/(I)Z 1.2K 1.6K  LONGER 0.8215 +0.04% 0.4914 -0.07% 100K  58G
MTFM 0.8213 +0.01% 0.4916 -0.02% 105K  37G
HyFormer  0.8216 +0.05% 0.4913 -0.08% 80K 55G
STCA 0.8210 -0.02% 0.4920 +0.05% 58K 68G
LONGER 0.8221 +0.11% 0.4907 -0.21% 48K 70G
20K UTM2 44K 10K MTFM 0.8219 +0.08% 0.4909 -0.16% 27K 81G
HyFormer  0.8222 +0.12% 0.4906 -0.23% 36K 75G
20K TM20K 88K 20K T 0.8233 +0.26% 0.4890 -0.55% 11K 86G
20K TM20K 1.8K 2.6K S 0.8224 +0.15% 0.4903 -0.29% 83K 74G
20K TM20K 1.8K 2.6K Sw/KD 0.8230 +0.22% 0.4896 -0.43% 83K 74G

longest sequence length when executing embedding table lookup,
yielding an embedding tensor E; € RE*Imax*d_n practice, the to-
tal number of valid tokens Lt = Z?:l Lyalid; is often far smaller
than B X Ly, leading to substantial GPU memory waste. To
mitigate this issue, we redistribute all valid tokens evenly across
the batched instances and record the exact count of valid to-
kens for each instance. The obtained embedding tensor becomes
Estacks € REXd with T = [Ligtal /B]. We then reconstruct the
remove-padding tensor via the recorded token counts on the GPU
afterward. This technique delivers prominent memory reduction
for ultra-long sequences. For instance, it reduces GPU memory
usage by up to 10 GB for complete 20K sequences.

e QK Norm. After incorporating ultra-long sequence modeling
and KD loss, we observe unstable training in student models,
which frequently suffers from training divergence. Drawing on
solutions widely adopted in LLMs to mitigate instability induced
by extreme attention scores [6], we apply normalization layers
to query and key tokens before attention computation. Although
this introduces marginal overhead in GPU memory and compu-
tation, it effectively stabilizes the entire training procedure.

5 Experiments

This section first introduces the experimental settings, and then
show the overall comparison results. Ablation studies about the
proposed methods in TM20K are presented. Finally, we report the
online A/B results in our real-world Ad recommendation system.

5.1 Experimental Setup

5.1.1 Datasets. We conduct experiments on an industrial-scale
CVR prediction dataset collected from a real-world advertising
system. The training corpus spans two consecutive months and
contains billions of training samples in total. The ultra-long user

sequences consist of historical e-commerce interactions. Beyond se-
quence features, we feed user features, item features and contextual
features into conventional feature interaction modules for further
modeling. All training data are anonymized by removing sensitive
user/item information and hashing feature IDs.

5.1.2  Baselines. The baseline model adopts a 6-layer transformer
equipped with full attention (FA) to model user e-commerce his-
torical sequences with a maximum input length of 5K. Our core
objective is to extend the supported maximum sequence length from
5K to 20K, aiming to achieve notable prediction performance gains
without incurring excessive computational overhead. We compare our
TM20K framework against the following state-of-the-art efficient
sequence models. STCA [9] leverages stacked cross attention and
length extrapolation to boost training efficiency. LONGER [2] ap-
plies fixed uniform token merge (UTM) for sequence compression
combined with the perceiver [12] architecture. MTFM [25] adopts
grouped-query attention and hybrid target attention to reduce se-
quence modeling complexity. HyFormer [11] designs a dedicated
interaction block to model cross relationships between sequential
and non-sequential features. We also run classic sequential rec-
ommendation methods including DIN [37] and TWIN [3]. Both
methods yield obvious performance drops due to their extremely
simple sequence modeling paradigms (e.g., one interaction layer),
and we omit reporting their performance. We exclude EST [18] and
HiSAC [34] from comparisons, as the two approaches rely on well-
trained multi-modal embeddings to support their internal search
and clustering workflows.

5.1.3  Hyperparameters and Evaluation Metrics. The hidden dimen-
sion of transformer is 512. We adopt feed-forward networks (FFN)
with SwiGLU activation, where the FFN intermediate dimension
is set to 1024. The global training batch size is fixed at 320. For
training the teacher model with full 20K sequence tokens, we use
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a smaller batch size of 96 due to the GPU memory burden. All
experiments run on a distributed GPU cluster with hundreds of
GPUs. The next-batch evaluation mechanism is used to calculate
prediction metrics. We evaluate all methods comprehensively by re-
porting both predictive performance and computational efficiency
metrics. Area Under ROC Curve (AUC) and LogLoss serve as the
prediction evaluation metrics. Training throughput (Thr) and peak
GPU memory usage (Mem) quantify computational efficiency. We
further report three statistical indicators of the processed input
sequences under each training configuration, including maximum
sequence length (MaxLen), average sequence length (AvgLen), and
the 90th percentile sequence length (P90 Len).

5.2 Performance Comparisons

We conduct comprehensive comparisons covering the baseline se-
quence with MaxLen of 5K and extended sequence with MaxLen of
20K, and both performance and efficiency metrics are reported for
all methods. The baseline sequence takes a simple version of ID-
based token merge (denoted as LITM0) and uniform token merge
with K = 2 (denoted as UTM2) [2] for processing 5K sequences.
The results are listed in Tab. 2.

On the 5K-length setting, STCA delivers inferior prediction per-
formance with an AUC drop of 0.15%. Under identical transformer
depth and hidden dimension configurations, stacked cross atten-
tion cannot match the modeling capacity of vanilla full attention.
The three other competitive long-sequence methods achieve mild
accuracy gains of +0.04%, +0.01% and +0.05%, respectively. In terms
of efficiency, STCA and MTFM reduce GPU memory usage and
increase training throughput, while HyFormer brings marginal ac-
curacy gains at the cost of lower throughput and higher memory
overhead. When extending the maximum sequence length to 20K,
we adopt UTM2 compression for all comparison methods, as train-
ing with raw full-length 20K sequences would incur prohibitive
training costs. Aside from STCA, other three compared approaches
achieve positive AUC gains ranging from 0.08% to 0.12%, proving
that longer user behavior sequences carry extra predictive signals.
Nevertheless, efficiency deteriorates drastically, and all models suf-
fer throughput declines of over 50% compared to the 5K baseline
model, limiting their practical online deployment.

Within our proposed TM20K framework, the teacher model
TM20K-T captures the largest AUC improvement of +0.26% and
the lowest LogLoss (-0.55%), confirming that complete uncom-
pressed 20K sequences yield optimal prediction quality. However,
its throughput collapses from the baseline 88K down to only 11K,
with heavy GPU memory usage, making the teacher infeasible
for online inference. Benefiting from the proposed three token
merge approaches including LITM, PATM and LPTM, the student
TM20K-S shrinks the average sequence length from the teacher’s
8.8K to merely 1.8K. Its standalone AUC gain decreases moderately
to +0.15%, yet throughput only falls slightly to 83K, correspond-
ing to a throughput degradation of merely 5% compared with the
5K baseline model. Our token merge strategy drastically narrows
the efficiency gap between long-sequence student and the original
short-sequence baseline. After introducing KD from the high-quality
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teacher logits, the student model TM20K-S with KD gains substan-
tial predictive performance. Its AUC gain rises to +0.22%, recovering
around 85% of the teacher’s total performance improvement.

Table 3: Ablation study on token merge strategies. Results
are relative to the corresponding full-sequence baseline.

TM Strategy AvgL P90L AAUC(T) Thr
5K Full 4K 5K - 40K
+UTM2 2K 2.5K -0.03% 72K
+LITMO & UTM2 1.2K 1.6K -0.05% 88K
20K Full 8.8K 20K - 11K
+LITM 5K 11.3K -0.02% 25K
+PATM 45K 10.2K -0.06% 34K
+LPTM 8.8K 20K -0.03% 19K
+LITM & PATM 1.8K  2.6K -0.07% 68K
+LITM & PATM & LPTM  1.8K 2.6K -0.11% 83K

5.3 Ablation Studies

5.3.1 Ablation on Token Merge Strategies. We conduct ablation
experiments to quantify the individual and combined impacts of
LITM, PATM and LPTM on prediction performance and training
efficiency, as summarized in Tab. 3. We first evaluate variants on
the 5K full-sequence baseline by enabling UTM2 and LITMO0 com-
pression step by step. Applying UTM2 alone yields a mild AUC
degradation of 0.03% but improves training throughput from 40K
to 72K. After stacking LITM0 with UTM2, the average sequence
length is compressed to 1.2K. The overall AUC falls marginally by
0.05%, while throughput is further lifted to 88K. We then shift to
the 20K ultra-long sequence setting and benchmark each proposed
token merge module against the uncompressed 20K full-sequence
baseline. LITM shortens the average sequence length from 8.8K
to 5K (a 40% reduction), and PATM compresses it to 4.5K (a 48%
reduction). LPTM does not change the overall sequence length
distribution but brings a small AUC drop of 0.03% and noticeable
throughput gains. Notably, we only report the sequence length of
the first input layer, and the intermediate layers processes a shorter
sequence with the help of LPTM. In terms of efficiency, LITM nearly
doubles the throughput (+1x), and PATM triples throughput (+2X)
relative to the 20K full-sequence baseline. Regarding predictive
performance, standalone LITM, PATM, and LPTM lead to AUC
declines of 0.02%, 0.06%, and 0.03%, respectively. When all three
strategies are integrated, the aggregated AUC loss reaches 0.11%.

5.3.2  Ablation on Token Merge Hyper-parameters. We conduct
hyperparameter sensitivity experiments on LITM and PATM to
explore the trade-off between sequence compression ratio and pre-
diction performance, with detailed results listed in Tab. 4. For LITM,
we tune the gap threshold T among 1, 3 and 10. When T rises from
1 to 3, the average sequence length is further compressed by an extra
4% while the AUC remains the same. For PATM, we test three groups
of segment ranges and corresponding compression factors. For ease
of notation, the configuration "2K:1,4K:2,8K:3,20K:4" indicates that
we partition the full 20K sequence into four segments according
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Table 4: Hyperparameter analysis for LITM and PATM. Re-
sults are relative to the 20K full sequence.

Hyperparameter AAvgLen(]) AAUC(T)
T=1 -39%% —0.02%
LITM T=3 —-43% —-0.02%
T=10 —-57% —-0.04%
2K:1,4K:2,8K:3,20K:4 —-55% -0.09%
PATM 3K:1,5K:2,10K:3,20K:4 —49% —0.06%
4K:1,8K:2,12K:3,20K:4 —-40% —0.05%

to breakpoints of 2K, 4K, and 8K. Token merge is then performed
on each segment with merging factors set to 1, 2, 3, and 4 respec-
tively. A clear positive correlation is that more aggressive sequence
compression consistently leads to larger AUC drop. For industrial
online deployment, we select a moderately compressed PATM con-
figuration. Our tuning principle prioritizes controlling online serving
latency within an acceptable range, avoiding excessive efficiency
deterioration even if slightly higher AUC loss could be tolerated.

Table 5: AUC gains relative to the TM20K-S model with dif-
ferent distillation weights.

A=30 A =50 A=75
-0.01% +0.00% -0.01%

A=150
-0.03%

A=100
-0.01%

AAUC(T)

5.3.3 Ablation on Distillation Weights. We investigate how differ-
ent values of the A in Eq. 12 affect the student model’s AUC. The
detailed results are summarized in Tab. 5. The optimal predictive
performance is achieved when A is set to 50. Further inspection of
loss magnitudes reveals that, under A = 50, the scaled distillation
loss term Alyy has nearly identical magnitude to the loss €.

Table 6: Results of other implementation details relative to
the TM20K-S model.

Early AAUC(T) Late AAUC(T) Thr

w/ MeanPooling & LogN -0.01% -0.01% +0%
w/ PATM on SeqInc +0.01% +0.01% +0%
w/0 QK Norm +0.00% -0.45% +2%

w/o KD in Late Period +0.00% +0.00% +0%

5.3.4 Ablation on Other Implementations. We conduct some aux-
iliary experiments and show results in Tab. 6. First, we replace
sum pooling with mean pooling for token merge. Following prior
work [24], we incorporate log(n) into attention weights, where n
denotes the number of merged tokens. However, this modification
causes an AUC degradation of 0.01%. Second, we restrict PATM
compression exclusively to the incremental tokens beyond the orig-
inal 5K sequence when extending the length to 20K. This setup
yields a marginal AUC improvement of 0.01%, yet it substantially
raises engineering complexity for model development. Third, we
benchmark the performance and efficiency of training without
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OK normalization [6]. The early prediction performance remains
roughly unchanged, while it may encounter training divergence as
training proceeds. Lastly, we remove the distillation loss term at the
late stage of training. The final prediction performance keeps nearly
unchanged. This indicates that the student model has adequately
absorbed knowledge from the teacher given sufficient distillation
training iterations.

Table 7: Online A/B results on our industrial Ad scene.

ADSS ADVV Serving Latency

TM20K-S +0.881% +0.515% +5.6%
TM20K-Sw/ KD +1.036% +0.780% +5.6%

5.4 Online A/B Results

Deploying the TM20K framework within our industrial advertising
recommendation system achieves measurable improvements in core
business metrics, namely Advertiser Score (ADSS) and Advertiser
Value (ADVV). All online A/B test results are summarized in Tab. 7.
The baseline is a mature high-performance advertising ranking model
that has long been deployed online with the 5K e-commerce sequence
modeling. TM20K yields statistically significant positive gains across
all business metrics, where ADSS rises by 1.036%, accompanied by a
slight 5.6% increase in online serving latency.

6 Advantages and Limitations

Our proposed TM20K framework has the following strengths: (a)
the devised token merge strategies are easy to develop and imple-
ment, which are guided by solid observations derived from attention
score analysis; (b) unlike prior methods relying on token retrieval
or length extrapolation, TM20K discards no tokens for either the
teacher or student model; (c) we validate that the two-stage dis-
tillation framework enables ultra-long sequence scaling within an
industrial large-scale recommendation system, achieving substantial
business improvements while maintaining favorable efficiency.

Nevertheless, this work still has limitations. Specifically, the pro-
posed token merge schemes are essentially rule-based. Although
we conduct exhaustive ablation studies and hyperparameter analy-
sis tailored to our advertising scenario, cross-domain deployment
may still demand extra parameter tuning for adaptation to cor-
responding application scenarios. Furthermore, we have not yet
incorporated sparse attention mechanisms [4, 8, 33] into our scenes.
Enabling compatibility between these sparse attention implemen-
tations and existing optimizations, including User-Level Training,
Remove-Padding, and FlashAttention [5] requires developing highly
customized GPU operators. This brings substantial engineering over-
head and we leave the exploration of such sparse attention schemes
for future work.

7 Conclusion

This paper proposes TM20K to obtain a balance between prediction
performance and computational efficiency for ultra-long sequence
modeling in an industrial advertising recommendation system.
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Comprehensive analysis of attention scores validate the necessity
of adopting full attention (FA) for transformer modeling. To further
mitigate the computational complexity introduced by FA, TM20K
adopts a two-stage knowledge distillation paradigm. The teacher
model is trained on complete sequence tokens, whereas the student
leverages three well-motivated and carefully-designed token merge
strategies to compress ultra-long sequences. By extending the max-
imum length of user e-commerce behavior sequences from 5K to
20K, TM20K delivers a statistically significant ADSS improvement
of +1.036% with negligible extra online serving latency.

Li et al.
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