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Abstract

Neural networks trained by gradient descent on a smooth cost function can nevertheless learn in steps: the cost
holds on long plateaus and then drops abruptly. Meanwhile, training losses instead follow smooth power laws.
Variants of both behaviors occur in architectures with very different microscopic structures, which is the signature
of a few relevant collective variables. We show that a symmetry fixes what those variables are: a network layer is a
sum over interchangeable units, so relabeling the units leaves it unchanged; given smoothness and the condition that
a unit’s gradient vanish at the origin, symmetry then enforces a universal leading form for the expansion about the
near-zero weights present at the start of training, the quadratic Tr[WW ⊺A(x)], in which every architectural detail
is confined to a single “structure matrix” A(x) that we compute for each architecture. Perceptrons, attention layers,
mixtures of experts, and convolutions become one model at different A. Its training dynamics then close on the “order
parameter” M = WW ⊺ and, whenever the data matrices share an eigenbasis, reduce to a Lotka–Volterra equation
whose modes switch on one after another. The smaller the initial weights, the further apart the switch-on times, and
the plateaus appear as a singular limit of a smooth flow; when many modes are unresolved the same events merge
into a power law in training time whose exponent the theory predicts. We confirm both numerically across training
methods and architectures.

1 Introduction
Neural networks exhibit two apparently incompatible forms of regularity. Along a single training trajectory, the loss
can remain nearly constant for long intervals and then fall abruptly as new features are acquired. Across model
size, dataset size, or training compute, by contrast, losses often follow smooth power laws over many orders of
magnitude, with weak sensitivity to architectural detail [39, 7, 49]. These cross-scale laws are accurate enough to
guide large-scale design decisions: compute-optimal scaling can favor a smaller model trained on substantially more
data over a much larger, undertrained one [36]. Variants of both behaviors occur across architectures with very different
microscopic structure, including multilayer perceptrons, convolutional networks, mixtures of experts, and transformers
[62, 46, 75, 43, 37, 40]. Sharp microscopic events together with macroscopic laws that are indifferent to microscopic
detail are the familiar signature of a small number of relevant collective variables, and they invite the construction of
a minimal model.

To a physicist, these behaviors are not unique to neural networks. Smooth deterministic dynamics can produce
sharp, reproducible transitions when different modes cross instability thresholds one at a time, as at the onset of con-
vection in a fluid. Long plateaus followed by rapid changes resemble the induction periods of autocatalytic reactions.
Moreover, a transition may remain smooth for every finite value of a parameter but become sharp in a limiting regime,
just as phase transitions emerge only in the thermodynamic limit. Finally, the weak dependence on microscopic details
suggests universality: the large-scale behavior is governed by a small number of collective variables.

These physical phenomena can be understood by finding the collective variables and the equation they obey.
Such a search naturally begins with a symmetry, and neural architectures supply an unusually clean one. Neural
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Figure 1: Permutation symmetry of the units allows us to characterize the model with structure matrices A.
(a) Perceptrons, attention layers, mixtures of experts and convolutions are all sums over interchangeable components,
so a permutation leaves the represented function unchanged. (b) Training begins with all weights near zero, so each
module may be Taylor expanded about that point. Given smoothness and the condition that a component’s gradient
vanish whenever that component’s own weights do, symmetry then enforces the same leading quadratic form in every
case (Theorem 1), and the architecture survives only in the structure matrix A(x). Here x is a single input to the
module.

networks are canonically assembled from repeated, exchangeable components: hidden units in a perceptron, heads in
an attention layer, experts in a mixture, channels in a convolution. Relabeling those components leaves the represented
function unchanged, so a module of width d is invariant under the symmetric group Sd acting on its components, in
the same way that a collection of identical particles is invariant under exchange. The analogy is more than verbal:
the training of two-layer networks has been mapped directly onto the mean-field dynamics of interacting particles
[52], permutation symmetry has been proposed as the operational definition of a neuron [77], and the breaking and
restoration of parameter symmetries has been argued to organize the order in which features are acquired [79, 80].

Symmetry of this kind is the standard point of departure for a Landau construction [44, 32, 21]: identify the
symmetry group, identify a small parameter that holds the system near a distinguished point of configuration space,
expand about that point, and retain only the lowest-order terms the symmetry permits. Here the group is Sd, the
distinguished point is the origin of parameter space, and the small parameter is the initialization scale ϵ. Microscopic
detail should then survive only in the phenomenological coefficients of the expansion, which is the sense in which
universality across architectures is to be expected and which is the logic underlying the statistical-mechanical tradition
in learning theory [63, 25, 74, 8, 20].

Carrying out this program produces a single expression, summarized in Figure 1. We prove (Theorem 1) that any
module fx(w1, . . . ,wd) that is Sd-symmetric in its components [Figure 1(a)], is three times continuously differen-
tiable, and satisfies a gradient condition, stated precisely below, obeys

fx(W ) − fx(0) = µ
⊺g(x) +Tr[WW ⊺A(x)] +O (∥W ∥3) . (1)

Here x is a single input,W = (w1, . . . ,wd) ∈ Rp×d collects the d components, each carrying p parameters, µ = ∑di=1wi,
and the symmetric matrix A(x) ∈ Rp×p is fixed by the architecture and by x alone; we call Eq. (1) the neural quadratic
form (NQF) and A(x) the structure matrix. It turns out that the term µ⊺g(x) vanishes for most of the practical
architectures, and so the NQF can often be written with only the second-moment term.

Everything architecture-specific now sits in A(x), as a sparsity pattern and a set of couplings [Figure 1(b)]. At-
tention is the striking case: only its value and readout blocks appear at this order, the query and key matrices entering
first at quartic order. What controls the model is likewise not the individual components but the order parameter
M =WW ⊺, whose size is set by p.

Quadratic parameterizations are not themselves new as proxies for nonconvex learning [33, 5, 18, 12, 48, 23].
Matrix sensing, phase retrieval, diagonal networks and quadratic networks have each been analyzed on their own terms,
to explain implicit low-rank bias, spectral initialization, or feature growth; exact analyses of deep linear networks
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display the same mode-wise plateaus under gradient descent [62, 3]; and recent work argues that quadratic models
remain quantitatively accurate even for large language models [53]. What Eq. (1) adds is that these are not a family
of analogous models but one model, and that the coupling A(x) is computed from the architecture [Figure 1(a,b)].
Seventeen models previously studied as separate solvable proxies, including those above, are instances of Eq. (1) at
particular A. A practical consequence is that A(x) can be evaluated for a proposed layer before that layer is ever
trained.

Several distinct regularities travel under the name of a neural scaling law, and they are worth separating before any
theory is compared. Power laws are reported in the loss against optimization time within a single run; in the trained
loss against model or dataset size; and along a compute-optimal frontier trading the two. What follows is a law of the
first kind, for excess loss against rescaled training time, controlled by the same spectral structure that enters theories of
the other two. How the trained loss depends on model size, dataset size and compute, and how those resources should
be traded against one another, is a separate question we do not take up.

Within that scope, the closest theory is that of Bahri et al. [7], who separate a variance-limited regime, where
the loss falls as the inverse of model or dataset size, from a resolution-limited one whose exponent is set by the data
manifold or the tangent-kernel spectrum. Theirs is a theory of trained loss against scale; ours is of loss against time.
Kernel treatments reach power-law learning curves from spectral structure by a related route [15, 17, 49, 14], but
they linearize about initialization and freeze the representation [38, 22], suppressing the feature growth that produces
abrupt transitions [61, 10]; sudden learning is then treated separately, as saddle-to-saddle transitions for particular
targets [1, 54, 56, 11], or as the loss of stability of a trivial symmetric solution [71]. Our question spans the two: can
the spectrum behind a macroscopic law emerge from within a feature-learning dynamics, and can that same dynamics
produce the abrupt acquisition of individual modes? Answering both questions with one dynamics is tractable only
because that dynamics is reducible to a few collective variables.

That reduction is our first result. Under stochastic gradient descent, the dynamics of any NQF close on the pair
(M,µ) = (∑iwiw

⊺
i ,∑iwi), no matter how many trainable parameters the model contains (Theorem 2). The entire

parameter trajectory is therefore represented by these low-dimensional moments; and within the NQF description a
module of width d admits a compressed equivalent of width kV + 1, set by the rank of the data, which reproduces
its predictions on the training data at every step under a rescaling (Theorem 3). This measures the low-dimensional
training dynamics [34, 45, 4]. The second result is that the closed dynamics is in many cases solvable. In the common
eigenbasis of the data, the flow of M becomes the generalized Lotka–Volterra equation of population ecology [35, 51,
16], with the eigenvalues zk of M in the role of species abundances, and we solve it in four regimes (Theorems 4–7),
each exhibiting a combination of sudden learning and neural scaling law phenomena.

This work is organized as follows. Section 2 derives the normal form and Section 3 computes A(x) for standard
architectures. Section 4 analyzes the dynamics, and Section 5 solves the dynamics for special cases. Section 6 derives
the predictions for sudden learning and neural scaling laws. Section 7 tests them numerically, and Section 9 discusses
the limitations and the extension to higher orders.

2 Neural Quadratic Forms
This sections presents the central result of this paper. We show that permutation symmetry alone gives us a universal
norm quadratic expansion, which is the result of Theorem 1. In Section 3 we will show how each neural architecture
is different.

Notation. Throughout, x denotes a single input to the module: one training example drawn from a setX . The module
itself is written fx, a scalar-valued function of the parameters at fixed x; the subscript records that x is held fixed while
the parameters vary. Its d components carry p parameters each, collected as w1, . . . ,wd ∈ Rp, so fx ∶ Rp×d → R.
Vector-valued outputs are treated in Appendix B.2 and change nothing essential. All notations used in our paper are
listed in Table 2.

The starting point of the theory is that there is a universally shared mathematical structure across different types of
layers and architectural modules (see Section 3).

Definition 1 (Permutation symmetry). fx ∶ Rp×d → R satisfies the permutation symmetry (Sd- symmetry) if fx(w1, . . . ,wd) =
fx(wσ(1), . . . ,wσ(d)) for any permutation σ.

Leveraging the terminology from MLPs, each wi can be seen as the weights of a neuron of a hidden layer. It is
thus natural to call wi a “neuron,” and we will stick to this terminology. In fact, permutation symmetries have been
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suggested as the “right” way to precisely define a neuron in deep learning [77]. To be more precise, one could also
call wi the “coordinate” of the i-th neuron. Thus, in our work, any subset of the weights that is the minimal unit of
permutation symmetry will be called a “neuron.” In this terminology, the weights of a self-attention head are also a
neuron.

For a simplified presentation of the theory, we assume one further benign condition that is obeyed by almost any
neural architecture in use (see Section 3).

Property 1. Zero gradient at zero (ZGZ): for any neuron i and any wj≠i, ∇wifx(w1, . . . ,wd)∣wi=0 = 0.

The following theorem shows that for models with permutation symmetry, their Taylor expansions take a highly
universal form. In some sense, this result can be seen as a variant of the fundamental theorem of symmetric polyno-
mials [69].

Theorem 1 (Neural Quadratic Forms). Let fx ∶ Rp×d → R be a three times continuously differentiable model with
respect to its neurons W = (w1, . . . ,wd), where wi ∈ Rp. Assume fx satisfies the permutation symmetry and the ZGZ
conditions. Then,

fx(W ) = fx(0) +
d

∑
i=1

Tr[wiw
⊺
iA(x)] +O(∥W ∥

3
), (2)

where A(x) ∈ Rp×p is a symmetric matrix dependent only on x, and fx(0) is the model evaluated at W = 0. Equiva-
lently,

lim
ϕ→∞

ϕ(fx(ϕ
−1/2W ) − fx(0)) =

d

∑
i=1

Tr[wiw
⊺
iA(x)]. (3)

Remark. We note that the ZGZ condition is nonessential. Removing it leads to essentially the same result but with
more complicated notations. We present these results in Appendix B.1. Moreover, in practice, the ZGZ assumption
can be replaced by the stronger (but equally common) assumption of having a per-neuron Z2 symmetry, meaning
fx(. . . ,wi, . . . ) = fx(. . . ,−wi, . . . ) for all i. This means the 1st- and 3rd-order tensors in the Taylor expansion are
zero, naturally elevating the error bound from O(∥W ∥3) to O(∥W ∥4).

Therefore, we will refer to any model in the form of Eq.(2) as a neural quadratic form (NQF). For example,

fx(W ) = c0 +Tr[WW ⊺A(x)] (4)

will be a generic NQF with d as its width and A as its “architecture” or “structure.” We will from now on refer to A as
the structure matrix. In Appendix B.2 we extend the results to multidimensional outputs. Note also the dimension of
M . Both M and A(x) are p× p, where p is the number of parameters of one neuron: the width d having already been
summed away. Since the neurons are exchangeable, they may be read as identical particles with a p-dimensional state
space, and ∑iwi and M = ∑iwiw

⊺
i as the first two moments of their empirical distribution, M playing the role of a

density matrix.
The next section shows how different forms of A distinguish different architectures. Note that f depends on the

neurons only through their second moment M =WW ⊺, a point we take up in Section 4.

3 NQF for Different Architectures
In fact, a point often unclear to practitioners is that the existence of permutation symmetries is so universal that essen-
tially any architecture module that has a notion of “width” automatically has the permutation symmetry property. This
makes Theorem 1 applicable to almost any neural module one encounters in practice. Thus, in the NQF perspective,
it is the structure matrices that determine the learning dynamics of neural networks. See Table 1 for common models
that are reducible to an NQF. We now discuss a few examples in more detail.

Two-Layer MLP. Consider a two-layer Multi-Layer Perceptron (MLP) with a scalar output fx ∶ Rd×(k+1) → R
without bias terms. Let the parameters associated with the i-th hidden neuron be denoted as a single vector wi =
[u⊺i , vi]

⊺, where ui ∈ Rk is the input weight vector and vi ∈ R is the readout (output) weight. The model is given by:

fx(w1, . . . ,wd) =
d

∑
i=1

viϕ(u
⊺
i x) (5)

where x ∈ Rk is the input and ϕ ∶ R→ R is the activation function.
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Table 1: Six representative models that are instances of the neural quadratic form (1), together with A(x) that distin-
guishes them. There are two ways to read the table: many generic architectures reduce approximately to an NQF, and
many previously separate models are special cases of the NQF. The complete list appears in Table 3.

Model NQF notation Structure matrix A(x) Refs.

Two-layer MLP fx(W ) = ∑
d
i=1 vi ϕ(u

⊺
i x) A(x) = ϕ′(0)

2

⎡
⎢
⎢
⎢
⎢
⎣

0k×k x

x⊺ 0

⎤
⎥
⎥
⎥
⎥
⎦

[29, 61]

Single-layer CNN fx(W ) =

∑
d
i=1 vi∑

P
p=1 ϕ(k

⊺
i xp)

A(X) = ϕ′(0)
2

⎡
⎢
⎢
⎢
⎢
⎣

0m×m ∑p xp

∑p x
⊺
p 0

⎤
⎥
⎥
⎥
⎥
⎦

[42, 24]

Multi-head attention fx(W ) =

∑
d
i=1 v

⊺
iW

V
i X ⋅ softmax(⋅)

A(X) = 1
2

⎡
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

02dkD 0 0

0 0 xavg ⊗ Idv

0 x⊺avg ⊗ Idv 0

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

[67]

Mixture of experts fx(W ) =

∑
d
i=1 ψ(r

⊺
i x)E(x;Θi)

A(x) = ψ′(0)
2

⎡
⎢
⎢
⎢
⎢
⎣

0 xG(x)⊺

G(x)x⊺ 0

⎤
⎥
⎥
⎥
⎥
⎦

,

G ∶= ∇ΘE(x; 0)

[64, 57]

Phase retrieval ŷa = a
⊺WW ⊺a Aa = aa

⊺ [18, 47]

Diagonal linear
network

fx(u) = ∑k xku
2
k/4 Ax =

1
4
Diag(x) [12, 59]

Proposition 1. If ϕ is three times continuously differentiable and satisfies ϕ(0) = 0, then the model (5) satisfies the
assumptions in Theorem 1 with

A(x) =
ϕ′(0)

2
[
0k×k x
x⊺ 0

] . (6)

Self-Attention. Consider a Multi-Head Attention (MHA) model computing a scalar output from an input query
token x ∈ RD and a context matrix X ∈ RD×N (where N is the sequence length).

Let the parameters associated with the i-th attention head be grouped into a single parameter vectorwi = vec(W
Q
i ,W

K
i ,W

V
i , vi),

whereWQ
i ,W

K
i ∈ Rdk×D are the query and key matrices,WV

i ∈ Rdv×D is the value matrix, and vi ∈ Rdv is the readout
vector for the scalar output. Assuming no bias terms, the model is formulated as:

fx(w1, . . . ,wd) =
d

∑
i=1

v⊺iW
V
i X ⋅ softmax(

X⊺(WK
i )
⊺WQ

i x√
dk

) (7)

where softmax is applied over the N dimension.

Proposition 2. The MHA model (7) satisfies the assumption in Theorem 1. The matrixA(X) takes the following block
form:

A(X) =
1

2

⎡
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 0 0
0 0 0 0
0 0 0 xavg ⊗ Idv
0 0 x⊺avg ⊗ Idv 0

⎤
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(8)

where xavg = 1
N
X1N ∈ RD, 1N ∈ RN is a vector of all ones, and ⊗ denotes the Kronecker product.

This means that to leading order, what determines the behavior of a self-attention head are the value and output
matrices, and the self-attention behaves like an averaging operator. In fact, the query and key weights appear only at
quartic order.
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Query-Key-Only Head. Now, consider a variant of MHA where the readout vector and value matrix are fixed and
merged into a constant vector c ∈ RD. While this is rarely the case in practice, it is actually a common theoretical
model of the learning dynamics of attention (e.g., [6, 50], or in which the readout and query-key matrices are trained
separately [70]). The model evaluates a scalar output as:

fx(w1, . . . ,wd) =
d

∑
i=1

c⊺X ⋅ softmax(
X⊺(WK

i )
⊺WQ

i x√
dk

) (9)

Let the parameters for the i-th head be the query and key matrices wi = [vec(W
Q
i )
⊺,vec(WK

i )
⊺]⊺ ∈ R2dkD.

Proposition 3. Model (9) satisfies all assumptions in Theorem 1. Furthermore, A(X) takes the block form:

A(X) =
1

2
√
dk
[

0 xu⊺ ⊗ Idk
ux⊺ ⊗ Idk 0

] (10)

where u = ΣXc ∈ RD, and ΣX =
1
N
XX⊺ − ( 1

N
X1N)(

1
N
X1N)

⊺ ∈ RD×D is the sample covariance matrix.

Single-head attention logits. Finally, we can also consider the single-head attention model, which can, interestingly,
also be regarded as an independent NQF because the query and key weight matrices contain the permutation symmetry
as a subgroup.

Proposition 4. By treating the i-th rows of WQ and WK as wi ∈ R2D, the single-head attention model

fx(w1, . . . ,wdk) = c
⊺X ⋅ softmax(

X⊺(WK)⊺WQx
√
dk

) (11)

satisfies all assumptions in Theorem 1. Furthermore, A(X) ∈ R2D×2D takes the block form:

A(X) =
1

2
√
dk
[

0 xu⊺

ux⊺ 0
] (12)

where u = ΣXc ∈ RD, and ΣX is the sample covariance matrix.

Mixture of Experts. Consider a Mixture of Experts (MoE) model computing a scalar output fx from an input
x ∈ Rk. Let the parameters associated with the i-th expert branch be grouped into a single vectorwi = [r⊺i ,vec(Θi)

⊺]⊺,
where ri ∈ Rk is the routing (gating) weight vector, and Θi represents the internal parameters of the expert network
E(x;Θi). We employ an independent gating mechanism [57]:

fx(w1, . . . ,wd) =
d

∑
i=1

ψ(r⊺i x)E(x;Θi) (13)

where ψ ∶ R → R is a smooth gating activation function (e.g., Tanh or GeLU) satisfying ψ(0) = 0. Each expert
E(x;Θi) is a smooth neural network satisfying E(x; 0) = 0.

Proposition 5. Assuming the gating function ψ and the expert networks E are at least three times continuously
differentiable, the MoE model (13) satisfies the assumption in Theorem 1 with

A(x) =
1

2
[

0 ψ′(0)x∇ΘiE(x; 0)
⊺

ψ′(0)∇ΘiE(x; 0)x
⊺ 0

] . (14)

Convolutional Neural Networks. Consider a single-layer Convolutional Neural Network (CNN) computing a scalar
output fx from an input feature map X . Let the parameters associated with the i-th convolutional channel be grouped
into a single vector wi = [k⊺i , vi]

⊺, where ki ∈ Rm represents the flattened weights of the convolutional filter, and
vi ∈ R is the readout weight applied after pooling.

Assuming the network uses global sum-pooling over the P spatial patches of the input (denoted as xp ∈ Rm for
p = 1, . . . , P ), the model is formulated as:

fx(w1, . . . ,wd) =
d

∑
i=1

vi
P

∑
p=1

ϕ(k⊺i xp), (15)

where ϕ ∶ R→ R is the activation function.
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Proposition 6. If ϕ is three times continuously differentiable and satisfies ϕ(0) = 0, then the CNN (15) satisfies the
assumption in Theorem 1 with

A(X) =
ϕ′(0)

2
[
0m×m ∑

P
p=1 xp

∑
P
p=1 x

⊺
p 0

] . (16)

Notions of Layer and Representation. While the form Tr[WAW ⊺] is universal, the matrixA always takes a sparse
and strongly off-diagonal form. In particular, for any neural layer above,

A =
1

2
[

0 C(x)
C⊺(x) 0

] , (17)

where C ∈ Rd1×d2 is an arbitrary rectangular matrix with suitable dimensions. This means that one can also divide W

into corresponding blocks: W = [
Z1

Z2
], such that

M =WW ⊺
= [
Z1Z

⊺
1 Z1Z

⊺
2

Z2Z
⊺
1 Z2Z

⊺
2
] (18)

This implies that the output of the model only depends on Z2Z
⊺
1 : fx = Tr[Z2Z

⊺
1C]. In the case of a vector C = x,

Z1 is also a vector and so fx = Z2Z
⊺
1x, a two-layer linear network. Therefore, one can abstractly think of Z⊺1 as the

first-layer weight and Z2 as the second-layer weight. The representation also becomes definable. The first-layer latent
representation of C(x) is thus

h(x) = Z⊺1C(x). (19)

For a structured model, such as above, it is possible to talk about a latent representation and define the notion of layers.
Whenever the matrix A can be written in this form, we refer to the model as a “feedforward” model.

4 Learning Dynamics of the NQF
Sections 2 and 3 concern a model when expanded, and in this section, we study the learning dynamics of these models.
A key question this section answers is how many numbers are needed to follow training. The answer is that the number
does not grow with the model: whatever the width, the trajectory of an NQF is a flow on the pair (M,µ). This is stated
as Theorem 2. One consequence follows immediately: learning is highly redundant, in that a model can be compressed
with no change to its trajectory at all (Theorem 3).

We work throughout with the most general form of NQF without the ZGZ condition (See Appendix B.1). If we
denote M ∶= ∑di=1wiw

⊺
i and µ ∶= ∑di=1wi, we can write a general NQF as

fx(W ) = fx(0) + g(x)
⊺µ + µ⊺B(x)µ +Tr[MA(x)]. (20)

Without loss of generality, A and B matrices can always be regarded as symmetric matrices.

Theorem 2 (Master Theorem for NQF). Let A(x),B(x) be symmetric. Under SGD

∆W = −η∑
x∈B

∇WL(fx(W )) (21)

with identical data sampling, two neural quadratic models have Ma(t) = Mb(t), µa(t) = µb(t) at any time t if at
initialization:

Ma(0) =Mb(0), µa(0) = µb(0). (22)

The learning dynamics are completely determined by M , µ:

∆µ = −η(d ⋅ v +Hµ) (23)

∆M = −η(vµ⊺ + µv⊺ +HM +MH) + η2(d ⋅ vv⊺ + vµ⊺H +Hµv⊺ +HMH) (24)

where d is the number of neurons, v ∶= ∑x∈B ℓ
′
x(g(x) + 2B(x)µ) and H ∶= ∑x∈B 2ℓ

′
xA(x). Here we denote ℓ′x ∶=

∂L
∂fx

and B denotes a minibatch.
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This theorem can be extended to a form that describes a broad class of optimization methods including vanilla
SGD, SGD with weight decay, and Polyak Momentum. With weight decay, a simple decay −γM term appears in the
equation, where γ is the weight decay strength. See Appendix B.3.

A deep neural network can often be viewed as a composition of multiple layers, each of which can be approximated
by an NQF model. We theoretically and empirically study multilayer NQFs in Appendix B.4.

Compressibility of NQF. A key implication of Theorem 2 is that the learning process of neural networks is highly
redundant. We will say that two neural networks fx(θ) and gx(θ′) have the same learning dynamics if for any x,

fx(θt) = gx(θ
′
t). (25)

Namely, the identity is defined on the functional side, and it is possible for two models to have the same dynamics
even if they have different parameters.

Actually, there exist infinitely many parameter configurations whose learning dynamics are identical. This also
implies that the learning process of a very large neural network is identical to and can be fully captured by a much
smaller network – a phenomenon that has been termed the “dynamical lottery ticket hypothesis” [28, 69].

Theorem 3. Let an NQF have d neurons, defined by functions g(x),B(x),A(x), learning rate η, and initial param-

eter statistics µ(0) and M(0). Let kV ∶= dim (span⋃x∈X ({g(x)} ∪Col(A(x)) ∪Col(B(x)))) ≤ p represent the

dimension of the joint subspace spanned by the vectors g(x) and all column vectors of B(x) and A(x) across all
x ∈ X , where X denotes the training set. If d > kV + 1, then there exists a smaller NQF with d′ = kV + 1 neurons,
characterized by g̃(x) = g(x), B̃(x) = B(x), Ã(x) = d′

d
A(x) and learning rate η̃ = d

d′ η, such that:
1. fd′ = fd for all inputs x ∈ X ;
2. fd′ = fd for all training steps t ≥ 0 under SGD with identical data sampling.

In fact, independent of the original width d, there exists a finite-size NQF whose learning dynamics is identical
to that of the original. This partially explains the commonly observed low dimensionality of the training dynamics
[34, 45, 4]. Moreover, when the data is low-rank, this theorem states that the dimension of the learning dynamics is
at most that of the data, a direct explanation of the folklore belief that structures in the data make learning simple. In
Appendix B.5 we further characterize the compression error.

5 Exactly Solvable Cases of Learning Dynamics
The learning dynamics of NQF do not have a general solution. However, with special initialization or data distri-
butions, solutions of the learning dynamics are obtainable. Here, we focus on training NQF with the gradient flow
algorithm. We consider the empirical Mean Squared Error (MSE) loss over a dataset of m samples {xµ, yµ}mµ=1:

L(W ) =
1

m

m

∑
µ=1

(Tr[WW ⊺A(xµ)] − yµ)
2

(26)

where W = [w1, . . . ,wd] ∈ Rp×d is the parameter matrix. Let ∆µ(t) = Tr[W (t)W (t)⊺A(xµ)] − yµ denote the
residual for the µ-th sample. The gradient flow Ẇ = −∇WL(W ) is given by:

Ẇ (t) = −
4

m

m

∑
µ=1

∆µ(t)A(xµ)W (t) = −H(t)W (t) (27)

where H(t) ∶= 4
m ∑

m
µ=1∆µ(t)A(xµ) ∈ Rp×p.

Notice that the network’s output is determined by the positive semi-definite matrix M = WW ⊺ ∈ Rp×p. By
differentiating M(t), we observe that the dynamics naturally close in the space of M :

Ṁ(t) = ẆW ⊺
+WẆ ⊺

= −H(t)M(t) −M(t)H(t) (28)

This kind of equation appears frequently in fluid dynamics and polymer physics, and this dynamical equation can
be seen as a zero-dimensional homogeneous flow, and M can be identified as the Reynolds stress [60]. The non-
linear matrix differential equation (28) is generally impossible to solve. However, for some special cases it has exact
solutions.
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We will assume the following commutativity condition – this is a common assumption for solving the learning
dynamics of exactly solvable models, e.g., [62, 33].

Assumption 1. The dataset consists of m mutually commuting symmetric data matrices: A(xµ) = PΛµP ⊺, where P
is an orthogonal matrix and Λµ = diag(λµ,1, . . . , λµ,p).

Under Assumption 1, we can project the dynamics into the common eigenbasis defined by P . Let M̃(t) =
P ⊺M(t)P . The residual can be rewritten as:

∆µ(t) = Tr[M(t)A(xµ)] − yµ = Tr[M̃(t)Λµ] − yµ =
p

∑
k=1

M̃kk(t)λµ,k − yµ. (29)

Equation (29) reveals that the network’s output and the loss gradient only depend on the diagonal elements of M̃(t).
We define zk(t) ∶= M̃kk(t) ≥ 0 as the k-th feature.

Proposition 7. Under Assumption 1, the off-diagonal elements are slaved to the diagonal elements and do not influ-
ence the predictions or the loss. Their evolution is solved by:

M̃ij(t) = M̃ij(0) exp(−∫
t

0
(H̃ii(τ) + H̃jj(τ))dτ) . (30)

Substituting ∆µ(t) = ∑
p
j=1 λµ,jzj(t) − yµ into (28), we obtain the evolution of the k-th feature:

żk(t) = −
8

m

m

∑
µ=1

∆µ(t)λµ,kzk(t). (31)

Expanding ∆µ(t) yields:

żk(t) =
8

m

⎛

⎝

m

∑
µ=1

yµλµ,k −
p

∑
j=1

⎛

⎝

m

∑
µ=1

λµ,kλµ,j
⎞

⎠
zj(t)

⎞

⎠
zk(t). (32)

(32) is the Generalized Lotka-Volterra (GLV) equation from population ecology. In general, it still does not have
analytic solutions1. For the following sections, we will consider several special cases where the dynamics are actually
solvable. The connection to the GLV allows some direct interpretation of zk as the abundance of a species and
Ck,j ∶= ∑µ λµ,kλµ,j as the competition (when positive) and cooperation (when negative) between species [35].

Proportional Samples.
Theorem 4. Suppose Assumption 1 holds, and further assume that the data matrices can be expressed asA(xµ) = cµA
for a symmetric matrix A and constants cµ. Define α ∶= 4

m ∑
m
µ=1 c

2
µ and β ∶= 4

m ∑
m
µ=1 cµyµ. Then, the trajectory of

W (t) is given by:
W (t) = P exp(−ξ(t)Λ)P ⊺W (0) (33)

where exp(−ξ(t)Λ) = diag (exp(−λ1ξ(t)), . . . , exp(−λpξ(t))), and the auxiliary scalar variable ξ(t) satisfies the
following implicit integral equation:

t = ∫
ξ(t)

0

ds

α∑
p
j=1 λjzj(0) exp(−2λjs) − β

(34)

Remark. The exact solution in [73] is a special case of Theorem 4, where Λ only has two eigenvalues and (34) can
be integrated explicitly.

Orthogonal Samples.
Theorem 5. Suppose Assumption 1 holds, and further assume thatA(xµ)A(xν) = 0 for all µ ≠ ν. Then, the trajectory
of W (t) is given by

W (t) = P exp(−Σ(t))P ⊺W (0), (35)

where Σ(t) = 4
m ∑

m
µ=1 ξµ(t)Λµ is a diagonal matrix, and the auxiliary scalar variable ξµ(t) for each µ ∈ {1, . . . ,m}

evolves independently according to the following implicit integral equation:

t = ∫
ξµ(t)

0

ds

∑
p
k=1 λµ,kzk(0) exp (−

8
m
λµ,ks) − yµ

. (36)

1It has implicit solutions as shown in [33].
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Orthogonal Features.

Theorem 6. Suppose Assumption 1 holds, and further assume that: ∑mµ=1 λµ,kλµ,j = 0 for all k ≠ j. Define

rk ∶=
8

m

m

∑
µ=1

λµ,kyµ, Ckk ∶=
8

m

m

∑
µ=1

λ2µ,k. (37)

Then the trajectory of W (t) is given by:
W (t) = PD(t)P ⊺W (0), (38)

where D(t) = diag(d1(t), . . . , dp(t)) is a diagonal matrix with dk(t) =
√
zk(t)/zk(0) if zk(0) ≠ 0 and dk(t) = 0

otherwise. The exact solution for zk(t) is:

zk(t) =
rkzk(0)

Ckkzk(0) + (rk −Ckkzk(0)) exp(−rkt)
(39)

if rk ≠ 0 and zk(t) =
zk(0)

1+Ckkzk(0)t
otherwise.

Isotropic Samples. The previous solutions rely on the commutativity assumption (Assumption 1). In this section, we
explore a different solvable regime where the data matrices do not commute, but instead satisfy an isotropic condition.

Assumption 2. Assume the dataset consists ofm ≥ p(p+1)/2 symmetric data matrices {A(xµ)}mµ=1 and their second
moment tensor satisfies:

1

m

m

∑
µ=1

Aij(xµ)Akl(xµ) =
c

2
(δikδjl + δilδjk) (40)

where c > 0 is a constant, and δ is the Kronecker delta.

Theorem 7. Suppose Assumption 2 holds. Let Y = 4
m ∑

m
µ=1 yµA(xµ) ∈ Rp×p. Then, the trajectory of M(t) =

W (t)W (t)⊺ has a closed-form solution:

M(t) = exp(Y t)M(0) [I + 8cΦ(t)M(0)]
−1

exp(Y t), (41)

where I is the identity matrix, and Φ(t) = ∫
t
0 exp(2Y τ)dτ . If Y is non-singular, Φ(t) = 1

2
Y −1(exp(2Y t) − I).

Furthermore, if the initial state M(0) and Y are simultaneously diagonalizable, then, the eigenvalues of M(t),
denoted as zk(t), evolve according to

zk(t) =
γkzk(0)

4czk(0) + (γk − 4czk(0)) exp(−2γkt)
(42)

if γk ≠ 0 and zk(t) =
zk(0)

1+8czk(0)t
otherwise, where γk is the k-th eigenvalue of Y .

In Appendix B.7 we futher propose a general solution which unifies Theorem 6 and the simultaneously diagonal-
izable case of Theorem 7, as well as the exact solutions of linear networks in [62].

Neural Tangent Kernel and Feature Learning. While the main focus of our work is sudden learning at a small
initialization, the NQF models can also be used to study lazy training and feature learning. We discuss this point in
Appendix B.6.

6 Sudden Learning and Neural Scaling Laws
When learning of single features or data points is step-function-like, they can be naturally composed to give an arbitrary
learning curve (as long as it is monotonically decreasing). For example, in this section, we show that when the
data correlations follow a power-law structure, the learning curves naturally become power laws with predictable
exponents. This leads to a precise prediction of the exponents of neural scaling laws. In this section, we only provide
an informal statement. Please refer to Appendix A.17 for formal statements and the proofs.
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Feature-wise Descent Under the conditions of Theorem 6 (or Theorem 7 with M(0) and Y simultaneously diago-
nalizable), define ζk = rk (in Theorem 6) or ζk = γk (in Theorem 7), which can be understood as the effective growth
rate for the feature zk. As the initialization scale ϵ→ 0, the characteristic time for zk to be activated is

t∗k ∼
1

ζk
ln

1

ϵ
. (43)

Consequently, the gaps between different feature activations diverge in the limit of small initialization, which exhibits
saddle-to-saddle dynamics:

lim
ϵ→0
∣t∗k′ − t

∗
k ∣ = ∞ (44)

if ζk′ ≠ ζk.
Moreover, define Vk ∶=

r2k
Ckk

(under Theorem 6) or Vk ∶=
γ2
k

c
(under Theorem 7), which can be understood as the

effective target strength. Assume that ζk and Vk exhibit the following power-law decays:

ζk ∝ k−α2 , Vk ∝ k−α1 . (45)

Then, under the infinite-width limit p → ∞ and the small initialization limit ϵ → 0, the limiting excess loss has a
power-law decay

E(τ) = Θ(τ
−

α1−1
α2 ) . (46)

Sample-wise Descent Under the conditions of Theorem 5, suppose ζµ ∶= 8
m
maxk λµ,kyµ > 0, which can be under-

stood as the effective growth rate of the µ-th sample. When the initialization scale ϵ→ 0, the empirical MSE converges
to a saddle-to-saddle trajectory

lim
ϵ→0+

L(τ ln
1

ϵ
) =

1

m

m

∑
µ=1

y2µ ⋅ I(τ < τ
∗
µ), (47)

where I(⋅) denotes the indicator function and τ∗µ ∶=
1
ζµ

.
Moreover, suppose that the ζµ and yµ exhibit the following power-law decay:

ζµ ∝ µ−γ2 , yµ ∝ µ−γ1 (48)

for γ1 > 1/2 and γ2 > 0. Then under the infinite sample limit m → ∞ and the small initialization limit ϵ → 0, the
limiting MSE follows a power-law decay:

L(τ) = Θ(τ
−

2γ1−1
γ2 ) . (49)

The dynamics in Theorem 4 can be viewed as being mathematically equivalent to the solution in Theorem 5
restricted to m = 1, and thus there is only one plateau.

7 Experiments
All the experiments in this section are described in Appendix C. The code that reproduces every figure is available at
https://github.com/xu-yz19/Neural-Quadratic-Forms.

NQF approximation To empirically validate the NQF approximation (Theorem 1), we train a two-layer MLP
(Proposition 1), a single-layer CNN (Proposition 6), a query-key-only attention head (Proposition 3) and a multi-head
attention model (Proposition 2) in Figure 2 with different optimizers (gradient descent, Polyak momentum β = 0.9,
and Adam). All models use Gaussian initialization with scale σ. The input is chosen to be Gaussian, and the label
is generated by a low-rank NQF. The NQF tracks the original almost exactly across every architecture and optimizer.
At large initialization, the NQF visibly departs from the original, showing that the NQF approximation is only valid
in the small-initialization regime. In Appendix C, we further provide additional experiments concerning the NQF
approximation for the teacher-student setting and real datasets.
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Figure 2: NQF approximation across initialization, optimizer, and architecture. Two initialization scales are
juxtaposed—small init (σ = 0.01, left) and large init (σ = 0.2, right). Within each block, rows are optimizers and
columns are architectures. Each module is trained together with its NQF approximation on an NQF teacher with
singular values s = (1, 1

2
, 1
4
, 1
8
). Curves show the recovered k-th singular value ŝk(t)/sk versus training step; colored

solid = original module, black dashed = NQF.

Feature-wise saddle-to-saddle dynamics To validate the feature-wise descent in Section 6, we choose {A(xµ)}mµ=1
to be diagonal matrices satisfying the condition of Theorem 6 and train the model using full-batch GD from a small
initialization. As shown in Figure 3, the numerical trajectories match the predictions of Theorem 6. Furthermore, the
excess loss exhibits sequential plateaus at the predicted characteristic timescales t∗k. On the right side of Figure 3, we
further choose m = 1000, rk, Vk to follow power laws and confirm that the slope predicted by Section 6 matches the
curve obtained by GD.

Sample-wise saddle-to-saddle dynamics To validate the sample-wise descent in Section 6, we construct a synthetic
dataset consisting ofmmutually orthogonal data matrices. The student model is trained via full-batch GD from a small
initialization scale. As illustrated in Figure 4, the numerical trajectories obtained via GD match the analytical curves
in Theorem 5. Specifically, the left panel shows that the MSE for each individual sample remains stagnant at its initial
plateau before undergoing a sudden, sharp decay toward zero near t∗µ. Consequently, as shown in the right panel, the
total MSE loss transitions through m sequential plateaus.

Power law on MLP We consider a Fourier MLP

f(x) =
1
√
P

P

∑
k=1

Wk tanh(skakψk(x)), (50)

where the trainable parameters are wk = [ak,Wk]
⊺. Here, ψk(x) represents orthonormal Fourier features ψk(x) =√

2 cos(2πkx) sampled on a uniform 1D grid xµ ∈ {0,1/M, . . . , (M − 1)/M}. To induce the power-law structures
required by Section 6, we choose sk = k−θ and construct a target function y(x) = ∑Pk=1 bkψk(x) with decaying
coefficients bk = k−β . In Appendix C we will show that the NQF of this Fourier MLP satisfies the conditions in
Section 6 (feature-wise descent).

We train the model using full-batch GD. We use the Gaussian initialization with a small scale. We compare this
architecture against two baselines: (1) its NQF approximation (Proposition 1); and (2) a standard MLP trained on the
raw input x. The results are shown in Figure 5, which shows an empirical power-law loss and matches the prediction
in Section 6. Meanwhile, the MLP trained on the raw input does not exhibit a power-law loss, which demonstrates
the necessity of the structure required by Section 6 to attain the power laws. The small systematic steepening of the
empirical power law relative to theory is the finite-initialization effect of Appendix C, which vanishes as ϵ→ 0.
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Figure 3: Sudden learning in a solvable NQF, the phenomenon the theory of this paper is built to explain. The experi-
ment is under the feature-wise descent setting of Section 6. Solid lines represent the theory in Theorem 6 and markers
represent the results obtained by GD. Vertical dashed lines mark the characteristic timescales t∗k =

1
rk

ln ( rk
Ckkϵ
) where

each feature reaches half-saturation. Left: Evolution of the eigenvalues of WW ⊺. Middle: The excess MSE loss over
time, which exhibits sequential plateaus. Each sharp drop in the loss aligns with t∗k. Right: Under the feature-wise
descent setting of Section 6, the blue dashed line indicates the theoretical slope and confirms that our predicted slope
matches the loss trajectory before the finite-size cutoff.

8 Related Works
Quadratic and factorized model classes. Quadratic parameterizations have long served as solvable proxies for
nonconvex learning, which includes low-rank matrix factorization [33, 5], phase retrieval [18], diagonal linear net-
works [12], quadratic networks [48, 23], and so on. These models have been used to explain implicit low-rank bias,
spectral initialization, and feature learning. A recent work [53] suggests that quadratic models can even accurately
approximate LLMs. NQFs differ from these model-specific analyses by deriving the quadratic features A(x) from the
architecture: matrix sensing, diagonal networks, MLPs, CNNs, attention heads, and MoE branches become instances
of the same local normal form.

Learning dynamics and feature learning. Exact analyses of deep linear networks show rapid transitions between
mode-wise plateaus under gradient descent [62]. The neural tangent kernel and lazy-training literature describe the
opposite regime, in which a network is well approximated by its linearization around initialization and training is
governed by a nearly fixed kernel [38, 22]. Feature-learning work has emphasized that realistic networks change their
representation during training [61, 10]. NQFs sit between these perspectives: the model is still a local expansion
near small initialization, but the retained quadratic term makes the kernel and representation evolve through the finite-
dimensional order parameter M , giving closed nonlinear dynamics for feature growth and competition.

Sudden learning and scaling laws. Empirical neural scaling laws show that loss often follows power laws in data,
model size, or compute [39]. Several theoretical works explain such laws through spectral structure: high-eigenvalue
modes are learned earlier, and power-law eigenspectra or task-model alignments induce power-law learning curves
[15, 17, 49, 7, 23]. Sudden learning has also been formalized in SGD analyses where target structure is acquired
sequentially through saddle-to-saddle transitions [1]. The NQF perspective connects these two viewpoints: individual
features or samples undergo sharp activation events at initialization-dependent times, while a power-law distribution of
feature alignments, variances, or sample difficulties aggregates these transitions into a smooth scaling law [54, 56, 11].

9 Discussion
We have derived a normal form for the training of a smooth nonlinear neural networks from one structural assumption:
that the repeated components of a layer are exchangeable. This property is present in essentially every architecture that
has a notion of width. Within that scope, the resulting neural quadratic form is architecture independent, and what dis-
tinguishes one architecture from another is the sparsity pattern and the strength of its structure matrix A. The learning
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Figure 4: The experiment is under the setting of the sample-wise descent in Section 6. Solid lines represent the theory
of Theorem 5 obtained by numerically solving Eq. (36), and markers represent the empirical results obtained by full-
batch GD. Vertical dashed lines mark the characteristic timescales t∗µ = ζ

−1
µ ln (1/ϵ) according to (47). Left: Evolution

of the per-sample loss ∆µ(t)
2 = (Tr[WW ⊺A(xµ)] − yµ)

2, showing independent and sequential convergence. Right:
The total empirical MSE loss over time, which exhibits m sequential plateaus. Each discrete drop in the total loss
matches the respective timescale t∗µ.

Figure 5: Curves show the normalized MSE L(t)/L(0); dotted lines are the slopes predicted in Section 6. Left: For
θ = 1, the Fourier MLP (blue) descends as the predicted power law t−(2β−1)/(θ+β) (see Appendix C) and is tracked
by its NQF approximation (black); a standard tanh MLP trained on the raw input x (red), which does not exhibit the
power law. Right: The power-law exponent of the Fourier MLP (solid lines) matches the theory (dashed lines) for
θ ∈ {0,0.5,1}.

dynamics of any NQF close on the finite-dimensional order parameters M and µ, they reduce in solvable regimes to
generalized Lotka–Volterra flows, and they generate saddle-to-saddle transitions whose composition produces neural
scaling laws with predictable exponents.

Read as a Landau construction, the calculation says something specific about universality in deep learning. The
dictionary is worth setting down carefully, because two of its entries are not the ones a first reading suggests. The
symmetry group is Sd; the expansion is truncated at the lowest symmetry-allowed nonconstant order; and the archi-
tecture enters only through the coupling A(x), in the same way that microscopic detail enters a Landau functional
only through phenomenological coefficients. That much is the standard construction, and it is what makes universality
across architectures the expected outcome.

The remaining two entries need more care. The first is the order parameter: M = WW ⊺. It is Sd-invariant by
construction, and invariant as well under the larger redundancy W ↦ WO, O ∈ O(d), that the quadratic form does
not see; it therefore does not transform in a nontrivial representation of the symmetry group, as the order parameter
of a textbook Landau construction does. What it shares with the Edwards–Anderson overlap of spin-glass theory, and
with the overlaps w⊺i wj that serve as the order parameters of online learning in committee machines [25, 63], is that it
is an invariant which nonetheless vanishes in one phase and not in the other: zk = 0 is the unlearned state and zk > 0
the learned one. The symmetry broken at ignition is the freedom of W itself, which the flow on M has quotiented out,
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and M is the invariant that registers the breaking.
The second is the control parameter ϵ, which is not the small parameter of the expansion. The initialization scale

ϵ does not decide whether a feature is learned, since every mode with rk > 0 will be learned at every ϵ > 0; what
tunes the transition is rk, or rk − γ once weight decay is included, whose sign decides the stability of zk = 0 in the
way that a reduced temperature decides the stability of the disordered state – a point we will explore in a future work.
What ϵ controls instead is the sharpness of the crossover, and its natural counterpart is system size: the gaps between
successive ignitions grow as ln(1/ϵ) while the transitions themselves do not, so ln(1/ϵ) plays the role of N , and ϵ→ 0
is the analogue of the thermodynamic limit. Sudden learning is then the ignition of individual modes of M , and the
ϵ → 0 limit is a genuine singular limit in which a smooth flow acquires sharp transitions; they are sharp for the same
reason that a phase transition is sharp only in an infinite system.

Limitations. Being a minimal model of training, the model certainly has many limitations, which are worth stating
plainly.

1. Small initialization. The NQF is the leading nonconstant term of a local expansion, and it is accurate only
when the initialization scale is small compared with the feature length scale set by the data. Figure 2 shows the
approximation failing at large initialization, which is the behavior the theory predicts for itself. Appendix B.6
partially relaxes this by treating the lazy and feature-learning regimes within the same framework.

2. Smoothness. Theorem 1 assumes three-times differentiability. Rectified activations at the origin, bias terms,
normalization layers, and modules that apply a nonlinearity after aggregating their components each violate one of
these and require additional treatment.

3. Other plateaus. Our experiments show plateaus that the NQF does not account for, which we attribute to cubic
and higher terms. Extending to neural cubic and quartic forms (Appendix B.1) is the natural next step, as is a
systematic treatment of multilayer NQFs, begun in Appendix B.4.

4. Power-law spectra are an assumption, not a prediction. Deriving A(x) from the architecture fixes the operator
whose spectrum controls the scaling exponent. It does not, however, predict that the spectrum has a power-law
tail. That tail is a hypothesis of the scaling theorem of Section 6, and our Fourier-feature experiment constructs it
deliberately. Whether it arises generically, for realistic data and architectures, is the question that would have to be
settled in future works.

5. Adaptive optimizers. The linear-update corollary of Appendix B.3 covers gradient descent, weight decay, and
Polyak momentum, but not Adam, which is nonetheless tracked accurately by the NQF in our experiments (Fig-
ure 2).

Outlook. The correspondences to physics suggest that the technical machinery developed for interacting popula-
tions, hydrodynamic instabilities, and polymer flow can be brought to bear on learning dynamics, and conversely that
trained networks provide an unusually well-instrumented laboratory for these classical models: every mode ampli-
tude is directly observable, the coupling matrix is known exactly, and the control parameter can be tuned over many
decades. Whether the mapping survives beyond quadratic order, and whether the ecological picture of competition
between features predicts anything about generalization rather than optimization, are the questions we regard as most
worth pursuing.
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[72] Yizhou Xu, Antoine Maillard, Lenka Zdeborová, and Florent Krzakala. Fundamental limits of matrix sensing:
Exact asymptotics, universality, and applications. In Proceedings of Thirty Eighth Conference on Learning
Theory, volume 291 of Proceedings of Machine Learning Research, pages 5757–5823. PMLR, 2025.

[73] Yizhou Xu and Liu Ziyin. Three mechanisms of feature learning in a linear network. In International Conference
on Learning Representations, 2025.
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Table 2 lists all notations used throughout the paper.
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Table 2: Notation used throughout the paper. “Defined” gives the section or equation in which the symbol is intro-
duced.

Symbol Meaning Space Defined
Architecture and the normal form
d width: number of exchangeable components N Section 2
p parameter dimension of one component N Section 2
wi the i-th component (“neuron”) Rp Section 2
W all components, W = (w1, . . . ,wd) Rp×d Section 2
fx(W ) module output on input x R Section 2
Sd symmetric group acting on the d components — Definition 1
A(x) structure matrix Rp×p sym. Eq. (2)
B(x), g(x) extra couplings when ZGZ is dropped Rp×p,Rp Eq. (20)
C(x) off-diagonal block of A in a feedforward module Rd1×d2 Section 3
ϵ initialization scale (small parameter of the expansion) R>0 Section 6
Order parameters and dynamics
M order parameter WW ⊺, positive semidefinite Rp×p Eq. (28)
µ first-moment order parameter ∑iwi Rp Section 4
H residual-weighted structure operator 4

m ∑µ∆µA(xµ) Rp×p Eq. (27)
η learning rate R>0 Thm. 2
γ weight-decay strength R≥0 Section 4
kV dimension of the joint data subspace N Thm. 3
K(x,x′) empirical neural tangent kernel R App. B.6
Data and spectra
m number of training samples N Section 5
xµ, yµ µ-th input and target — Section 5
∆µ residual Tr[MA(xµ)] − yµ R Section 5
L sample-averaged MSE loss R≥0 Section 5
L̃ unnormalized squared error ∑µ∆

2
µ R≥0 Section 6

E excess loss L(t) − L(∞) R≥0 Section 6
P, Λµ common eigenbasis and eigenvalue matrix of A(xµ) Rp×p Asm. 1
λµ,k k-th eigenvalue of A(xµ) R Asm. 1
zk k-th feature, the k-th eigenvalue of M R≥0 Section 5
rk growth rate of feature k R Eq. (37)
Ckj feature interaction matrix Rp×p Eq. (37)
Y, γk

4
m ∑µ yµA(xµ) and its k-th eigenvalue Rp×p,R Thm. 7

c isotropy constant of the data second moment R>0 Asm. 2
Sudden learning and scaling laws
ζk effective growth rate (rk, or γk if isotropic) R>0 Section 6
a 1 under Thm. 6, 2 under Thm. 7 {1,2} Eq. (43)
Vk effective target strength of feature k R≥0 Section 6
t∗k ignition time of feature k R>0 Eq. (43)
τ rescaled time t/ ln(1/ϵ) R>0 Section 6
α1, α2 decay exponents of Vk and ζk R>0 Section 6
γ1, γ2 decay exponents of yµ and ζµ R>0 Section 6
β0 decay exponent of the initialization profile R App. A.17
β decay exponent of the target coefficients bk R Section 7
θ spectral exponent of the Fourier features R Section 7
αeff effective exponent at finite ϵ R App. C
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Table 3: Complete list of models that are special cases of the neural quadratic form, together with their structure matrices A(x).
A six-row excerpt appears as Table 1 in the main text. Two conventions vary across the rows. The neurons are the columns of W
in most entries, so that M =WW ⊺; in the tied query–key and linear SSL rows they are the rows of W , so that M =W ⊺W .

Model NQF notation Structure matrix A(x) Refs.
PSD matrix sensing /
PSD factorization

ŷa = ⟨Sa,WW ⊺⟩ Aa = Sym(Sa); if Sa = S⊺a , Aa = Sa. [66, 33, 72]

Rectangular matrix sensing /
matrix factorization

ŷa = ⟨Sa, UV ⊺⟩ = Tr(U⊺SaV ) Aa = 1
2

⎡⎢⎢⎢⎣
0 Sa

S⊺a 0

⎤⎥⎥⎥⎦
[33, 5, 72]

Matrix completion /
recommender entry

R̂ij = u⊺i vj Aij = 1
2

⎡⎢⎢⎢⎢⎣

0 eie
⊺
j

eje
⊺
i 0

⎤⎥⎥⎥⎥⎦
[41, 30]

Word-context embedding
score

swc = u⊺wvc Awc = 1
2

⎡⎢⎢⎢⎣
0 ewe⊺c

ece⊺w 0

⎤⎥⎥⎥⎦
[55, 31]

Quadratic network fW (x) = ∑r(w⊺rx)2 Ax = xx⊺ [61, 76, 23]
Phase retrieval ŷa = a⊺WW ⊺a Aa = aa⊺ [18, 47]
Diagonal linear network,
square parametrization

fx(u) = ∑k xku2k/4 Ax = 1
4
Diag(x) [12, 59]

Diagonal linear network,
two-factor signed form

fx(u, v) = u⊺Diag(x)v Ax = 1
2

⎡⎢⎢⎢⎣
0 Diag(x)

Diag(x) 0

⎤⎥⎥⎥⎦
[27, 59]

Two-layer MLP fx(W ) = ∑di=1 viϕ(u
⊺
i x) A(x) = ϕ

′(0)
2

⎡⎢⎢⎢⎣
0k×k x

x⊺ 0

⎤⎥⎥⎥⎦
[29, 61]

Single-layer CNN fx(W ) =
∑di=1 vi∑

P
p=1 ϕ(k⊺i xp)

A(X) = ϕ
′(0)
2

⎡⎢⎢⎢⎣

0m×m ∑Pp=1 xp
∑Pp=1 x⊺p 0

⎤⎥⎥⎥⎦
[42, 24, 19]

Mixture of Experts (MoE) fx(W ) =
∑di=1 ψ(r

⊺
i x)E(x;Θi)

A(x) = ψ
′(0)
2

⎡⎢⎢⎢⎣
0 xG(x)⊺

G(x)x⊺ 0

⎤⎥⎥⎥⎦
, with

G(x) ∶= ∇Θi
E(x; 0)

[64, 57]

Multi-head attention (MHA) fx(W ) = ∑di=1 v
⊺
iW

V
i X . . . A(X) = 1

2

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 0

0 0 0 0

0 0 0 xavg ⊗ Idv
0 0 x⊺avg ⊗ Idv 0

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦

[67]

Query-key-only attention fx = ∑di=1 c⊺X ⋅ softmax(. . . ) A(X) = 1

2
√
dk

⎡⎢⎢⎢⎣
0 xu⊺ ⊗ Idk

ux⊺ ⊗ Idk 0

⎤⎥⎥⎥⎦
,

where u = ΣXc.

[6, 58, 50]

Tied query-key attention 1√
dk
u⊺W ⊺Wx Atied

x,X,c =
1

2
√
dk
(xu⊺ + ux⊺) [58, 13]

Bilinear sequence regression x⊺sBxt, with B = UV ⊺ As,t = 1
2

⎡⎢⎢⎢⎣
0 xsx

⊺
t

xtx⊺s 0

⎤⎥⎥⎥⎦
[65, 33, 26]

Linear SSL augmentation ∥W∆∥2 = Tr(W ⊺W∆∆⊺) A∆ =∆∆⊺, with ∆ = x − χ [68, 9, 78]

A.2 List of NQF Examples
Table 3 gives the full list of models that reduce to the neural quadratic form, extending Table 1.

A.3 Proof of Theorem 1
Because fx is three times continuously differentiable, we can write its multi-variable Taylor expansion around the
origin W = (0, . . . ,0):

fx(W ) = fx(0) +
d

∑
i=1

(∇wifx(0))
⊺wi +

1

2

d

∑
i=1

d

∑
j=1

w⊺iHijwj +O(∥W ∥
3
), (51)

where Hij =
∂2fx

∂wi∂wj
∣
W=0

∈ Rp×p represents the blocks of the Hessian matrix.

By the ZGZ condition, we know that
∇wifx(0) = 0 for all i. (52)
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Thus, the first-order term ∑(∇wifx(0))
⊺wi vanishes.

Consider the off-diagonal Hessian blocks Hij where i ≠ j. By definition:

Hij =
∂

∂wj
(∇wifx(W )) ∣

W=0

. (53)

By the assumption that ∇wifx = 0 as long as wi = 0 irrespective of wj , taking the derivative with respect to wj yields

Hij = 0 for all i ≠ j. (54)

The cross-terms in the second-order expansion are eliminated.
We are now left with only the diagonal terms of the second-order expansion:

fx(W ) = fx(0) +
1

2

d

∑
i=1

w⊺iHiiwi +O(∥W ∥
3
) (55)

By the Permutation Symmetry condition, all neurons are interchangeable. This implies that the curvature of the
function with respect to any single neuron i, evaluated at the symmetric origin W = 0, must be identical for all
neurons. Therefore:

H11 =H22 = ⋅ ⋅ ⋅ =Hdd. (56)

Let us define a new matrix A(x) = 1
2
Hii. Substituting this into our expansion yields:

fx(W ) = fx(0) +
d

∑
i=1

w⊺iA(x)wi +O(∥W ∥
3
) = fx(0) +

d

∑
i=1

Tr[wiw
⊺
iA(x)] +O(∥W ∥

3
). (57)

This finishes the proof.

A.4 Proof of Proposition 1
We verify Theorem 1’s prerequisites sequentially.

1. Smoothness: Since the activation function ϕ ∈ C3, fx is at least three times continuously differentiable.
2. Permutation Symmetry: Let σ be an arbitrary permutation of the indices {1, . . . , d}.

fx(wσ(1), . . . ,wσ(d)) =
d

∑
i=1

vσ(i)ϕ(u
⊺
σ(i)x) =

d

∑
i=1

viϕ(u
⊺
i x) = fx(w1, . . . ,wd). (58)

3. ZGZ: The gradient with respect to the combined neuron parameter wi consists of

∇uifx = viϕ
′
(u⊺i x)x, ∇vifx = ϕ(u

⊺
i x). (59)

Setting ui = wi = 0 gives

∇uifx∣ui=0,vi=0
= 0 ⋅ ϕ′(0)x = 0, ∇vifx∣ui=0,vi=0

= ϕ(0) = 0. (60)

Therefore, the two-layer MLP satisfies all assumptions in Theorem 1.
Finally let us compute A(x) = 1

2
Hii, where Hii = ∇

2
wi
fx∣wi=0

is the Hessian matrix with respect to the i-th
neuron’s parameters wi = [u⊺i , vi]

⊺. The Hessian Hii can be written as:

Hii = [
∇2
ui
fx ∇ui∇vifx

∇vi∇uifx ∇2
vifx

]

RRRRRRRRRRRui=0,vi=0

. (61)

Top-left block (∇2
ui
fx):

∇ui(∇uifx) = ∇ui(viϕ
′
(u⊺i x)x) = viϕ

′′
(u⊺i x)xx

⊺ (62)

Evaluating at wi = 0 (which sets vi = 0), this term vanishes: ∇2
ui
fx∣0 = 0k×k.
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Bottom-right block (∇2
vifx):

∇vi(∇vifx) = ∇vi(ϕ(u
⊺
i x)) = 0 (63)

Off-diagonal blocks (∇vi∇uifx): Taking the derivative of ∇uifx with respect to vi:

∇vi(viϕ
′
(u⊺i x)x) = ϕ

′
(u⊺i x)x (64)

Evaluating at wi = 0 (which sets ui = 0), we obtain ϕ′(0)x. By the symmetry of second derivatives, the top-right
block is its transpose ϕ′(0)x⊺.

Assembling the blocks yields the Hessian evaluated at the origin:

Hii = [
0k×k ϕ′(0)x

ϕ′(0)x⊺ 0
] , (65)

which finishes the proof.

A.5 Proof of Proposition 2
1. Smoothness: The softmax function is infinitely differentiable everywhere in its domain. Thus, fx is C∞.

2. Permutation Symmetry: Let σ be an arbitrary permutation of the head indices {1, . . . , d}.

fx(wσ(1), . . . ,wσ(d)) =
d

∑
i=1

Headσ(i)(x,X) =
d

∑
i=1

Headi(x,X) = fx(w1, . . . ,wd) (66)

3. ZGZ: Let Ai ∈ RN denote the softmax attention weights. Evaluating the gradients at wi = 0 implies vi = 0,
WV
i = 0, WQ

i = 0, and WK
i = 0:

∇vifx∣wi=0
=WV

i XAi∣WV
i =0
= 0 (67)

∇WV
i
fx∣wi=0

= viA
⊺
iX
⊺∣
vi=0
= 0 (68)

For the query and key matrices, the gradients involve the derivative of the softmax function, which we denote as a
Jacobian matrix JAi

. By the chain rule:

∇WQ
i
fx = (. . . JAi . . . ) × (v

⊺
iW

V
i X), ∇WK

i
fx = (. . . JAi . . . ) × (v

⊺
iW

V
i X). (69)

Because evaluating at vi = WV
i = 0, (v⊺iW

V
i X) becomes zero. Consequently, regardless of the Jacobian of the

softmax, the overall gradients for the query and key matrices vanish:

∇WQ
i
fx∣wi=0

= 0, ∇WK
i
fx∣wi=0

= 0 (70)

We conclude that ∇wifx∣wi=0 = 0. All assumptions in Theorem 1 are satisfied.
Finally let us compute A(X) = 1

2
Hii, where Hii = ∇

2
wi
fx∣wi=0

. The output of the i-th head is:

hi(wi) = v
⊺
iW

V
i X ⋅ softmax(

X⊺(WK
i )
⊺WQ

i x√
dk

) (71)

Let the pre-softmax logits be L(wi) =
X⊺(WK

i )
⊺WQ

i x√
dk

∈ RN . Notice that L(wi) is a homogeneous polynomial of
degree 2 with respect to wi. The Taylor expansion of the softmax function around L = 0 is:

softmax(L) =
1

N
1N + JS(0)L +O(∥L∥

2
) =

1

N
1N +O(∥wi∥

2
) (72)

Now, substitute this back into the head formulation hi(wi), we get:

hi(wi) = v
⊺
iW

V
i X (

1

N
1N +O(∥wi∥

2
)) =

1

N
v⊺iW

V
i X1N +O(∥wi∥

4
). (73)

The only second-order term in the expansion comes from v⊺iW
V
i (

1
N
X1N) = v

⊺
iW

V
i xavg , where xavg = 1

N
X1N . To

express this as a bilinear quadratic form w⊺iA(X)wi, we can vectorize the term as:

v⊺iW
V
i xavg = v

⊺
i vec(IdvW

V
i xavg) = v

⊺
i (x

⊺
avg ⊗ Idv)vec(W

V
i ) (74)

Placing this in the 4 × 4 block matrix corresponding to Q,K,V, v yields the required matrix A(X) and finishes the
proof.
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A.6 Proof of Proposition 3
Similarly to Proposition 2, smoothness and permutation symmetry are naturally satisfied.

Let L = 1
√
dk
X⊺(WK

i )
⊺WQ

i x ∈ R
N . Evaluating the gradient with respect to WQ

i at the origin:

∇WQ
i
fx∣wi=0

∝
∂L

∂WQ
i

∣
WK

i =0
= 0 (75)

By symmetry, ∇WK
i
fx∣wi=0

= 0. Then the ZGZ condition holds.
We compute the second-order term of the Taylor expansion of the i-th head around wi = 0. The expansion of the

softmax function around L = 0 is:

softmax(L) =
1

N
1N + JS(0)L +O(∣L∣

2
), (76)

where JS(0) = 1
N
IN −

1
N21N1⊺N ∈ R

N×N is the Jacobian of the softmax function at the origin. Substituting L, the
head’s output becomes:

hi(wi) = c
⊺X

1

N
1N + c

⊺XJS(0)
X⊺(WK

i )
⊺WQ

i x√
dk

+O(∣wi∣
4
) (77)

The first term is a constant term. The second-order term is:

E2 ∶=
1
√
dk
c⊺XJS(0)X

⊺
(WK

i )
⊺WQ

i x (78)

Notice that the term XJS(0)X
⊺ inside the expression is the sample covariance matrix:

XJS(0)X
⊺
=

1

N
XX⊺ − (

1

N
X1N)(

1

N
1⊺NX

⊺
) = ΣX (79)

Define u = ΣXc ∈ RD. We can rewrite the scalar E2 as:

E2 =
1
√
dk
u⊺(WK

i )
⊺WQ

i x (80)

Using the Kronecker product property vec(ABC) = (C⊺ ⊗A)vec(B), we rewrite E2:

E2 =
1
√
dk
(WK

i u)
⊺
(WQ

i x) =
1
√
dk

vec(WK
i )
⊺
(ux⊺ ⊗ Idk)vec(W

Q
i ) (81)

Thus:

A(X) =
1

2
√
dk
[

0 xu⊺ ⊗ Idk
ux⊺ ⊗ Idk 0

] , (82)

which finishes the proof.

A.7 Proof of Proposition 4
Smoothness: The function is C∞ as it is a composition of linear transformations and the softmax function.

Permutation Symmetry: Notice that the pre-softmax projection depends on the product (WK)⊺WQ = ∑
dk
i=1w

K
i (w

Q
i )
⊺.

Any permutation σ of the neuron indices {1, . . . , dk} leaves the matrix product unchanged. Thus the model is invariant
to the permutation of its hidden projection dimensions.

ZGZ: As derived in the last section, the relevant part of the model is:

E(W ) =
1
√
dk
u⊺(WK

)
⊺WQx =

1
√
dk

dk

∑
i=1

(u⊺wKi )(x
⊺wQi ) (83)
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where u = ΣXc. Taking the gradient with respect to the components of the i-th neuron wi = [w
Q
i ,w

K
i ]
⊺:

∇wQ
i
fx ∝ (u

⊺wKi )x (84)

∇wK
i
fx ∝ (x

⊺wQi )u (85)

Evaluating these gradients at wi = 0 yields zero vectors regardless of the states of wj (j ≠ i). The ZGZ condition
holds.

Deriving A(X): We focus on the second-order term for the i-th neuron:

1
√
dk
(u⊺wKi )(x

⊺wQi ) =
1
√
dk
(wKi )

⊺ux⊺wQi (86)

We need to express this in the quadratic form w⊺iA(X)wi, Which gives:

A(X) =
1

2
√
dk
[

0 xu⊺

ux⊺ 0
] (87)

and finishes the proof.

A.8 Proof of Proposition 5
Smoothness: Assuming ψ and E are at least three times continuously differentiable, their product and sum ensure that
the model fx is C3 with respect to W .

Permutation Symmetry: Let σ be an arbitrary permutation of the expert indices {1, . . . , d}. Evaluating the model
with permuted parameters yields:

fx(wσ(1), . . . ,wσ(d)) =
d

∑
i=1

ψ(r⊺σ(i)x)E(x;Θσ(i)) =
d

∑
i=1

ψ(r⊺i x)E(x;Θi) = fx(w1, . . . ,wd). (88)

ZGZ: We evaluate the partial gradients with respect to the components of wi at wi = 0 (which implies ri = 0 and
Θi = 0). Taking the partial derivative with respect to ri yields:

∇rifx = ψ
′
(r⊺i x)E(x;Θi)x (89)

Since E(x; 0) = 0, we obtain:
∇rifx∣

wi=0
= ψ′(0) ⋅ 0 ⋅ x = 0 (90)

Taking the partial derivative with respect to Θi gives:

∇Θi
fx = ψ(r

⊺
i x)∇ΘiE(x;Θi) (91)

Since ψ(0) = 0, we have:

∇Θifx∣
wi=0

= ψ(0) ⋅ ∇ΘiE(x;Θi) = 0 ⋅ ∇ΘiE(x;Θi) = 0 (92)

Thus, the ZGZ condition holds.
The computation of A(x) is similar to that in Proposition 1.

A.9 Proof of Proposition 6
The proof is identical to that of Proposition 1.
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A.10 Proof of Theorem 2
Let us concatenate the weight vectors wi ∈ Rp into W = [w1,w2, . . . ,wd] ∈ Rp×d. Let 1 ∈ Rd be the vector of all
ones. With this notation, we can rewrite the summary statistics as µ = ∑di=1wi = W1 and M = ∑di=1wiw

⊺
i = WW ⊺.

Accordingly, the NQF formulation (20) can be rewritten as:

fx(W ) = fx(0) + g(x)
⊺W1 + 1⊺W ⊺B(x)W1 +Tr[W ⊺A(x)W ]. (93)

Taking the derivative of fx(W ) with respect to W , we have: ∇W (g(x)⊺W1) = g(x)1⊺, ∇W (1⊺W ⊺B(x)W1) =
2B(x)W11⊺ = 2B(x)µ1⊺ and ∇WTr[W ⊺A(x)W ] = 2A(x)W . Summing these terms yields the gradient:

∇W fx(W ) = (g(x) + 2B(x)µ)1
⊺
+ 2A(x)W. (94)

By the chain rule, the gradient of the loss L with respect to W over a mini-batch B is:

∇WL = ∑
x∈B

ℓ′x∇W fx(W ). (95)

Substituting (94) and using the definitions of v and H:

∇WL = v1
⊺
+HW. (96)

Under SGD, the weight matrix is updated as:

∆W = −η∇WL = −η(v1
⊺
+HWt). (97)

We obtain the dynamics for µ:

∆µ =∆W1 = −η(v1⊺1 +HWt1) = −η(d ⋅ v +Hµt). (98)

The update ∆M is computed as:

∆M = (W +∆W )(W +∆W )⊺ −WW ⊺
=W∆W ⊺

+∆WW ⊺
+∆W∆W ⊺. (99)

We evaluate these three components separately: ∆WW ⊺ = −η(v1⊺ + HW )W ⊺ = −η(vµ⊺ + HM). W∆W ⊺ =

(∆WW ⊺)⊺ = −η(µv⊺ +MH) since H is symmetric. For the second-order term:

∆W∆W ⊺
= η2(v1⊺ +HW )(1v⊺ +W ⊺H) = η2(d ⋅ vv⊺ + vµ⊺H +Hµv⊺ +HMH). (100)

Summing all three components, we establish:

∆M = −η(vµ⊺ + µv⊺ +HM +MH) + η2(d ⋅ vv⊺ + vµ⊺tH +Hµv
⊺
+HMH). (101)

Therefore, if two NQFs satisfy Ma(0) = Mb(0) and µa(0) = µb(0) at initialization, we have Ma(t) = Mb(t) and
µa(t) = µb(t). This completes the proof.

A.11 Proof of Theorem 3
Let us define the subspace V ⊆ Rp spanned by the data and g(x), A(x), B(x):

V = span ⋃
x∈X

({g(x)} ∪Col(A(x)) ∪Col(B(x))). (102)

Let kV = dim(V) ≤ p, and let V ∈ Rp×k be a matrix whose columns form an orthonormal basis for V , where
we recall that p ∶= dimwi. By definition, for any x, we have V V ⊺g(x) = g(x), V V ⊺A(x)V V ⊺ = A(x), and
V V ⊺B(x)V V ⊺ = B(x).

Thus, to match the initial outputs and dynamics, we construct the smaller model within V such that its projected
statistics match the original model:

µ̃(0) = V V ⊺µ(0), M̃(0) =
d

d′
V V ⊺M(0)V V ⊺. (103)
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We construct each weight vector of the smaller model as w′i = V (
1
d′V

⊺µ(0) + ui), where u1, . . . , ud′ ∈ RkV
satisfies:

d′

∑
i=1

ui = 0, and
d′

∑
i=1

uiu
⊺
i =

d

d′
(V ⊺M(0)V −

1

d
V ⊺µ(0)µ(0)⊺V ) =∶ CV , (104)

which leads to (103). CV ∈ Rk×k is inherently positive semi-definite (PSD) and can be factorized as CV = LL⊺ for
some L ∈ Rk×k.

To find u1, . . . , ud′ , consider the all-ones vector 1kV+1 ∈ RkV+1. Its orthogonal complement is a kV -dimensional
subspace in RkV+1. Let the rows of a matrix Z ∈ RkV×(kV+1) form an orthonormal basis for this subspace, satisfying
Z1k+1 = 0 and ZZ⊺ = IkV .

We can set U ∶= [u1, . . . , uk+1] ∶= LZ. It follows that:

kV+1

∑
i=1

ui = U1k+1 = LZ1kV+1 = 0, and UU⊺ = LZZ⊺L⊺ = LIkVL
⊺
= CV . (105)

Thus, d′ = kV + 1 neurons are sufficient to match the effective initial statistics.
Assume that at any step t, the statistics of the smaller model remain within the subspace V and match the projected

original statistics:

µ̃t = V V
⊺µt, M̃t =

d

d′
V V ⊺MtV V

⊺ (106)

Due to the subspace definitions (e.g., V V ⊺g(x) = g(x)), the output of the smaller model is:

f̃x = fx(0) + g(x)
⊺µ̃t + µ̃

⊺
tB(x)µ̃t +Tr[M̃tA(x)]

= fx(0) + g(x)
⊺V V ⊺µt + µ

⊺
t V V

⊺B(x)V V ⊺µt +Tr [(
d

d′
V V ⊺MtV V

⊺
)(

d′

d
A(x))]

= fx(0) + g(x)
⊺µt + µ

⊺
tB(x)µt +Tr[MtA(x)]

= fx. (107)

Thus, as long as the statistics maintain this proportional relationship, the outputs are identical. This satisfies the
equivalence at initialization (t = 0).

Because f̃x = fx, the loss derivative with respect to the output is identical: ℓ̃′x = ℓ
′
x. According to Theorem 2, the

gradient variables for the smaller model evaluate to:

ṽ = ∑
x∈B

ℓ̃′x(g̃(x) + 2B̃(x)µ̃t) = ∑
x∈B

ℓ′x(g(x) + 2B(x)µt) = v, (108)

H̃ = ∑
x∈B

2ℓ̃′xÃ(x) =
d′

d
∑
x∈B

2ℓ′xA(x) =
d′

d
H, (109)

where we use B̃(x)µ̃t = B(x)V V ⊺µt = B(x)µt because B(x)V V ⊺ = B(x) by definition of V . since v is a linear
combination of g(x) and the columns of B(x), we have v = V V ⊺v. Similarly, the symmetric matrix H is formed by
A(x), meaning H = V V ⊺HV V ⊺.

Applying Theorem 2 to the smaller model, we compute the update ∆µ̃:

∆µ̃t = −η̃(d
′
⋅ ṽ + H̃µ̃t)

= −(
d

d′
η)(d′ ⋅ V V ⊺v + (

d′

d
V V ⊺HV V ⊺)V V ⊺µt)

= −ηV V ⊺(d ⋅ v +Hµt) = V V
⊺∆µt. (110)

For the second-moment statistic, we have:

∆M̃t = −η̃(ṽµ̃
⊺
t + µ̃tṽ

⊺
+ H̃M̃t + M̃tH̃) + η̃

2(d′ ⋅ ṽṽ⊺ + ṽµ̃⊺t H̃ + H̃µ̃tṽ
⊺
+ H̃M̃tH̃). (111)

By using (106), the first-order term becomes:

−(
d

d′
η)V V ⊺(vµ⊺t + µtv

⊺
+HMt +MtH)V V

⊺.
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The second term becomes

(
d

d′
η)

2 d′

d
V V ⊺(d ⋅ vv⊺ + vµ⊺tH +Hµtv

⊺
+HMtH)V V

⊺.

Summing these up, we obtain:

∆M̃t =
d

d′
V V ⊺∆MtV V

⊺. (112)

Thus, at step t + 1, we have µ̃t+1 = µ̃t +∆µ̃t = V V ⊺µt+1 and M̃t+1 =
d
d′V V

⊺Mt+1V V
⊺. By mathematical induction,

these projection relations hold for all training steps t ≥ 0, and we conclude that fd′ = fd holds throughout training.
This completes the proof.

A.12 Proof of Proposition 7

By (29) and ˙̃M = −H̃M̃ − M̃H̃ , we have:

d

dt
M̃ij = −(H̃ii + H̃jj)M̃ij . (113)

Because H̃ii and H̃jj do not depend on the off-diagonal elements, it can be integrated directly to yield

M̃ij(t) = M̃ij(0) exp(−∫
t

0
(H̃ii(τ) + H̃jj(τ))dτ) . (114)

A.13 Proof of Theorem 4
Recall that the residual for the µ-th sample can be written as:

∆µ(t) = Tr[W (t)W (t)
⊺cµA] − yµ = cµTr[M(t)A] − yµ (115)

and

H(t) =
4

m

m

∑
µ=1

(cµTr[M(t)A] − yµ)cµA = (αTr[M(t)A] − β)A, (116)

where we use α = 4
m ∑

m
µ=1 c

2
µ and β = 4

m ∑
m
µ=1 cµyµ. According to (27), the gradient flow for W (t) is:

Ẇ (t) = −H(t)W (t) = −(αTr[M(t)A] − β)AW (t) (117)

To solve this equation, we introduce an auxiliary scalar variable ξ(t) defined as the integrated effective residual:

ξ(t) = ∫
t

0
(αTr[M(τ)A] − β)dτ. (118)

By definition, ξ(0) = 0 and ξ̇(t) = αTr[M(t)A] − β. Projecting the parameter matrix into the shared eigenbasis by
defining W̃ (t) = P ⊺W (t), we can rewrite the dynamics of W̃ (t) as:

˙̃W (t) = P ⊺Ẇ (t) = −ξ̇(t)P ⊺AW (t) = −ξ̇(t)ΛW̃ (t). (119)

Since Λ is a diagonal matrix, this system of differential equations is decoupled row-by-row. Integrating with respect
to time from 0 to t yields the solution in the projected space:

W̃ (t) = exp(−ξ(t)Λ)W̃ (0). (120)

Multiplying by P on the left, we obtain the closed-form solution for W :

W (t) = P exp(−ξ(t)Λ)P ⊺W (0) (121)

Next, we evaluate M(t) =W (t)W (t)⊺ to close the system for ξ(t). Projecting M(t) into the eigenbasis yields:

M̃(t) = P ⊺M(t)P = W̃ (t)W̃ (t)⊺ = exp(−ξ(t)Λ)M̃(0) exp(−ξ(t)Λ), (122)
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Since exp(−ξ(t)Λ) is a diagonal matrix, the diagonal entries of M̃(t) decouple from the off-diagonal entries and
depend only on the diagonal elements of M̃(0). They evolve as:

zk(t) = M̃kk(t) = (exp(−ξ(t)Λ)M̃(0) exp(−ξ(t)Λ))kk = zk(0) exp(−2λkξ(t)) (123)

The trace term can then be simplified via Tr[M(t)A] = Tr[M̃(t)Λ] = ∑
p
j=1 λjzj(t). Substituting the expression of

zj(t) into the derivative of ξ(t) results in a self-contained ODE:

dξ

dt
= α

p

∑
j=1

λjzj(0) exp(−2λjξ) − β. (124)

Separating variables and integrating from 0 to ξ(t) leads to the implicit equation:

t = ∫
ξ(t)

0

ds

α∑
p
j=1 λjzj(0) exp(−2λjs) − β

. (125)

This completes the proof.

A.14 Proof of Theorem 5
Recall that ∆µ(t) = Tr[M(t)A(xµ)] − yµ and

H(t) =
4

m

m

∑
µ=1

∆µ(t)A(xµ) = P
⎛

⎝

4

m

m

∑
µ=1

∆µ(t)Λµ
⎞

⎠
P ⊺. (126)

To solve the dynamics Ẇ (t) = −H(t)W (t), we introduce a set of m independent auxiliary scalar variables, ξµ(t),
defined as the integrated effective residual for each sample:

ξµ(t) = ∫
t

0
∆µ(τ)dτ. (127)

By definition, ξµ(0) = 0 and ξ̇µ(t) = ∆µ(t). Projecting the parameter matrix into the shared eigenbasis by defining
W̃ (t) = P ⊺W (t), the dynamics decouple into:

˙̃W (t) = −P ⊺H(t)PW̃ (t) = −
⎛

⎝

4

m

m

∑
µ=1

ξ̇µ(t)Λµ
⎞

⎠
W̃ (t). (128)

By defining the diagonal matrix Σ(t) = 4
m ∑

m
µ=1 ξµ(t)Λµ, we can integrate this ODE to obtain

W̃ (t) = exp(−Σ(t))W̃ (0). (129)

Multiplying by P on the left yields the closed-form representation for W (t).
Next, we track the evolution of M(t) =W (t)W (t)⊺. Projecting M(t) into the eigenbasis yields:

M̃(t) = P ⊺M(t)P = exp(−Σ(t))M̃(0) exp(−Σ(t)). (130)

Because Σ(t) is a diagonal matrix, the diagonal entries of M̃(t) evolve independently of the off-diagonal elements.
The feature magnitudes evolve as:

zk(t) = M̃kk(t) = zk(0) exp (−2Σkk(t)) = zk(0) exp(−
8

m

m

∑
ν=1

ξν(t)λν,k) . (131)

Now we utilize the data orthogonality condition A(xµ)A(xν) = 0. This implies ΛµΛν = 0, meaning that for any
specific feature index k, at most one dataset matrix can have a non-zero eigenvalue. Therefore, if λµ,k ≠ 0 for a
specific sample µ, then λν,k = 0 for all ν ≠ µ.
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This orthogonality decouples the sum in the exponent. When substituting zk(t) back into the derivative of the
residual ξ̇µ(t), we only need to consider the non-zero elements λµ,k:

ξ̇µ(t) = Tr[M̃(t)Λµ] − yµ =
p

∑
k=1

λµ,kzk(t) − yµ. (132)

Applying the orthogonality property to the exponent of zk(t), we get:

dξµ

dt
=

p

∑
k=1

λµ,kzk(0) exp(−
8

m
λµ,kξµ(t)) − yµ. (133)

Thus, theO(pd)-dimensional gradient flow reduces tom one-dimensional ODEs. Separating variables and integrating
from 0 to ξµ(t) provides the implicit solution for each µ independently:

t = ∫
ξµ(t)

0

ds

∑
p
k=1 λµ,kzk(0) exp (−

8
m
λµ,ks) − yµ

. (134)

This completes the proof.

A.15 Proof of Theorem 6
We start with (32):

żk(t) = zk(t)

⎡
⎢
⎢
⎢
⎢
⎣

⎛

⎝

8

m

m

∑
µ=1

λµ,kyµ
⎞

⎠
−

p

∑
j=1

⎛

⎝

8

m

m

∑
µ=1

λµ,kλµ,j
⎞

⎠
zj(t)

⎤
⎥
⎥
⎥
⎥
⎦

. (135)

Using the definitions of rk and Ckj ∶= 8
m ∑

m
µ=1 λµ,kλµ,j , the dynamics can be written as:

żk(t) = zk(t)
⎛

⎝
rk −

p

∑
j=1

Ckjzj(t)
⎞

⎠
. (136)

Applying the orthogonal features condition, we have Ckj = 0 for all k ≠ j. This condition decouples the feature
interactions. The ODE simplifies to the classic logistic equation:

żk(t) = zk(t)(rk −Ckkzk(t)). (137)

We have zk(t) = 0 if zk(0) = 0. With the initial condition zk(0) > 0, integrating from 0 to t yields the analytic
solution:

zk(t) =
rkzk(0)

Ckkzk(0) + (rk −Ckkzk(0)) exp(−rkt)
(138)

if rk ≠ 0. If rk = 0, the solution is zk(t) = zk(0)/(1 +Ckkzk(0)t).
Finally, we reconstruct the parameter matrix W (t). Recall that H̃(t) = 4

m ∑
m
µ=1∆µ(t)Λµ is a diagonal ma-

trix for all t. Let Σ(t) = ∫
t
0 H̃(τ)dτ , which is also diagonal. The dynamics in the projected space is ˙̃W (t) =

−H̃(t)W̃ (t), yielding W̃ (t) = exp(−Σ(t))W̃ (0). Since Σ(t) is diagonal, the k-th row of W̃ (t) is scaled by the factor
exp(−Σkk(t)). We also know from the diagonal elements of M̃(t) = W̃ (t)W̃ (t)⊺ that zk(t) = zk(0) exp(−2Σkk(t)).
For any feature with zk(0) > 0, we have exp(−Σkk(t)) =

√
zk(t)/zk(0). For a feature with zk(0) = 0, the

k-th row of W̃ (0) is a zero vector, which ensures that the k-th row of W̃ (t) remains zero for all t ≥ 0. Thus,
defining dk(t) =

√
zk(t)/zk(0) for zk(0) ≠ 0 and dk(t) = 0 otherwise consistently captures the row-wise scaling:

W̃ (t) =D(t)W̃ (0). Multiplying by P on the left, we arrive at the trajectory for W :

W (t) = PD(t)P ⊺W (0). (139)

This completes the proof.

32



A.16 Proof of Theorem 7
Recall that the gradient flow of the parameters is Ẇ (t) = −H(t)W (t), where H(t) = 4

m ∑
m
µ=1∆µ(t)A(xµ). By

expanding the residual ∆µ(t) = Tr[M(t)A(xµ)] − yµ and isolating the label-dependent term Y , we have:

H(t) = 4
m

∑
µ=1

1

m
Tr[M(t)A(xµ)]A(xµ) − Y. (140)

We evaluate the first term element-wise:

⎛

⎝
4
m

∑
µ=1

1

m
Tr[M(t)A(xµ)]A(xµ)

⎞

⎠
ij

= 4
p

∑
k=1

p

∑
l=1

⎛

⎝

1

m

m

∑
µ=1

Aij(xµ)Akl(xµ)
⎞

⎠
Mkl(t). (141)

Applying Assumption 2, this expression simplifies to:

4
p

∑
k=1

p

∑
l=1

c

2
(δikδjl + δilδjk)Mkl(t) = 2c (Mij(t) +Mji(t)) = 4cMij(t), (142)

where we utilizedM(t) =M(t)⊺. Thus, we haveH(t) = 4cM(t)−Y . SubstitutingH(t) into Ṁ(t) = −H(t)M(t)−
M(t)H(t), we obtain a matrix Riccati differential equation [2]:

Ṁ = −(4cM − Y )M −M(4cM − Y ) = YM +MY − 8cM2. (143)

To solve this non-linear matrix equation, we introduce M(t) = V (t)U(t)−1, where V (0) = M(0) and U(0) = I .
Differentiating this expression yields:

Ṁ = V̇ U−1 − V U−1U̇U−1 = V̇ U−1 −MU̇U−1. (144)

By matching the terms with the Riccati equation Ṁ = Y V U−1 −M(−Y U + 8cV )U−1, the dynamics decouple into a
system of two linear ordinary differential equations:

V̇ = Y V, (145)

U̇ = −Y U + 8cV. (146)

The solution to (145) is given by V (t) = exp(Y t)M(0). Substituting V (t) into (146) gives:

U̇ + Y U = 8c exp(Y t)M(0). (147)

Multiplying both sides by the integrating factor exp(Y t) leads to d
dt
[exp(Y t)U(t)] = 8c exp(2Y t)M(0). Integrating

from 0 to t and using U(0) = I , we get:

exp(Y t)U(t) − I = 8c(∫
t

0
exp(2Y τ)dτ)M(0) = 8cΦ(t)M(0). (148)

Solving forU(t), we findU(t) = exp(−Y t) [I + 8cΦ(t)M(0)], which is always invertible because Φ(t) ∶= ∫
t
0 exp(2Y τ)dτ

is positive definite for t > 0, and M(0) = W (0)W (0)⊺ is positive semi-definite. Finally, reconstructing M(t) =
V (t)U(t)−1, we arrive at:

M(t) = exp(Y t)M(0) [I + 8cΦ(t)M(0)]
−1

exp(Y t). (149)

Furthermore, suppose Y andM(0) are simultaneously diagonalizable. Then, there exists an orthogonal matrix P such
that Y = PΓP ⊺ and M(0) = PZ(0)P ⊺, where Γ and Z(0) are diagonal matrices containing the eigenvalues γk and
zk(0), respectively. Since all matrices in the closed-form solution share the same eigenbasis, M(t) remains diagonal
in this basis: M(t) = PZ(t)P ⊺.

For the k-th eigen-mode, the matrix functions reduce to scalar functions. The integral evaluates to Φk(t) =
exp(2γkt)−1

2γk
for γk ≠ 0. Substituting these into (149) gives:

zk(t) =
exp(2γkt)zk(0)

1 + 8c ( exp(2γkt)−1
2γk

) zk(0)
. (150)

33



Rearranging the terms, we recover the standard generalized logistic growth curve:

zk(t) =
γkzk(0)

4czk(0) + (γk − 4czk(0)) exp(−2γkt)
. (151)

For the case where γk = 0, the integral simplifies to Φk(t) = ∫
t
0 1dτ = t. Substituting this yields:

zk(t) =
zk(0)

1 + 8czk(0)t
. (152)

This completes the proof.

A.17 Formal Statements of Section 6
Feature-wise Descent The first part of the formal statement is the following theorem.

Theorem 8. Under the conditions of Theorems 6 (or Theorem 7 with M(0) and Y simultaneous diagonalizable), let
ζ1 > ζ2 > ⋅ ⋅ ⋅ > ζp > 0, where we define ζk = rk in Theorem 6 (ζk = γk in Theorem 7).

Then, for any fixed constant ρ ∈ (0,1), let t∗k denote the time that zk(t∗k) = ρzk(∞) with zk(∞) = limt→∞ zk(t).
Let the initialization scales satisfy zk(0) = Θ(ϵ) for all k ∈ {1, . . . , p}, then as ϵ→ 0+,

t∗k ∼
1

aζk
ln

1

ϵ
, (153)

where a = 1 in Theorem 6 (a = 2 in Theorem 7).

Consequently, the gaps between consecutive feature activations diverge in the limit of small initialization, which
exhibits saddle-to-saddle dynamics:

lim
ϵ→0
(t∗k+1 − t

∗
k) = ∞. (154)

Proof. Let the initialization scale be zk(0) = ckϵ for all k, where ck > 0 is a constant and ϵ→ 0.
By Theorems 6 and 7, zk evolves according to

zk(t) =
ζkzk(0)

Ckzk(0) + (ζk −Ckzk(0)) exp(−aζkt)
(155)

where ζk = rk, a = 1,Ck = Ckk for Theorem 6, and ζk = γk, a = 2,Ck = 4c for Theorem 7. The non-zero steady-state
saturation value is zk(∞) = ζk/Ck.

Setting zk(t∗k) = ρzk(∞) = ρ
ζk
Ck

, we substitute the initial condition and solve for t∗k:

ρ
ζk
Ck
=

ζkckϵ

Ckckϵ + (ζk −Ckckϵ) exp(−aζkt∗k)
(156)

Rearranging to isolate the exponential term yields:

exp(−aζkt
∗
k) =

Ckckϵ

ζk −Ckckϵ
(
1 − ρ

ρ
) (157)

Taking the logarithm and dividing by −aζk, we obtain the characteristic time:

t∗k =
1

aζk
ln(

1

ϵ
) −

1

aζk
ln(

Ckck
ζk −Ckckϵ

1 − ρ

ρ
) (158)

As ϵ→ 0, the second term is O(1), and the time scales as:

t∗k =
1

aζk
ln(

1

ϵ
) +O(1) ∼

1

aζk
ln

1

ϵ
. (159)

This completes the proof.
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Recall that rk and γk are essentially the correlation between input features and label, and Ckk ≥ 0 is essentially
the input variances. The second part of the formal statement is the following.

Theorem 9. Suppose the conditions of Theorem 8 hold. Consider the infinite-width limit p → ∞2 and assume the
initialization satisfies zk(0) = ϵckk−β where the constants ck are bounded away from zero: 0 < cmin ≤ ck ≤ cmax < ∞.

Let Eϵ(t) ∶= L(t) −L(∞) denote the excess loss. Define Vk ∶=
r2k

8Ckk
(under Theorem 6) or Vk ∶=

γ2
k

16c
(under Theorem

7).
Assume that ζk and Vk exhibit the following power-law decays:

ζk = cζk
−α2 , Vk = cwk

−α1 (160)

for positive constants cζ , cw, α2 > 0. Furthermore, assume that α1 > 1
3 and β ≥ α1 −α2 to ensure finite initial excess

loss.
Define the rescaled time τ ∶= t

ln(1/ϵ)
. Then, under the small initialization limit ϵ → 0+, the excess loss converges

E(τ) ∶= limϵ→0+ Eϵ(τ ln(1/ϵ)) for almost every τ and E(τ) has a power-law decay

E(τ) = Θ(τ
−

α1−1
α2 ) . (161)

Proof. We first evaluate the empirical loss L(t) in terms of the features zk(t).
In Theorem 6, the loss is L(t) = 1

m ∑
m
µ=1 (∑

p
k=1 λµ,kzk(t) − yµ)

2
. Expanding the square and applying the or-

thogonality condition ∑µ λµ,jλµ,l = 0 for j ≠ l, the cross-terms vanish. Using the definitions Ckk = 8
m ∑µ λ

2
µ,k and

rk =
8
m ∑µ λµ,kyµ, we obtain:

L(t) =
1

8

p

∑
k=1

Ckk (zk(t) −
rk
Ckk
)
2

+Const. (162)

Since zk(∞) = rk/Ckk, the excess loss is Eϵ(t) ∶= L(t) −L(∞) = 1
8 ∑

p
k=1Ckk (zk(t) − zk(∞))

2.
Similarly, in Theorem 7, expanding L(t) = 1

m ∑
m
µ=1 (Tr[M(t)A(xµ)] − yµ)

2 and utilizing Assumption 2 yields
L(t) = cTr[M(t)2] − 1

2
Tr[M(t)Y ] +Const. Because M(t) and Y are simultaneously diagonalizable, this simplifies

to L(t) = c∑pk=1 (zk(t) −
γk
4c
)
2
+Const. With zk(∞) = γk/4c, the excess loss is Eϵ(t) = c∑

p
k=1 (zk(t) − zk(∞))

2.
Therefore, in both regimes the excess loss at any time t can be written as

Eϵ(t) =
∞

∑
k=1

Vk (1 −
zk(t)

zk(∞)
)

2

. (163)

after taking p→∞. β ≥ α1 − α2 guarantees that (1 − zk(0)/zk(∞))2 → 1 because

zk(0)

zk(∞)
=
c′kϵk

−βζk

Vk
=
c′kϵk

−βcζk
−α2

cwk−α1
=
c′kcζϵ

cw
kα1−α2−β , (164)

where c′k ∶=
ck
8

in Theorem 6 and c′k ∶=
ck
4

in Theorem 7. Further α1 > 1 guarantees that at t = 0 the excess loss
∑
∞
k=1 Vk is finite.

We introduce the rescaled time τ = t
ln(1/ϵ)

, or equivalently t = τ ln(1/ϵ). The fraction of unlearned feature

magnitude, denoted as fk,ϵ(τ) = 1 −
zk(τ ln(1/ϵ))

zk(∞)
, can be evaluated by substituting (155):

zk(t)

zk(∞)
=

ζkckϵk
−β/Ck

ζkckϵk−β/Ck + (ζk/Ck − ckϵk−β) exp(−aζkt)
=

1

1 + ( ζk
ckk−βCkϵ

− 1) exp(−aζkτ ln(1/ϵ))
. (165)

Let C̃k(ϵ) ∶=
ζk

ckk−βCkϵ
− 1. For sufficiently small ϵ, C̃k(ϵ) > 0. The fraction becomes:

fk,ϵ(τ) = 1 −
1

1 + C̃k(ϵ)ϵaζkτ
=

C̃k(ϵ)ϵ
aζkτ

1 + C̃k(ϵ)ϵaζkτ
. (166)

Notice that the leading order behavior of the term C̃k(ϵ)ϵ
aζkτ is governed by ϵaζkτ−1. Let τ∗k =

1
aζk

. We analyze the
pointwise limit of fk,ϵ(τ) as ϵ→ 0+:

2Note that under Theorem 7 this requires m→∞ simultaneously to satisfy Assumption 2
3Note that under Theorem 7, Vk =

ζ2k
16c

, which enforces α1 = 2α2. Thus, we require α2 > 0.5 in that regime.
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• If τ > τ∗k , then aζkτ − 1 > 0. As ϵ→ 0+, C̃k(ϵ)ϵaζkτ ∼ ϵaζkτ−1 → 0. Hence, fk,ϵ(τ) → 0.

• If τ < τ∗k , then aζkτ − 1 < 0. As ϵ→ 0+, C̃k(ϵ)ϵaζkτ ∼ ϵaζkτ−1 →∞. Hence, fk,ϵ(τ) → 1.

Therefore, for almost every τ , fk,ϵ converges to an indicator function: limϵ→0+ fk,ϵ(τ) = I(τ < τ∗k ).
Notice that for both Theorem 6 and Theorem 7, the relationship Ck = Θ(ζ2k/Vk) = Θ(kα1−2α2) holds (with

α1 = 2α2 specifically under Theorem 7). Substituting this scaling into C̃k(ϵ) yields:

C̃k(ϵ) ≥
Const
ϵ

kβ+α2−α1 − 1. (167)

Because we assumed β ≥ α1 − α2, the exponent of k is non-negative, and thus there exists a sufficiently small ϵ > 0
such that C̃k(ϵ) > 0 uniformly for all k ≥ 1. This ensures that 0 ≤ fk,ϵ(τ) ≤ 1 across all features.

Consequently, the terms in (163) are bounded by Vkfk,ϵ(τ)2 ≤ Vk. Since∑∞k=1 Vk < ∞, we can apply the Lebesgue
dominated convergence theorem to interchange the limit and the summation:

E(τ) ∶= lim
ϵ→0+
Eϵ(τ ln(1/ϵ)) =

∞

∑
k=1

Vk ( lim
ϵ→0+

fk,ϵ(τ))
2

=
∞

∑
k=1

Vk ⋅ I(τ < τ∗k ). (168)

The condition τ < τ∗k translates to τ < 1
acζk−α2

, which can be inverted to define a threshold:

k > (acζτ)
1

α2 ∶= k∗(τ). (169)

Let K(τ) = ⌊k∗(τ)⌋ + 1 be the smallest integer greater than k∗(τ). The excess loss equals the tail sum:

E(τ) =
∞

∑
k=K(τ)

cwk
−α1 . (170)

Because cwx−α1 is monotonically decreasing, the tail sum is bounded by the Riemann integrals:

∫

∞

K(τ)
cwx

−α1dx ≤
∞

∑
k=K(τ)

cwk
−α1 ≤ ∫

∞

K(τ)−1
cwx

−α1dx. (171)

Evaluating the integrals yields:
cw

α1 − 1
(K(τ))

−(α1−1) ≤ E(τ) ≤
cw

α1 − 1
(K(τ) − 1)

−(α1−1) . (172)

As τ → ∞, the threshold scales as K(τ) ∼ k∗(τ) = (acζτ)1/α2 . Substituting k∗(τ) into the bounds gives the
asymptotics:

E(τ) = Θ((τ
1

α2 )
−(α1−1)

) = Θ(τ
−

α1−1
α2 ) . (173)

This completes the proof.

Sample-wise Descent The first part of the formal statement is the following theorem.

Theorem 10. Under the conditions of Theorem 5, for each sample µ ∈ {1, . . . ,m}, let λµ,max = maxk λµ,k and
assume that yµ > 0. Define the effective growth rate for each sample as:

ζµ ∶=
8

m
λµ,maxyµ (174)

Assume that ζ1 > ζ2 > ⋅ ⋅ ⋅ > ζm > 0. Let L(t) = 1
m ∑

m
µ=1∆µ(t)

2 be the empirical MSE and the initialization satisfies
zk(0) = Θ(ϵ) for all k ∈ {1, . . . , p}.

Define the rescaled time τ ∶= t
ln(1/ϵ)

and the characteristic timescale τ∗µ ∶=
1
ζµ

. Then, in the small initialization
limit ϵ→ 0+, the empirical loss converges pointwise (for almost every τ ) to a saddle-to-saddle trajectory transitioning
through m plateaus:

lim
ϵ→0+

L(τ ln
1

ϵ
) =

1

m

m

∑
µ=1

y2µ ⋅ I(τ < τ
∗
µ), (175)

where I(⋅) denotes the indicator function.
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Proof. According to Theorem 5, for a specific sample µ, we denote zk(t) ∶= zk(0) exp (−λ̃kξµ(t)) and λ̃k ∶= 8
m
λµ,k.

Let Kµ = {k ∣ λµ,k = λµ,max} be the set of indices for the maximum eigenvalue. We define

Z(t) ∶= ∑
k∈Kµ

λµ,maxzk(t) = Z(0) exp (−λ̃maxξµ(t)) (176)

where Z(0) ∶= ∑k∈Kµ
λµ,maxzk(0) = Θ(ϵ).

We first prove that ξµ(t) ≤ 0. By definition, ξµ(0) = 0. The initial residual is ∆µ(0) = ∑
p
k=1 λµ,kzk(0) − yµ =

O(ϵ) − yµ. Since yµ > 0, for sufficiently small ϵ, ∆µ(0) < 0. Because ξ̇µ(t) = ∆µ(t), ξµ(t) is initially decreasing.
Suppose there exists a first time t1 > 0 such that ξµ(t1) = 0. At this instant, zk(t1) = zk(0) for all k, which implies
ξ̇µ(t1) = ∆µ(0) < 0. Since ξµ(t) < 0 for t ∈ (0, t1), reaching zero at t1 from below requires ξ̇µ(t1) ≥ 0, which
contradicts ξ̇µ(t1) < 0.

Because ξµ(t) ≤ 0, the evolution of any feature depends on the sign of its eigenvalue. Since λµ,max > 0, the
exponent −λ̃maxξµ(t) ≥ 0, which guarantees Z(t) ≥ Z(0) = Cϵ for all t ≥ 0. For any sub-dominant positive feature
(k ∉ Kµ, λµ,k > 0), we can express its dynamics in terms of Z(t) by eliminating ξµ(t):

zk(t) = zk(0)(
Z(t)

Z(0)
)

γk

, (177)

where γk ∶= λµ,k/λµ,max ∈ (0,1). Conversely, for any negative feature (λµ,k < 0), the exponent −λ̃kξµ(t) ≤ 0. This
implies that zk(t) ≤ zk(0) for all t ≥ 0.

We define the residual ∆µ(t) ∶= Z(t) +R(Z, ϵ) − yµ, where R(Z, ϵ) ∶= R+(Z, ϵ) +R−(ϵ) and

R+(Z, ϵ) = ∑
λµ,k>0,k∉Kµ

λµ,kckϵ(
Z

Aϵ
)

γk

, R−(ϵ) = ∑
λµ,k<0

λµ,kzk(t). (178)

Before proceeding, we establish a global bound for Z(t). Since the dynamics follow a gradient flow, the total loss is
non-increasing (L(t) ≤ L(0)), which guarantees that the residual ∆µ(t) is globally bounded, i.e., ∣∆µ(t)∣ ≤ C∆ for
some constant C∆ > 0.

Rearranging the residual equation yields: Z(t) + R+(Z, ϵ) = ∆µ(t) + yµ − R−(ϵ). We have already established
that zk(t) ≤ zk(0) for all features with λµ,k < 0. This implies that the negative contribution R−(ϵ) is bounded:
−R−(ϵ) ≤ O(ϵ). Consequently, the right-hand side of the equation is bounded by a constant MZ ∶= C∆ + yµ +O(ϵ).
Since both Z(t) and R+(Z, ϵ) are sums of non-negative terms (as λµ,k > 0 and zk(t) ≥ 0), we must have Z(t) ≤MZ

for all t ≥ 0.
Let δ ∶= minλµ,k>0(1 − γk) > 0. Since MZ ≥ Z ≥ Cϵ, ∣R+(Z, ϵ)∣ ≤ C1ϵ

δ . Since zk(t) ≤ ckϵ for negative
eigenvalues, ∣R−(ϵ)∣ ≤ C2ϵ. Combining these, for any bounded trajectory of Z(t), we can define a uniform bound
relative to yµ: κ(ϵ) ∶= supt ∣R(Z(t), ϵ)∣/yµ = O(ϵ

min(δ,1)), which vanishes as ϵ→ 0+.
Now, summing (31) over k ∈ Kµ yields:

Ż(t) = −
8

m
λµ,max∆µ(t)Z(t) = ζµZ(t)(1 −

Z(t) +R(Z, ϵ)

yµ
) (179)

where ζµ = 8
m
λµ,maxyµ. With the definition of κ(ϵ), for Z ∈ [0, yµ] we have:

ζµZ (1 − κ(ϵ) −
Z

yµ
) ≤ Ż ≤ ζµZ (1 + κ(ϵ) −

Z

yµ
) (180)

Let Zlower(t) and Zupper(t) denote the solutions to these bounding logistic equations with the initial condition
Zlower(0) = Zupper(0) = Z(0) = Aϵ:

Zupper(t) =
yµ(1 + κ(ϵ))Aϵ

Aϵ + (yµ(1 + κ(ϵ)) −Aϵ) exp(−ζµ(1 + κ(ϵ))t)
(181)

Zlower(t) =
yµ(1 − κ(ϵ))Aϵ

Aϵ + (yµ(1 − κ(ϵ)) −Aϵ) exp(−ζµ(1 − κ(ϵ))t)
(182)
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We now apply the timescale change t = τ ln(1/ϵ) to evaluate the pointwise limit as ϵ → 0+. For the upper bound,
substituting the time yields the exponential term exp(−ζµ(1+κ(ϵ))τ ln(1/ϵ)) = ϵ

ζµτ(1+κ(ϵ)). Dividing the numerator
and denominator by ϵ yields:

Zupper (τ ln
1

ϵ
) =

yµ(1 + κ(ϵ))A

A + (yµ(1 + κ(ϵ)) −Cϵ)ϵζµτ(1+κ(ϵ))−1
(183)

Let τ∗µ = 1/ζµ. Because κ(ϵ) → 0 as ϵ → 0+, for any fixed τ ≠ τ∗µ , the sign of the exponent ζµτ(1 + κ(ϵ)) − 1 is
determined by ζµτ − 1 for sufficiently small ϵ. If τ < τ∗µ , then the exponent is negative, meaning ϵζµτ(1+κ(ϵ))−1 → ∞
and Zupper → 0. If τ > τ∗µ , then the exponent is positive, meaning the term vanishes and Zupper → yµ(1 + 0) = yµ.

Applying the same time substitution to the lower bound gives the term ϵζµ(1−κ(ϵ))τ . Dividing by ϵ gives the
denominator behavior governed by ϵζµτ−1−ζµτκ(ϵ). Since κ(ϵ) → 0, for any fixed τ ≠ τ∗µ , the sign of the exponent
is determined by ζµτ − 1 for sufficiently small ϵ. Thus, as with the upper bound, Zlower → 0 for τ < τ∗µ and
Zlower → yµ(1 − κ(0)) = yµ for τ > τ∗µ .

Since Zlower(t) ≤ Z(t) ≤ Zupper(t), the dominant feature subspace converges to a step function for τ ≠ τ∗µ :

lim
ϵ→0+

Z (τ ln
1

ϵ
) = yµ ⋅ I(τ > τ∗µ) (184)

Returning to the residual ∆µ(t) = Z(t) +R(Z, ϵ) − yµ. Because Z ≤ yµ and R(Z, ϵ) = O(ϵmin(δ,1)) → 0 uniformly
for bounded Z, we have limϵ→0+∆µ(t) = limϵ→0+ Z(t) − yµ. Squaring this residual yields:

lim
ϵ→0+

∆µ (τ ln
1

ϵ
)

2

= (0 − yµ)
2
⋅ I(τ < τ∗µ) + (yµ − yµ)

2
⋅ I(τ > τ∗µ) = y

2
µ ⋅ I(τ < τ

∗
µ) (185)

Summing over µ completes the proof.

The second part of the formal statement is the following.

Theorem 11. Suppose the conditions of Theorem 10 hold, and consider the infinite-sample limit m → ∞. Suppose
that the ζµ and yµ exhibit the following power-law decay:

ζµ = cζµ
−γ2 , yµ = cyµ

−γ1 (186)

for some positive constants cζ , cy, γ2 > 0. Let the empirical MSE loss be defined as L̃(t) = ∑mµ=1∆µ(t)
2. We also

assume ∑∞µ=1 (∑
∞
k=1 λµ,kzk(0))

2
< ∞ and γ1 > 1/2 such that the initial loss converges.

Define the rescaled time τ ∶= t
ln(1/ϵ)

. The empirical loss converges L(τ) ∶= limϵ→0+ L̃ (τ ln
1
ϵ
) for almost every τ

and the limiting loss follows a power-law decay:

L(τ) = Θ(τ
−

2γ1−1
γ2 ) . (187)

Proof. According to Theorem 10, the residual for each sample converges for almost every τ :

lim
ϵ→0+

∆µ (τ ln
1

ϵ
)

2

= y2µ ⋅ I(τ < τ
∗
µ) (188)

where I(⋅) is the indicator function and τ∗µ =
1
ζµ

is the characteristic timescale.
To interchange the limit and the infinite sum, we establish a uniform bound for the residuals. As shown in the proof

of Theorem 10, for any trajectory of Z(t), we have Z(t) ≤ yµ(1 + κ(ϵ)) and ∣R(Z, ϵ)∣ ≤ yµκ(ϵ), where κ(ϵ) → 0 as
ϵ→ 0+. Therefore, the absolute residual is bounded by:

∣∆µ(t)∣ = ∣Z(t) +R(Z, ϵ) − yµ∣ ≤ ∣Z(t)∣ + ∣R(Z, ϵ)∣ + yµ ≤ yµ(2 + 2κ(ϵ)). (189)

For sufficiently small ϵ, we have κ(ϵ) ≤ 1/2, yielding a uniform bound ∆µ(t)
2 ≤ 9y2µ for all t ≥ 0. Under the

assumption γ1 > 1/2, the series ∑∞µ=1 9y
2
µ = 9c

2
y∑

∞
µ=1 µ

−2γ1 < ∞.
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Now we can apply the Lebesgue dominated convergence theorem:

L(τ) = lim
ϵ→0+

∞

∑
µ=1

∆µ (τ ln
1

ϵ
)

2

=
∞

∑
µ=1

y2µ ⋅ I(τ < τ
∗
µ), (190)

We can then define a threshold on the index:

µ∗(τ) ∶= (cζτ)
1
γ2 . (191)

Let M(τ) = ⌊µ∗(τ)⌋ + 1 be the smallest integer greater than µ∗(τ). The limiting loss evaluates to the tail sum:

L(τ) =
∞

∑
µ=M(τ)

c2yµ
−2γ1 . (192)

Since c2yx
−2γ1 is decreasing, the sum is bounded by its corresponding Riemann integrals:

∫

∞

M(τ)
c2yx

−2γ1dx ≤ L(τ) ≤ ∫
∞

M(τ)−1
c2yx

−2γ1dx (193)

Evaluating the integrals yields explicit upper and lower bounds:

c2y

2γ1 − 1
(M(τ))

−(2γ1−1) ≤ L(τ) ≤
c2y

2γ1 − 1
(M(τ) − 1)

−(2γ1−1) (194)

As τ → ∞, the threshold scales as M(τ) ∼ µ∗(τ) = (cζτ)
1
γ2 . Substituting this asymptotic scaling into both bounds

provides the decay rate:

L(τ) = Θ((τ
1
γ2 )

−(2γ1−1)
) = Θ(τ

−
2γ1−1

γ2 ) . (195)

This completes the proof.

B Additional Theory

B.1 Removing ZGZ Condition
Theorem 12. Let fx ∶ Rp×d → R be a three times continuously differentiable model with respect to its neurons
W = (w1, . . . ,wd). Assume fx satisfies the permutation symmetry. Then, the model can be approximated around the
origin as:

fx(W ) = fx(0) +
d

∑
i=1

g(x)⊺wi +
d

∑
i=1

w⊺iA(x)wi +∑
i≠j

w⊺iB(x)wj +O(∥W ∥
3
), (196)

where g(x) ∈ Rp, A(x) ∈ Rp×p is a symmetric matrix representing the self-interaction of each neuron and B(x) ∈
Rp×p is a symmetric matrix representing the cross-interaction between any pair of distinct neurons.

Proof. We begin with the standard multi-variable Taylor expansion of fx around W = 0:

fx(W ) = fx(0) +
d

∑
i=1

(∇wifx(0))
⊺
wi +

1

2

d

∑
i=1

d

∑
j=1

w⊺iHijwj +O(∥W ∥
3
), (197)

where Hij =
∂2fx

∂wi∂wj
∣
W=0

are the p × p blocks of the Hessian matrix.
By permutation symmetry, all neurons are interchangeable. This implies that the first derivative evaluated at the

symmetric origin W = 0 must be identical for all neurons. Thus, there exists a vector g(x) such that:

∇wifx(0) = g(x) for all i. (198)

Similarly, the permutation symmetry severely restricts the blocks of the Hessian matrix evaluated at W = 0. There can
only be two types of blocks.
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Diagonal blocks: Hii must be identical for all i. Let Hii = 2A(x).
Off-diagonal blocks: Hij for all i ≠ j must be identical. Let Hij = 2B(x).
Substituting these findings back into the Taylor expansion:

fx(W ) = fx(0) +
d

∑
i=1

g(x)⊺wi +
1

2

d

∑
i=1

w⊺i (2A(x))wi +
1

2
∑
i≠j

w⊺i (2B(x))wj +O(∥W ∥
3
)

= fx(0) +
d

∑
i=1

g(x)⊺wi +
d

∑
i=1

w⊺iA(x)wi +∑
i≠j

w⊺iB(x)wj +O(∥W ∥
3
).

(199)

This concludes the proof.

We can similarly expand the model to an arbitrary order.

Theorem 13. Let fx ∶ Rp×d → R be a K + 1-times continuously differentiable model with respect to its neurons
W = (w1, . . . ,wd). Assume fx satisfies the permutation symmetry.

Then, the K-th order Taylor expansion of the model around the origin W = 0 can be expressed as:

fx(W ) = fx(0) +
K

∑
k=1

∑
λ⊢k

∑
i1,...,im

distinct

Tλ(x)[w
⊗c1
i1

,w⊗c2i2
, . . . ,w⊗cmim

] +O(∥W ∥K+1), (200)

where λ = {c1, c2, . . . , cm} represents an integer partition of k, satisfying ∑mr=1 cr = k and cr ≥ 1. The innermost sum
iterates over all m-tuples of mutually distinct indices (i1, . . . , im) drawn from {1, . . . , d} and Tλ(x) is a symmetric
tensor of order k, determined by λ, representing the partial derivatives and combinatorial constants evaluated at the
origin.

Proof. We begin with the standard multi-variable Taylor expansion of fx around W = 0 up to order K:

fx(W ) = fx(0) +
K

∑
k=1

1

k!

d

∑
j1=1

⋅ ⋅ ⋅
d

∑
jk=1

(∇
k
wj1

...wjk
fx(0)) [wj1 , . . . ,wjk] +O(∥W ∥

K+1
). (201)

where ∇kwj1
...wjk

fx(0) denotes the k-th order partial derivative tensor block evaluated at the origin.
For any fixed k, consider an arbitrary sequence of indices (j1, . . . , jk). This sequence can be grouped by the

multiplicity of each distinct index it contains. Let there be m distinct indices i1, . . . , im appearing with multiplicities
c1, . . . , cm respectively, such that ∑mr=1 cr = k and cr ≥ 1. This multiset of multiplicities defines an integer partition
λ ⊢ k.

By permutation symmetry, all neurons are interchangeable. At W = 0, any permutation of the input neurons
leaves the function and its derivative tensors unchanged. Consequently, the derivative ∇kwj1

...wjk
fx(0) depends on the

partition λ of its indices, and is identical for any specific choice of neurons i1, . . . , im.
Let Dλ(x) denote this derivative corresponding to the partition λ. We can rewrite the sum over the raw indices

(j1, . . . , jk) by summing over all valid partitions λ ⊢ k, and then summing over all possible choices of m distinct
indices (i1, . . . , im) from {1, . . . , d}:

d

∑
j1=1

⋅ ⋅ ⋅
d

∑
jk=1

(∇
k
wj1

...wjk
fx(0)) [wj1 , . . . ,wjk] = ∑

λ⊢k

∑
i1,...,im

distinct

CλDλ(x)[w
⊗c1
i1

, . . . ,w⊗cmim
]. (202)

Here, Cλ is a combinatorial coefficient counting the number of ways to arrange the sequence (j1, . . . , jk) such that
the distinct elements appear with the frequencies specified by λ.

Substituting it back into (200), we can define Tλ(x) = Cλ

k!
Dλ(x), which yields:

fx(W ) = fx(0) +
K

∑
k=1

∑
λ⊢k

∑
i1,...,im

distinct

Tλ(x)[w
⊗c1
i1

, . . . ,w⊗cmim
] +O(∥W ∥K+1). (203)

This concludes the proof.
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B.2 Multidimensional Output
Corollary 1. Let Fx ∶ Rp×d → Rk be a three times continuously differentiable model with respect to its neurons
W = (w1, . . . ,wd), where wi ∈ Rp. Assume Fx satisfies the permutation symmetry4 and the ZGZ condition: the
Jacobian matrix satisfies JwiFx(w1, . . . ,wd)∣wi=0

= 0 ∈ Rk×p for any i.
Then, the model can be approximated around the origin as:

Fx(W ) = Fx(0) +
d

∑
i=1

A(x)[wi,wi] +O(∥W ∥
3
), (204)

whereA(x) ∈ Rk×p×p is a 3rd-order tensor dependent only on the input x. The operationA(x)[wi,wi] yields a vector
in Rk whose m-th component is w⊺iA

(m)(x)wi, with each A(m)(x) ∈ Rp×p being a symmetric matrix.

Proof. Let Fx(W ) = [f
(1)
x (W ), f

(2)
x (W ), . . . , f

(k)
x (W )]

⊺
, where each component function f (m)x ∶ Rp×d → R is

three times continuously differentiable.
By permutation symmetry, each component f (m)x satisfies

f (m)x (w1, . . . ,wd) = f
(m)
x (wσ(1), . . . ,wσ(d)). (205)

Furthermore, the ZGZ condition implies that for every output dimension m:

∇wif
(m)
x (W )∣

wi=0
= 0 ∈ Rp. (206)

Thus each component function f (m)x satisfies the conditions of Theorem 1, and we can apply it to each dimension m:

f (m)x (W ) = f (m)x (0) +
d

∑
i=1

w⊺iA
(m)
(x)wi +O(∥W ∥

3
), (207)

where A(m)(x) = 1
2
H
(m)
ii is the Hessian blocks of the m-th output dimension. To stack the equations for all k

components, we define a 3rd-order tensor A(x) ∈ Rk×p×p such that its m-th slice along the first dimension represents
A(m)(x). Consequently, the multi-dimensional expansion can be written as:

Fx(W ) = Fx(0) +
d

∑
i=1

A(x)[wi,wi] +O(∥W ∥
3
). (208)

This concludes the proof.

B.3 Learning Dynamics of Other Optimization Methods
Corollary 2. Consider any learning algorithm whose update rule for the weight matrix W takes the form:

∆Wt = ∑
k

αk∇WLk + βkWk (209)

where αk, βk can be any scalar functions of the historical sufficient statistics {Mτ , µτ}τ≤t. Then, the learning dynam-
ics of the NQF are completely determined by {Mτ , µτ}τ≤t.

Proof. From Theorem 2, we know that the gradient of the loss with respect to the weight matrix W at any step k takes
the form:

∇WLk = vk1
⊺
+HkWk. (210)

Given the update rule ∆Wt = ∑k≤t(αk∇WLk + βkWk), we substitute the gradient expression:

∆Wt = ∑
k≤t

(αkvk1
⊺
+ (αkHk + βkI)Wk). (211)

4Fx(w1, . . . ,wd) = Fx(wσ(1), . . . ,wσ(d)) for any permutation σ.
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We claim that for any step t, the weight matrix Wt can be written in the following form:

Wt = PtW0 +Qt1
⊺, (212)

wherePt ∈ Rp×p is a transformation matrix andQt ∈ Rp is a vector, dependent on the historical sequences {vk,Hk, αk, βk}k<t.
We prove this by induction: For t = 0, W0 = I ⋅W0 + 0 ⋅ 1

⊺. Thus, P0 = I and Q0 = 0, which holds.
Assume the claim holds for all k ≤ t. For step t + 1, we have:

Wt+1 =Wt +∆Wt =Wt + ∑
k≤t

(αkvk1
⊺
+ (αkHk + βkI)Wk). (213)

Substitute Wk = PkW0 +Qk1
⊺ into the equation:

Wt+1 = (PtW0 +Qt1
⊺
) + ∑

k≤t

[αkvk1
⊺
+ (αkHk + βkI)(PkW0 +Qk1

⊺
)]. (214)

By grouping the terms associated with W0 and 1⊺, we get:

Wt+1 = (Pt + ∑
k≤t

(αkHk + βkI)Pk)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
∶=Pt+1

W0 + (Qt + ∑
k≤t

[αkvk + (αkHk + βkI)Qk])

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
∶=Qt+1

1⊺. (215)

This defines a recurrence relation for Pt+1 and Qt+1 that depends only on variables from steps k ≤ t.
Now we show that µt and Mt only depend on Pt,Qt and the initial statistics. For the first moment µt:

µt =Wt1 = (PtW0 +Qt1
⊺
)1 = Ptµ0 + d ⋅Qt (216)

For the second moment Mt:

Mt =WtW
⊺
t = (PtW0 +Qt1

⊺
)(PtW0 +Qt1

⊺
)
⊺
= PtM0P

⊺
t + Ptµ0Q

⊺
t +Qtµ

t
0P
⊺
t + d ⋅QtQ

⊺
t . (217)

Therefore, given the initial conditions M0 and µ0, the subsequent values of Pt and Qt are completely determined,
which in turn dictate the values of µt and Mt via the derived equations. This proves that for any linear-span learning
algorithm, the dynamics of the NQF form a closed system over {Mτ , µτ}τ≤t.

B.4 Learning Dynamics of Multi-layer NQF
Before stating the theorem, we first define an L-layer NQF.

Definition 2 (Deep NQF). Let f(x) = h(L)(x) be an L-layer NQF with hidden representation h(l)(x) ∈ RDl :

h(0)(x) = x (218)

h
(l)
k (x) = C

(l)
k + (g

(l)
k )

⊺
µ(l) + (µ(l))

⊺
B
(l)
k µ(l) +Tr [M (l)A

(l)
k ] , k = 1, . . . ,Dl (219)

where M (l) ∶= W (l)(W (l))⊺ ∈ Rpl×pl and µ(l) ∶= W (l)1dl ∈ Rpl are the order parameters. The structure compo-
nents {C(l)k , g

(l)
k ,B

(l)
k ,A

(l)
k } are functions that only depend on the previous layer’s output h(l−1)(x). Without loss of

generality, A(l)k and B(l)k are symmetric matrices.

Theorem 14 (Master Theorem for Deep NQF). Under SGD

∆W (l)
= −η∑

x∈B

∇W (l)L(f(x)) (220)

with identical data sampling, two models will have identical states (µ(l)a (t) = µ
(l)
b (t),M

(l)
a (t) = M

(l)
b (t)) for all

layers l and time t if they share the same initial statistics:

µ(l)a (0) = µ
(l)
b (0), M (l)

a (0) =M
(l)
b (0) ∀l ∈ {1, . . . , L}. (221)
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The learning dynamics are closed, evolving as:

∆µ(l) = −η(dl ⋅ v
(l)
+H(l)µ(l)) (222)

∆M (l)
= −η(v(l)(µ(l))⊺ + µ(l)(v(l))⊺ +H(l)M (l)

+M (l)H(l))

+ η2(dl ⋅ v
(l)
(v(l))⊺ + v(l)(µ(l))⊺H(l) +H(l)µ(l)(v(l))⊺ +H(l)M (l)H(l)), (223)

where dl is the width (number of neurons) of layer l. The vector v(l) ∈ Rpl and effective Hessian H(l) ∈ Rpl×pl are
defined as:

v(l) ∶= ∑
x∈B

Dl

∑
k=1

∂L

∂h
(l)
k (x)

(g
(l)
k + 2B

(l)
k µ(l)) (224)

H(l) ∶= ∑
x∈B

Dl

∑
k=1

2
∂L

∂h
(l)
k (x)

A
(l)
k (225)

Proof. By the chain rule, the gradient of the loss with respect to the weights W (l) is:

∇W (l)L = ∑
x∈B

Dl

∑
k=1

∂L

∂h
(l)
k (x)

∇W (l)h
(l)
k (x). (226)

Notice that µ(l) =W (l)1dl , where 1dl ∈ Rdl is a vector of ones. The derivatives of the terms in h(l)k are:

∇W (l)((g
(l)
k )

⊺µ(l)) = g
(l)
k 1⊺dl (227)

∇W (l)((µ(l))⊺B
(l)
k µ(l)) = 2B

(l)
k µ(l)1⊺dl (228)

∇W (l)Tr [M (l)A
(l)
k ] = 2A

(l)
k W (l) (229)

Collecting these terms, the gradient factorizes into:

∇W (l)L = v(l)1⊺dl +H
(l)W (l), (230)

where v(l) and H(l) are defined as in the theorem. The SGD update is therefore:

∆W (l)
= −η(v(l)1⊺dl +H

(l)W (l)). (231)

For the mean vector µ(l), we multiply the update by 1dl :

∆µ(l) =∆W (l)1dl = −η(v
(l)
(1⊺dl1dl) +H

(l)W (l)1dl) = −η(dl ⋅ v
(l)
+H(l)µ(l)). (232)

For the second moment M (l), we expand M (l)
t+1 = (W

(l) +∆W (l))(W (l) +∆W (l))⊺:

∆M (l)
=W (l)

(∆W (l)
)
⊺
+∆W (l)

(W (l)
)
⊺
+∆W (l)

(∆W (l)
)
⊺. (233)

Substitute ∆W (l) and use the identity W (l)1dl = µ
(l):

W (l)
(∆W (l)

)
⊺
= −η(W (l)1dl(v

(l)
)
⊺
+W (l)

(W (l)
)
⊺H(l)) = −η(µ(l)(v(l))⊺ +M (l)H(l)). (234)

The symmetric counterpart is −η(v(l)(µ(l))⊺ +H(l)M (l)). For the η2 term:

∆W (l)
(∆W (l)

)
⊺
= η2(v(l)1⊺dl +H

(l)W (l))(1dl(v
(l)
)
⊺
+ (W (l)

)
⊺H(l))

= η2(v(l)(1⊺dl1dl)(v
(l)
)
⊺
+ v(l)1⊺dl(W

(l)
)
⊺H(l) +H(l)W (l)1dl(v

(l)
)
⊺
+H(l)W (l)

(W (l)
)
⊺H(l))

= η2(dl ⋅ v
(l)
(v(l))⊺ + v(l)(µ(l))⊺H(l) +H(l)µ(l)(v(l))⊺ +H(l)M (l)H(l)). (235)

Summing these gives the update rule for ∆M (l).
Since the forward pass h(l)(x) depends only on {µ(l),M (l)} and h(l−1)(x), all intermediate activations are func-

tions of the order parameters. Consequently, the gradients ∂L
∂h(l)(x) also depend only on the sequence of order param-

eters. Thus, the dynamics are closed independent of W (l).
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Theorem 3 can be generalized to multi-layer NQFs in the same way.

Theorem 15 (Compressibility of Deep NQF). Let an L-layer General Deep NQF have layer widths d1, . . . , dL,
defined by functions g(l)k ,B

(l)
k ,A

(l)
k , learning rate η, and initial parameter statistics µ(l)(0) and M (l)(0) for each

layer l ∈ {1, . . . , L}.
Let V(l) ⊆ Rpl be the joint subspace spanned by the network components across all training samples x ∈ X and

all training steps t ≥ 0 of the original model:

V
(l)
∶= span ⋃

x∈X ,t≥0

Dl

⋃
k=1

(g
(l)
k (h

(l−1)
t ) ∪Col(A

(l)
k (h

(l−1)
t )) ∪Col(B

(l)
k (h

(l−1)
t ))). (236)

Let kl ∶= dim(V(l)) ≤ pl. If dl > kl + 1 for all l, then there exists a smaller Deep NQF with layer widths d′l = kl + 1,

characterized by Ã(l)k =
d′l
dl
A
(l)
k , rescaled learning rate η̃ = dl

d′
l
η (layer-specific learning rates), such that:

1. f̃x = fx for all inputs x ∈ X at initialization;
2. µ̃(l)t = VlV

⊺
l µ
(l)
t and M̃ (l)

t =
dl
d′
l
VlV

⊺
l M

(l)
t VlV

⊺
l for all layers l and all training steps t ≥ 0, where Vl ∈ Rpl×kl is the

orthogonal basis of V(l).
3. The output and learning dynamics of the smaller model are identical to the original model: f̃x(t) = fx(t) for all
t ≥ 0.

B.5 Compression Error
Corollary 3. For any original NQF with d neurons and input dimension p, and any target width d′ ≤ p, there exists a
compressed NQF with d′ neurons such that, assuming the SGD update dynamics are locally Lipschitz continuous with
constant L, the deviation in its sufficient statistics at any training step t is bounded by:

∥
d′

d
M̃t −Mt∥

F

+ ∥µ̃t − µt∥2 ≤
⎛

⎝

¿
Á
ÁÀ

p

∑
k=d′

λ2k
⎞

⎠
exp(ηLt), (237)

where λ1 ≥ λ2 ≥ ⋅ ⋅ ⋅ ≥ λp ≥ 0 are the eigenvalues of the initial covariance matrix C ∶= d
d′ (M(0) −

1
d
µ(0)µ(0)⊺).

Proof. Let the discrepancy in the sufficient statistics at training step t be denoted by the error statesE(t)M ∶=
d′
d
M̃t−Mt

and E(t)µ ∶= µ̃t − µt. Define the total error norm as et ∶= ∥E
(t)
M ∥F + ∥E

(t)
µ ∥2.

To minimize the initial error, we first match the first moment by setting µ̃(0) = µ(0), which yields E(0)µ = 0. For
the second moment, following the construction in Theorem 3, finding U = [u1, . . . , ud′] ∈ Rp×d

′
requires solving:

d′

∑
i=1

ui = 0, and UU⊺ ≈ C ∶=
d

d′
(M(0) −

1

d
µ(0)µ(0)⊺) . (238)

Because the d′ vectors must sum to zero, they are confined to a (d′−1)-dimensional subspace. Consequently, the rank
of the constructed covariance matrix UU⊺ can be at most d′ − 1. Since we assume the target width d′ ≤ p, perfect
reconstruction of the p × p full-rank matrix C is in general impossible.

By the Eckart-Young-Mirsky theorem, the optimal rank-(d′ − 1) approximation C̃ that minimizes the Frobenius
norm of the residual is given by the truncated eigendecomposition of C. Let C = ∑pk=1 λkqkq

⊺
k be the eigendecompo-

sition with eigenvalues λ1 ≥ ⋅ ⋅ ⋅ ≥ λp ≥ 0. We construct U such that UU⊺ = C̃ ∶= ∑d
′
−1

k=1 λkqkq
⊺
k . The residual matrix is

∆C = C − C̃ = ∑
p
k=d′ λkqkq

⊺
k .

We initialize the compressed model such that its effective initial covariance is this optimal approximation. Thus,
the initial matrix error is the residual:

E
(0)
M =

d′

d
M̃(0) −M(0) = C̃ −C = −∆C. (239)

The initial total error is therefore the Frobenius norm of the truncated tail:

e0 = ∥∆C∥F + 0 =

¿
Á
ÁÀ

p

∑
k=d′

λ2k. (240)
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For any step t, the dynamics of M and µ are governed by the update rules derived in Theorem 2. The increments
∆M and ∆µ are functions of the current state variables (Mt, µt), the data sequence A(x),B(x), g(x), and the loss
derivative ℓ′x.

Because polynomials are locally Lipschitz continuous, and assuming the SGD trajectories and data samples remain
bounded within the time horizon t, there exists a uniform Lipschitz constant L > 0 that bounds the divergence of
the trajectories. Specifically, the difference in the updates between the uncompressed state (Mt, µt) and the scaled
compressed state (d

′
d
M̃t, µ̃t) satisfies:

∥
d′

d
∆M̃t −∆Mt∥

F

+ ∥∆µ̃t −∆µt∥2 ≤ ηL(∥E
(t)
M ∥F + ∥E

(t)
µ ∥2) = ηLet. (241)

By the triangle inequality, the error at the next step is bounded by:

et+1 ≤ et + ∥
d′

d
∆M̃t −∆Mt∥

F

+ ∥∆µ̃t −∆µt∥2 ≤ et + ηLet = (1 + ηL)et. (242)

Applying this discrete recurrence relation recursively from step 0 to t, we obtain:

et ≤ e0(1 + ηL)
t. (243)

Using the standard exponential inequality (1 + x)t ≤ exp(xt) for all x ≥ 0, we establish the upper bound for the error
dynamics:

et ≤ e0 exp(ηLt) =
⎛

⎝

¿
Á
ÁÀ

p

∑
k=d′

λ2k
⎞

⎠
exp(ηLt). (244)

This completes the proof.

B.6 NTK and Feature Learning
Proposition 8. Under the same notations as Theorem 2, the empirical Neural Tangent Kernel (NTK) between two
data points x and x′, defined as Θ(x,x′) ∶= ⟨∇W fx(W ),∇W fx′(W )⟩, is determined by the summary statistics µ and
M :

Θ(x,x′) = d ⋅ u(x)⊺u(x′) + 2u(x)⊺A(x′)µ + 2µ⊺A(x)u(x′) + 4Tr(A(x)A(x′)M) (245)

where u(x) ∶= g(x) + 2B(x)µ.

Proof. By definition, the empirical NTK is the Frobenius inner product of the gradients with respect to the weight
matrix W :

Θ(x,x′) = Tr(∇W fx(W )
⊺
∇W fx′(W )). (246)

From the proof of Theorem 2, we know the sample-wise gradient can be written as:

∇W fx(W ) = (g(x) + 2B(x)µ)1
⊺
+ 2A(x)W = u(x)1⊺ + 2A(x)W. (247)

Substituting this into the NTK definition yields:

Θ(x,x′) = Tr((1u(x)⊺ + 2W ⊺A(x))(u(x′)1⊺ + 2A(x′)W )). (248)

We expand this expression to obtain:

Θ(x,x′) = d ⋅ u(x)⊺u(x′) + 2u(x)⊺A(x′)µ + 2µ⊺A(x)u(x′) + 4Tr(A(x)A(x′)M). (249)

This demonstrates that the empirical NTK at any point in the training trajectory can be evaluated without knowing the
individual parameter states in W , as it relies solely on the sufficient statistics µ and M .

Assume the network width is d. Let the NQF coefficients scale with d as g(x) = Θ(d−αg), A(x) = Θ(d−αA),
and B(x) = Θ(d−αB). To prevent the outputs and gradients from diverging at initialization, we require αA ≥ 0 and
αB ≥ 1/2. Assume standard variance scaling at initialization (e.g., 1/d) such that the summary statistics scale as
µ(0) = O(1) and M(0) = O(1).

Based on Proposition 8, the initial magnitude of the NTK scales as Θ(x,x′) = O(d1−2αg + d1−2αB + d−2αA). We
assume that the initial NTK is Θ(x,x′) = Θ(1) by setting αg = 1/2.
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Proposition 9 (NTK Evolution and Feature Learning). For the gradient flow, the learning dynamics have two regimes:

1. Lazy Training (Constant NTK): If αA > 0 and αB > 1, then limd→∞ Θ̇ = 0. The NTK remains invariant while
the loss decreases by O(1). The NQF effectively behaves as a linear model.

2. Feature Learning (Evolving NTK): If αA = 0 or 1
2
≤ αB ≤ 1, then Θ̇ = O(1). The NTK changes on the same

timescale as the loss, allowing the model to learn data-dependent representations.

Proof. By the chain rule under gradient flow Ẇ = −∇WL, the dynamics of the function output are ḟx = ⟨∇W fx, Ẇ ⟩ =
−∑x′∈BΘ(x,x

′)ℓ′x′ .
From Proposition 8, the NTK is Θ = d ⋅u⊺u+ 2u⊺Aµ+ 2µ⊺Au+ 4Tr(A2M), where u = g + 2Bµ. With αg = 1/2,

the leading term d ⋅ g⊺g = Θ(1), ensuring Θ(x,x′) = Θ(1). Consequently, ḟx = O(1), guaranteeing that the loss
changes by an O(1) amount in an O(1) time.

We now evaluate the change in NTK during this O(1) learning process. The evolution of the sufficient statistics
from Theorem 2 are:

µ̇ = −(d ⋅ v +Hµ), Ṁ = −(vµ⊺ + µv⊺ +HM +MH) (250)

where v = ℓ′xu(x) and H = 2ℓ′xA(x). For magnitude analysis, we drop the constant scalar ℓ′x. Taking the time
derivative of Θ yields:

Θ̇ = 2d ⋅ u⊺u̇ + 4u̇⊺Aµ + 4u⊺Aµ̇ + 4Tr(A2Ṁ) (251)

Substituting u̇ = 2Bµ̇ and µ̇ ≈ −d ⋅ u (since Hµ is dominated), the two leading-order terms dictating the macroscopic
change Θ̇ are:

1. Term 1: d ⋅ u⊺Bµ̇ ≈ −d2u⊺Bu. Since αg = 1/2 and αB ≥ 1/2, we have u = g + 2Bµ = O(d−1/2). Thus, this
term scales as d2(d−1/2)2d−αB = O(d1−αB).

2. Term 2: −d ⋅ u⊺Au. This term scales as d(d−1/2)2d−αA = O(d−αA).

Other terms, such as Tr(A2Ṁ), scale as d−3αA or lower and are dominated. Therefore, the overall drift in NTK is
bounded by Θ̇ = O(d1−αB + d−αA).

For the NTK to remain constant (while the loss decreases by O(1)), the derivative Θ̇ must vanish as d →∞. This
requires 1 − αB < 0 Ô⇒ αB > 1 and −αA < 0 Ô⇒ αA > 0. If these conditions are violated, the NTK shifts by an
O(1) magnitude during the O(1) training time.

B.7 A general exact solution
The following theorem unifies a class of exact solutions in which the learning dynamics reduce to independent logistic
equations. It contains Theorem 6 and the simultaneously diagonalizable special case of Theorem 7, as well as the
exact solutions of linear networks in [62].

Theorem 16. Define the empirical covariance

K(X) ∶=
4

m

m

∑
µ=1

⟨A(xµ),X⟩FA(xµ), Y ∶=
4

m

m

∑
µ=1

yµA(xµ). (252)

Suppose that there exist pairwise orthogonal symmetric projectors {Πa}ra=1 and constants γa ∈ R and κa ≥ 0 such
that ΠaΠb = δabΠa, and for every a, b ∈ {1, . . . , r},

YΠa +ΠaY = 2γaΠa, (253)

K(Πb)Πa +ΠaK(Πb) = 2κaδabΠa. (254)

If M(0) = ∑ra=1 za(0)Πa with za(0) ≥ 0, then the solution can be written as:

M(t) =
r

∑
a=1

za(t)Πa. (255)

If γa ≠ 0,

za(t) =
γaza(0)

κaza(0) + (γa − κaza(0)) e−2γat
, (256)
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whereas, if γa = 0,

za(t) =
za(0)

1 + 2κaza(0)t
. (257)

Proof. The dynamics of M(t) =W (t)W (t)⊺ can be written as

Ṁ = YM +MY −K(M)M −MK(M). (258)

Consider a matrix in the subspace spanned by the projectors M = ∑ra=1 zaΠa. The linear part of (258) is

YM +MY =
r

∑
a=1

za (YΠa +ΠaY ) = 2
r

∑
a=1

γazaΠa, (259)

where we used (253). For the nonlinear part, we have

K(M)M +MK(M) =
r

∑
a,b=1

zazb [K(Πb)Πa +ΠaK(Πb)] = 2
r

∑
a,b=1

κazazbδabΠa = 2
r

∑
a=1

κaz
2
aΠa, (260)

where (254) was used in the second equality.
Substitution of (259) and (260) into (258) gives

Ṁ = 2
r

∑
a=1

za(γa − κaza)Πa. (261)

Thus each mode evolves independently according to

ża(t) = 2za(t) (γa − κaza(t)) . (262)

For γa ≠ 0, separation of variables gives

∫
dza

za(γa − κaza)
= 2t + constant, (263)

from which (256) follows. When γa = 0, the equation reduces to

ża = −2κaz
2
a, (264)

whose solution is (257).

Corollary 4. Consider an NQF with structure matrices

A(xµ) =
1

2
[
0 Sµ
S⊺µ 0

] , Sµ ∈ Rnout×nin . (265)

Writing W = [
U
V
] with U ∈ Rnout×d and V ∈ Rnin×d. Define

C(Q) ∶=
1

m

m

∑
µ=1

⟨Sµ,Q⟩FSµ, T ∶=
1

m

m

∑
µ=1

yµSµ. (266)

Suppose that T possesses singular triplets {(τa, ua, va)}ra=1 satisfying

Tva = τaua, T ⊺ua = τava, (267)

where {ua}ra=1 and {va}ra=1 are orthonormal. Assume additionally that the corresponding rank-one singular modes
are eigenmatrices of C:

C(uav
⊺
a) = cauav

⊺
a, ca ≥ 0. (268)
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Let {ra}ra=1 ⊆ Rd be orthonormal directions, and assume the balanced and aligned initialization

U(0) =
r

∑
a=1

√
ρa(0)uar

⊺
a, V (0) =

r

∑
a=1

√
ρa(0) var

⊺
a, (269)

where ρa(0) ≥ 0. Then the trajectory remains balanced and aligned:

U(t) =
r

∑
a=1

√
ρa(t)uar

⊺
a, V (t) =

r

∑
a=1

√
ρa(t) var

⊺
a, (270)

where each singular mode evolves independently. If τa ≠ 0, the solution is

ρa(t) =
τaρa(0)

caρa(0) + (τa − caρa(0)) e−4τat
, (271)

whereas, if τa = 0,

ρa(t) =
ρa(0)

1 + 4caρa(0)t
. (272)

Proof. Introduce the symmetric block-matrix notation

B(Q) ∶= [
0 Q
Q⊺ 0

] . (273)

Then
A(xµ) =

1

2
B(Sµ). (274)

From (252), the target matrix Y is

Y =
4

m

m

∑
µ=1

yµA(xµ) = 2B(T ). (275)

For each singular mode, define

ψa ∶=
1
√
2
[
ua
va
] , Πa ∶= ψaψ

⊺
a. (276)

The orthonormality of the singular vectors implies

ψ⊺aψb =
1

2
(u⊺aub + v

⊺
avb) = δab, (277)

and hence ΠaΠb = δabΠa. Using (267),

Y ψa =
2
√
2
[
Tva
T ⊺ua

] = 2τaψa. (278)

It follows that
YΠa +ΠaY = 4τaΠa. (279)

Thus (253) is satisfied with γa = 2τa.
We next evaluate the empirical covariance on Πb. The off-diagonal block of Πb is 1

2
ubv

⊺
b , and therefore

K(Πb) =
4

m

m

∑
µ=1

⟨A(xµ),Πb⟩FA(xµ) = B (C(ubv
⊺
b )) = cbB(ubv

⊺
b ). (280)

For any a, b,

B(ubv
⊺
b )ψa =

1
√
2
[
ubv

⊺
b va

vbu
⊺
bua
] = δabψa. (281)
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Figure 6: Left: Comparison between a two-layer MLP and its NQF approximation (Proposition 1) under a teacher-
student setting. Right: Comparison between a query-key-only attention model and its NQF approximation (Proposi-
tion 3). Models are trained via online SGD (learning rate 0.05, batch size 64) over 2,000 iterations. The results are
averaged across 5 independent runs, with shaded regions representing ±1 standard deviation.

Consequently,
K(Πb)Πa +ΠaK(Πb) = 2caδabΠa. (282)

Thus the condition (254) holds with κa = ca.
Under the initialization (269), we have

M(0) =W (0)W (0)⊺ =
r

∑
a=1

2ρa(0)Πa. (283)

Theorem 16 therefore applies with za(t) = 2ρa(t), γa = 2τa, κa = ca. Substitution into (262) yields

ρ̇a = 4ρa(τa − caρa). (284)

(271) and (272) follow directly from (256) and (257). Finally, factorizing

M(t) = ∑
a

2ρa(t)Πa (285)

using the fixed orthonormal directions {ra} gives (270).

Remark (Recovery of the solution in [62]). Consider the standard two-layer linear network

ŷ(x) = UV ⊺x (286)

trained on samples {(xµ, yµ)}mµ=1. Define Σx =
1
m ∑

m
µ=1 xµx

⊺
µ and T = 1

m ∑
m
µ=1 yµx

⊺
µ. The corresponding operator is

C(Q) = QΣx. Hence the condition (268) holds whenever

Σxva = cava (287)

for the right singular vectors of T . In particular, for whitened inputs, Σx = I , we have ca = 1 for every mode. Then
the solution is

ρa(t) =
τaρa(0)

ρa(0) + (τa − ρa(0)) e−4τat
. (288)

Up to a rescaling of time, this is precisely the balanced solution of deep linear networks derived by [62].

C Experimental Details and Additional Experiments
Figure 2 In Figure 2, all the models use output dimension 8 and the MSE loss. The two-layer MLP has an input
dimension 20, hidden dimension 64 and the tanh activation without any biases. The single-layer CNN takes a single-
channel input of dimension 5×7, employing 64 kernels of dimension 4×5 (with stride 1 and no padding), followed by
global sum-pooling. Both the single-head and the multi-head attention models have an input dimension 20, a hidden
dimension of 8 and sequence length 16. The multi-head model further has four heads with dv = 20. For all the
experiments, we do full batch learning with 600 samples. “Momentum” refers to GD with momentum 0.9. Learning
rates differ in each setting.
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Figure 7: Comparison of training dynamics between a two-layer MLP (Left), a one-layer CNN (Middle), a one-layer
self-attention (Right) and their corresponding NQFs on the MNIST odd vs. even classification task. In all cases, the
NQFs (in red) achieve similar performance as the original model (in blue).

Figure 8: Training dynamics of 4−layer MLPs and 2−layer attention models compared to their NQF approximations
under different optimizers and initialization scales. The black line represents the original model. The orange line
shows the 2-layer NQF approximations. The purple line represents an independently trained 1-layer NQF, initialized
to match the original model at step zero. Solid lines represent the training loss and dashed lines represent the test loss.
Under small initialization, the dynamics overlap, confirming the validity of deep NQF approximations.

Additional Experiments on NQF Approximation On the left side of Figure 6, we train a two-layer bias-free MLP
with a tanh activation function in the teacher-student framework. The teacher weights are standard Gaussian, and we
train two student models: an MLP of the same structure and its corresponding NQF approximation. Both models are
optimized using online SGD with a learning rate of 0.05 and a batch size of 64 over 2,000 steps. Both the teacher and
the student MLP have the input dimension 20, the hidden dimension 100 and the output dimension 1. Figure 6 shows
that the trajectories of two student models match for the first 100 steps and then they become different.

For the right side of Figure 6, we compare a query-key-only attention model (Proposition 3) with its NQF approx-
imation and observe similarly that the NQF tracks the attention model accurately for the first 100 steps. The attention
model computes a scalar output from a query token x ∈ RD and a context sequence X ∈ RD×N , with a fixed Gaussian
readout vector c ∈ RD. We set D = 16, N = 10, dk = 8, and use H = 4 attention heads. Both the attention model and
the NQF are optimized using online SGD with a learning rate of 0.02 and a batch size of 64 over 2,000 steps. For
both the MLP and the attention model, the teacher has standard Gaussian weights and student networks are initialized
with identical Gaussian weights drawn from N(0, ϵ2) where ϵ = 10−3. At each step, the input data is sampled i.i.d.
from a Gaussian distribution.

In Figure 7, we construct a two-layer bias-free MLP equipped with tanh activations, a one-layer CNN and a one-
layer self-attention and their NQF counterparts, where the NQFs are initialized with identical small Gaussian weights
(N(0, ϵ2) with ϵ = 0.01) as the original models. All the models are trained with Adam (full batch), MSE loss and
learning rate 0.001. We construct a binary classification task: distinguishing odd from even digits on a subset of the
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MNIST dataset with 4000 samples. As illustrated in Figure 7, the original models and their corresponding NQFs
exhibit indistinguishable trajectories in both training loss and test accuracy. The two-layer MLP uses the hidden
dimension 20, tanh activation and no biases. The one-layer CNN uses 50 channels with kernel size 15 × 15. The
attention model uses a fixed readout vector, 10 heads and dk = 32. The input 28 × 28 image is regarded as 28 tokens
with embedding dimension 28.

In Figure 8, We formulate a standard teacher-student regression task. We examine two architectures: a 4-layer MLP
and a 2-layer single-head attention. The inputs are drawn from a normal distribution, and the targets are generated by
a corresponding teacher model with fixed Gaussian weights. According to Propositions 1 and 2, both models can be
approximated by 2-layer NQFs. This is validated by Figure 8, where under small initialization, the training dynamics
of both models are well approximated by 2-layer NQFs but not 1-layer NQFs. The MLP has the input dimension 8,
the hidden dimension 16 and the output dimension 1. The initial weights are Gaussian with variance 0.05 under small
initialization and 0.5 under large initialization. The 2-layer attention model has the input and hidden dimension 8, input
length 10 and the output dimension 1. The initial weights are Gaussian with variance 0.1 under small initialization and
1 under large initialization. The training set has 200 samples and the test set has 1000 samples. When the initialization
scale and the model are fixed, three models (original one, 2-layer NQF and 1-layer NQF) share the same initialization
and the same learning rate.

Figure 3 For the left and middle side of Figure 3, we choose m = 5, r = {1.0,0.5,0.25,0.125,0.0625} and Ckk = 1
for all k. The initialization scale is ϵ = 10−5. {Aµ}mµ=1 are chosen to be diagonal matrices of size m×m. To satisfy the
condition of Theorem 6, we randomly generate a m ×m orthogonal matrix and use the µ−th column as the diagonal
elements of Aµ. We train the model using full-batch GD with learning rate 0.01 to approximate the gradient flow
and use the initialization W (0) =

√
ϵI such that zk(0) = ϵ. Because W remains diagonal, zk(t) = [W (t)W ⊺(t)]kk

represents the eigenvalues of WW ⊺.
For the right side of Figure 3, we choose {Aµ}1000µ=1 such that each matrix only has one non-zero element. Specif-

ically, we first set rk = k−α2 , Vk = k−α1 for k = 1,2,⋯,1000 and α1 = 2, α2 = 0.8. Then we can calcu-
late Ckk = r2k/8Vk. We choose Ak,kk =

√
Ckkm/8 and other elements to be 0. The labels are chosen to be

yk =mrk/(8Ak,kk). The initialization is chosen to be zk(0) = 10−6k−1.2 for k = 1,2,⋯,1000.

Figure 4 To validate Theorem 6, we construct a synthetic dataset utilizing block-diagonal data matrices. We consider
a system with m = 4 samples and a parameter dimension of p = m ×K. {A(xµ)}mµ=1 are configured as diagonal
matrices with disjoint non-zero supports. Specifically, for any given sample µ ∈ {1, . . . ,m}, only the diagonal entries
within the index block [µK,µK +K −1] are non-zero. This ensures thatA(xµ)A(xν) = 0 for all µ ≠ ν, satisfying the
condition required by Theorem 5. We choose K = 3 and the three non-zero elements to be 1,1.5,2. In this case (36)
remains irreducible and lacks a closed-form solution. Consequently, the theoretical trajectories presented in Figure 4
are obtained by numerically integrating the associated ODE for {ξµ(t)}4µ=1 using the standard Runge-Kutta method.

Finite-initialization Effect On the right side of Figure 3 and Figure 5, one can notice that there is a slight difference
between the empirical slope and the theoretical prediction. This is a finite-initialization effect.

Under the feature-wise descent setting in Section 6, we can approximate the excess loss through

E(k) ≈ ∫
∞

k
Vx dx∝ k−(α1−1), (289)

where k as a function of t is determined by the characteristic timescale

t(k) ≈
1

ζk
ln(

ζk
Ckϵ
) (290)

with ζk/Ck ∝ kα2−α1 . We can define the effective slope as keff = −
d lnE/dk
d ln t/dk

, where the derivatives are d lnE
dk
= −α1−1

k

and
d ln t

dk
=
α2

k
+

α2 − α1

k [ln ( ζk
Ck
) + ln ( 1

ϵ
)]
=
1

k

⎛
⎜
⎝
α2 −

α1 − α2

ln ( ζk
Ckϵ
)

⎞
⎟
⎠
. (291)

Combining them, we obtain

keff(k, ϵ) =
α1 − 1

α2 −
α1−α2

ln(
ζk
Ckϵ )

. (292)
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For the experiments in Figure 3 (right) and Figure 5, we use α2 < α1, and thus the effective slope is larger than the
theoretical prediction for finite initialization (ϵ > 0).

We can also write keff as a function of t. From (290) we have

ζk(t)t = ln(1/ϵ) + ln(
ζk
Ck
) ≈ ln(1/ϵ) + α ln ζk(t) +C, (293)

where we denote α ∶= α1−α2

α2
and C is a constant independent of ϵ, t. At the leading order of t this gives

ζk(t) ⋅ t ≈ ln(1/ϵ) + α ln ln(1/ϵ) − α ln t +C. (294)

Taking it into (292) we obtain

keff(t) ≈
α1 − 1

α2
[1 +

α

ln(1/ϵ) + α ln ln(1/ϵ) +C − α ln t
] , (295)

which increases as t increases, as we observe in Figure 3 (right) and Figure 5.

Figure 5 For Figure 5, we use β = 1.5, P = 64, M = 256 (thus 256 data points) and run full batch GD with learning
rate 0.02 for 30000 steps. The standard MLP has 256 hidden units. All models are initialized with N(0, ϵ2) where
ϵ = 10−4.

According to Proposition 1, (50) corresponds to an NQF with

Ak(x) =
sk

2
√
P
[

0 ψk(x)
ψk(x) 0

] (296)

for the k-th hidden unit. Now we verify that the conditions in Section 6 (feature-wise descent) are satisfied. Since
A(x) is block-diagonal with elements {Ak(x)}Pk=1 and Ak,µAk,ν = Ak,νAk,µ, we have AµAν = AνAµ and thus
Assumption 1 is satisfied.

Given the block-diagonal structure, the eigenvalues associated with the k-th unit for sample µ are λµ,k = ± sk
2
√
P
ψk(xµ).

Because ψk(x) are Fourier modes uniformly sampled on the grid, they are orthogonal, leading to∑µ λµ,kλµ,j = 0 for
k ≠ j, satisfying the orthogonal condition in Theorem 6.

Finally, we map the experimental variables to that in Section 6:

Ckk =
8

m
∑
µ

λ2µ,k ∝ s2k = k
−2θ, rk =

8

m
∑
µ

λµ,kyµ ∝ skbk = k
−(θ+β). (297)

Therefore, the rk decays with exponent α2 = θ+β. Vk is given by Vk =
r2k

8Ckk
∝ k−2(θ+β)

k−2θ = k−2β , identifying α1 = 2β
5.

Plugging α1 and α2 into Section 6, the excess loss E(t) decays asymptotically as:

E(t) = Θ(t
−

α1−1
α2 ) = Θ (t−

2β−1
θ+β ) (298)

This provides the prediction for the scaling law in Figure 5.

Power Law on One-hot Data We can also observe power laws from one-hot data. We choose each input sample
xµ ∈ Rp (for µ ∈ {1, . . . ,m}) to be xµ = λµeµ, where eµ is the basis vector (with 1 at the µ-th coordinate and 0

elsewhere). We choose the scaling to be λµ ∝ µ−(α2−
α1
2
) and the label to be yµ ∝ µ−

α1
2 . Then we consider a

quadratic network
f(x) = x⊺WW ⊺x = Tr[WW ⊺A(x)], (299)

where A(x) = xx⊺ = λ2µEµµ, where Eµµ is the matrix with 1 at the (µ,µ) entry and 0 elsewhere. Then we can find
that this is the identical setting of Figure 3 (right).

5Theorem 9 assumes an initialization zk(0) = ϵckk−β0 with β0 ≥ α1 − α2, whereas we initialize all weights from the same N(0, ϵ2). This
does not lead to a significant difference because P = 64 is very small.
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