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Abstract

Although sophisticated sequence modeling paradigms have achieved
remarkable success in recommender systems, the information ca-
pacity of hand-crafted sequential features constrains the perfor-
mance upper bound. To better enhance user experience by encoding
historical interaction patterns, this paper presents a novel two-stage
sequence modeling framework termed Instance-As-Token (IAT).
The first stage of IAT compresses all features of each historical
interaction instance into a unified instance embedding, which en-
codes the interaction characteristics in a compact yet informative
token. Both temporal-order and user-order compression schemes
are proposed, with the latter better aligning with the demands of
downstream sequence modeling. The second stage involves the
downstream task fetching fixed-length compressed instance to-
kens via timestamps and adopting standard sequence modeling
approaches to learn long-range preferences patterns. Extensive ex-
periments demonstrate that IAT significantly outperforms state-of-
the-art methods and exhibits superior in-domain and cross-domain
transferability. IAT has been successfully deployed in real-world in-
dustrial recommender systems, including e-commerce advertising,
shopping mall marketing, and live-streaming e-commerce, deliver-
ing substantial improvements in key business metrics.
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1 Introduction

Modeling short-term and long-term interaction sequences has been
widely shown to improve recommendation effectiveness and user
satisfaction in modern recommender systems [1, 2, 12, 49]. The
left side of Fig. 1 shows the mainstream architecture of ranking
models. Existing studies focus on designing more sophisticated
modeling paradigms [6, 16, 45, 51], constructing efficient architec-
tures for ultra-long sequences [21, 28, 30, 34, 36, 42, 50], propos-
ing enhanced feature interaction mechanisms between sequential
and non-sequential features [7, 13, 43, 48], and validating scaling
laws [19, 20, 39] as well as generative retrieval [4, 25, 44] in recom-
mender systems.

However, these efforts focus primarily on high-level model de-
sign and still rely on low-level sequential feature engineering ap-
proaches. Existing sequential features are typically derived from
a set of hand-crafted features as shown in Fig. 1 (b), including in-
herent item features (e.g., price, category), user-item interaction
features (e.g., interaction type, frequency), and context features (e.g.,
timestamp) [2, 10, 24, 36]. On the one hand, resource constraints in
storage, transmission, and computation make it difficult to construct
such hand-crafted features on a large scale [32, 40] and fine-grained
features are excluded, resulting in sparse feature representations
and degraded modeling performance. On the other hand, sequential
feature engineering—including feature design, development, and
validation—usually involves a long cycle, leading to high industrial
costs for feature expansion [27, 29, 37]. These two aspects limit the
information density in historical interaction sequences and further
hinder the effective scaling of modern architectures [38, 47].

To address the above issues and better facilitate the learning
process of upper interaction modules, we propose a novel sequence
modeling framework that focuses on enhancing the information
capacity of sequences. The motivation is to utilize a dense yet in-
formative embedding to represent a specific historical interaction,
rather than relying on hand-crafted features that carry sparse and
limited information, which is illustrated in Fig. 1 (c). The train-
ing instances in modern industrial recommender systems could
thoroughly describe historical interaction patterns, commonly con-
taining thousands of features [15, 44]. We aim to compress the his-
torical training instances of a user into dense representations and then
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Figure 1: The motivation of IAT. Hand-crafted sequence fea-
tures limit the further scaling of advanced ranking architec-
tures. Instead, IAT proposes compressing all features within
training instances that represent users’ historical interactive
behaviors into unified tokens for sequence modeling.

use these representations as tokens for downstream sequence model-
ing. The framework is named Instance-As-Token (IAT), which
consists of two stages as follows.

o TAT Compression. This stage produces compact instance em-
bedding (InsEmb) for each training instance by specific compres-
sion mechanisms. As an intuitive solution, we train a temporal-
order source model by applying compression and decompression
layers to the final feature representation of a base model, with
the intermediate compressed representations stored as InsEmb.
Aside from this, we further propose the user-order source model
that organizes the training instances in user order and introduces
a Source Instance Transformer (SIT) module to accomplish
the sequence modeling process. SIT significantly enhances the
performance of the source model and simultaneously endows
the generated InsEmb with sequence modeling capability, thus
demonstrating remarkable performance transferability when ap-
plied to downstream models. Several complementary features
that describe historical training instances (e.g., multi-task labels)
are optionally stored along with the generated InsEmb.

IAT Sequence Modeling. This stage retrieves the stored infor-
mative InsEmb and the optional key features, which are aggre-
gated as Instance Tokens (InsToken) in the downstream models.
To avoid future information leakage, the retrieved InsTokens
are strictly truncated by the request timestamp. Then, modern
architectures such as LONGER [1] or Transformer [31] could be
adopted for IAT sequence modeling. Benefiting from the infor-
mative InsTokens, the downstream model achieves significant
performance improvements in both offline evaluations and online
A/B tests.

In summary, our main contributions are fourfold: (a) Novel Se-
quence Feature Engineering. The proposed IAT presents a novel
sequence feature engineering mechanism to replace inefficient and
less effective hand-crafted features. (b) Distinct and Appropriate IAT
Compression Schemes. We propose both temporal-order and user-
order compression schemes for generating InsEmb, with the latter
aligning well with the downstream model. (c) Complete and Detailed
IAT Procedures. We elaborate on the procedures of IAT from the
perspectives of model architecture, streaming training pipeline, and
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storage deployment process. (d) Remarkable Performance Improve-
ments. Extensive offline experiments validate the advantages of the
proposed IAT framework, and real-world industrial recommender
systems across multiple scenarios achieve significant online metric
gains after the introduction of IAT.

2 Related Works
2.1 Sequence Modeling Paradigms

Behavior sequence modeling enables capture of dynamic prefer-
ences in recommender systems [2, 24, 49]. Existing studies mainly
focus on several key directions to improve the performance, effi-
ciency, and scalability of sequence modeling. Works in [16, 45, 51]
enhance heterogeneous feature interaction in large-scale ranking
models, while those in [13, 48] enable sufficient information inte-
gration between sequential and non-sequential features. Researches
in [21, 28, 34, 42] aim to handle longer user sequences via efficient
architecture design, such as clustering and sparse attention tech-
niques [41]. Exploring scaling laws [18, 19, 39] in recommender
systems and advancing the development of the generative recom-
mendation paradigm [4, 8, 44, 46] are also popular research direc-
tions. However, these studies fail to consider the limited information
capacity of traditional hand-crafted sequential features.

2.2 Sequence Feature Engineering

The information capacity covered by low-level sequential item
features dictates the upper bound of high-level recommendation
model performance. Early sequential recommendation works only
utilize ID features [17], while subsequent studies point out that
other sequential features are beneficial for capturing fine-grained
preferences [47]. Some studies further propose advanced methods
to fuse side information of items beyond IDs [29, 33, 37]. Leveraging
multimodal signals of items can effectively improve the generaliza-
tion ability of recommender systems, including multimodal embed-
ding [9, 35] and semantic IDs [4, 5]. However, these methods either
remain dependent on hand-crafted features or introduce prohibitive
overhead and suffer from information misalignment. In contrast, the
proposed IAT retains critical information across all features while
achieving better alignment with downstream tasks.

2.3 Two-Stage Ranking Frameworks

Under the constraints of resource usage and online latency, the
two-stage ranking framework ! can achieve more flexible scaling in
model deployment [22, 23]. Recent works [20, 26] propose building
large teacher models as foundation models and utilizing their distil-
lation signals to enhance the performance of small-capacity student
models. HLLM [3] employs a two-tier LLM model, where the first
item LLM extracts rich content features of items and the second
user LLM accomplishes sequence modeling over these item features.
LLaTTE [38] points out that semantic features are a prerequisite
for scaling and introduces a two-stage architecture that includes
an upstream user model generating and caching compressed user
embeddings. Our proposed IAT also adopts a two-stage training

!The two-stage paradigm does not refer to the conventional retrieval-ranking pipeline,
but a two-stage modeling approach employed within the ranking stage.
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Figure 2: The overall two-stage framework of IAT. The IAT
Compression stage optionally builds the designed temporal-
order or user-order source model, which generates and stores
compact and informative InsEmb. The second stage trains a
downstream model that retrieves these InsEmb for sequence
modeling.

approach, where the first stage generates dense yet informative in-
stance embeddings and the second stage utilizes these embeddings
to achieve better sequence modeling.

3 Methodology
3.1 Problem Statement

We first introduce the basic architecture of a popular ranking model
as the base model. We use lowercase letters to denote data for a
single instance, while uppercase letters denote data for a batch.
The features commonly consist of sequential and non-sequential
features, denoted as xgeq and Xnon-seq, respectively. The sequence
features usually cover T historical interaction behaviors, i.e., Xseq =
{s1,582,- -+, sT}, which are first processed by a sequence modeling
architecture Fiq and then combined with other non-sequential
features for deeper feature interaction, i.e.,

h= ﬁnteraction (xnon-seqs 7:seq (xseq)) 5 (l)

where h denotes the compact feature representation which is sub-
sequently used to predict task objectives (e.g., click-through rate
(CTR) or conversion rate (CVR)) as follows:

§=P(y=1|uoh) @

where y € {0,1} denotes whether the user u will be interested
in the item v. The model is trained with the binary cross-entropy

(BCE) loss:

1
L= >

(uwo.x,y)eD

(ylogg+(1-y)log(1-9)), )

where D denotes the set of training instances, and x = (Xseq, Xnon-seq)-
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3.2 Overall Two-Stage IAT Framework

Existing studies focus on improving the scaling capacity of Feq
or Finteraction, While ignoring the information bottleneck caused by
the hand-crafted xq. As illustrated in Fig. 1 (c), a user’s training
instance completely describes historical interactions through thou-
sands of features, which motivates the proposed Instance-As-Token
(IAT) — a novel sequence modeling framework shown in Fig. 2. IAT
consists of two stages: (1) Stage I (IAT Compression). We apply
two types of compression modules to the base model, optionally
obtaining the temporal-order or user-order source model. The source
models process training instances and generate compact instance
embeddings (InsEmb), which are stored in a centralized repository.
This stage compresses rich-feature instances into low-dimensional
embeddings, enabling efficient storage and transmission of compre-
hensive instance information. (2) Stage II (IAT Sequence Model-
ing). The downstream model constructs instance tokens (InsToken)
by combining the InsEmb sequence with complementary key side
information for sequential modeling. The following section details
how to construct source models and downstream models based on
the ranking model introduced in Sect. 3.1.

3.3 Stage I: IAT Compression

This stage constructs source models to obtain compressed instance
representations. We focus on the key component for InsEmb gener-
ation, namely two distinct compression schemes.

3.3.1 Temporal-Order Source Model. To generate a compact repre-
sentation of an instance, an intuitive solution is to simply utilize
the representation obtained by complex feature interaction, i.e., the
h defined in Eq. 1. However, h typically denotes a high-dimensional
feature representation with thousands of dimensions. Directly stor-
ing such a representation inevitably introduces prohibitive storage
and transmission overhead. Hence, we add a compression and de-
compression layer to the base ranking model. Assuming the original
dimension is Dy,y and the compression dimension is D, the intro-
duced compression module is denoted as:

hcompress =0 ((Wlh + bl) P (4)

where W, € RP*Prav and b, € RP are trainable parameters, and o
is the activation function (e.g., ReLU, GELU [11]). h € RDPraw denotes
the feature representation obtained by Eq. 1, while hcompress € RD
is the InsEmb that we aim to save. The dimension of InsEmb is much
smaller than the original dimension, i.e., D < Di,y. For effective
joint training, the generated InsEmb is projected via an additional
lightweight MLP to retain the original dimension:

=0 (Wthompress + bz) > ()

where W, € RP=w*D and b, € RPraw are trainable parameters.
Then, the decompressed feature participates in the final predic-
tion and loss optimization, ensuring that the compressed InsEmb
(i.e., Acompress) is optimized to capture high-value information. The
architecture is illustrated in Fig. 2 (a).

hdecompress

3.3.2  User-Order Source Model. Notably, the above temporal-order
source model compresses training instances individually, and the
obtained InsEmb could only contain the information from a sin-
gle training instance. Additionally, the compression module may
slightly degrade the model performance compared to the base
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model, which may compromise the quality of the obtained InsEmb.
To generate more high-quality InsEmb, we design the user-order
source model that introduces a Source Instance Transformer
(SIT) and enables each instance to perceive historical behaviors of
the same user while avoiding future information leakage.

User-Order Training Instances. Differently from the temporal-
order one, the user-order source model requires re-organizing train-
ing instances to accelerate source model training and InsEmb gen-
eration. Typically, training instances of a ranking model are stored
and trained according to the action timestamps of all user behaviors.
However, this leads to massive redundant storage and computation
for the historical behavior sequence items of the same user. During
the batch training stage, some recent works propose training mod-
els according to user-order instances [6, 44], which significantly
improves efficiency without a performance drop. Specifically, we
aggregate training instances within a specific time range by user
ID, and then sort the instances of each user according to their
temporal order. In practice, the actual batching strategy requires
segmenting users’ historical training instances into fixed-length
batches according to their counts and optionally padding dummy
instances. However, for formula simplicity, we assume that a batch
only contains all the historical training instances of a single user in
the following.

Source Instance Transformer. Assuming we have T histor-
ical training instances for a given user, we organize them in the
same batch and obtain the compressed representations as in Eq. 4,
which is denoted as Heom_batch € RT*D 1n fact, T also denotes the
batch size of training instances. Then, we propose the Source In-
stance Transformer (SIT) to enhance the representation ability of
Heom_batch as follows:

HSITibatch = ﬁransformer (ReShaPe (Hcomibatch: [1, T, D]) B M) B (6)

where Firansformer denotes the common transformer architecture [31].

The reshape operation transforms the compressed representations
of the whole batch (i.e., Heom_batch) into a single sequence with T
items. The T items are processed by the transformer module with a
causal mask function M, ensuring that each compressed InsEmb
can only access the information of past instances. For example, as
shown on the left of Fig. 2 (b), user instance 1 is the most recent
training instance, which could access the information flow from
all past training instances. Then, the obtained Hsyr patch € R**7*P
will first be reshaped to the shape of [T, D] and then decompressed
like Eq. 5 for final prediction and loss optimization. Notably, we
save the compressed embedding before SIT (i.e., Heom_batch) as InsEmb
instead of Hst patch, Which is experimentally verified in Sect. 4.4.

Compared with the temporal-order source model, the user-order
one has the following advantages:

e Enhancing Source Model’s Performance. SIT enables the in-
formation flow between instances within the same user, which
could improve the base model’s performance significantly as
shown in the experimental studies. However, the temporal-order
source model may experience a slight performance drop com-
pared with the base model.

e Enhancing InsEmb’s Sequence Modeling Ability. The user-
order source model not only generates compact and informative
InsEmb, but also implicitly boosts InsEmb’s ability of sequence
modeling with the help of SIT. In contrast, the temporal-order
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Figure 3: The training paradigms of IAT source models. The
temporal-order source model remains consistent between
batch and streaming training, while the user-order one re-
quires slight modifications due to data organization change.

source model compresses the representations individually for
each training instance, losing the latter effect.

3.3.3 Training Paradigms of Source Model. We adapt a training
paradigm that incorporates both batch and stream training stages,
where the latter operates on real-time training instances. As shown
in Fig. 3, the temporal-order source model compresses training
instances individually, which is irrelevant to the organization of
training instances, keeping consistency between batch and streaming
training stages. However, as declared in Sect. 3.3.2, the user-order
source model relies on the user-order training instances during the
batch training. During streaming training, the batch of instances
commonly comes from various users, and it is difficult to build
user-order instances. Hence, we need to slightly modify the training
method of the user-order source model during the streaming stage.
Specifically, the model architecture keeps unchanged while the
batching strategy is different. We denote the compressed represen-
tations of a streaming batch as Heom_stream € RBXD where we use B
to denote the batch size. The B instances come from different users.
To obtain historical InsEmb required by SIT, we directly retrieve
the InsEmb of the previous T — 1 instances for each user from the
store, which is denoted as H’ € RBX(T-1)XD Then, the SIT

com_stream
calculation is:

Hcomiconcat = Concat (Hcomistream) Sg(Héom_stream)) 5 (7)

HSITistream = ﬁransformer (Hcomiconcat) M) > (8)
where sg denotes the stop gradient operation, and Heom_concat €
RBXTxD is the concatenated inputs to the SIT. T is a pre-defined
hyperparameter. Finally, we utilize Hsit stream|[: 0,:] € RBXD for
the following decompression layer and the following pipelines
remain unchanged. In summary, only the InsEmb of the instances
in the streaming batch (i.e., Heom_stream[:, 0, :]) is newly computed
and stored, while the past T — 1 InsEmb are fetched from the store,
which is illustrated in Fig. 3 (b).

3.4 Stage II: IAT Sequence Modeling

We detail how to utilize the stored InsEmb to facilitate the down-
stream tasks in this section. Beyond the informative InsEmb pro-
duced by source models, some core side information could also be
stored and utilized for sequence modeling.

Core Side Information. Although InsEmb contains the com-
pressed information of thousands of features, it does not explicitly
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cover the information of training instance labels, timestamps, and
other task-related information. This module is optionally utilized
according to practical scenarios. The side information is processed
by conventional feature engineering methods, and the embedding
representation is denoted as Egqe € RE*XT*%ide. B is the batch size,
and T is the sequence length.

InsEmb Adaptation Mechanism. The stored InsEmb stays
in a low-dimensional while compact space, which should be pro-
jected to a high-dimensional space for better scaling and feature
space matching. Hence, we introduce an adaptation MLP in the
downstream model to align InsEmb with the downstream feature
space:

T
EInsEmbiadapt =0 (EInsEmb(Wadapt + badapt) > (9)

where Wdapt € Radapt*d and badapt € R%dapt gre the parameters of
the adaptation MLP. Ejpeemp € RE*T*? denotes the fetched histori-
cal T InsEmb from the store, whose dimension is d. Commonly, we
set d = D and dagapt >=d.

Instance-As-Token (IAT) Sequence. We construct the IAT
sequence by concatenating InsEmb and core side information as
follows:

EfnsToken = Concat (ElnsEmb_adapts Eside) > (10)

where Ejngroken € REXT*(dadapt+dside) denotes the IAT sequence em-
bedding for sequence modeling.

Query Token Construction. The IAT sequence is purely user
features, while modern sequence modeling methods require a query
token that contains information of the candidate items for match-
ing prediction. To better align with the compact InsEmb, we con-
catenate the sequential and non-sequential feature tokens of the
downstream model and compress them as the query, i.e.,

Q = ﬁompress (Concat (Xseqa Xnon-seq)) > (11)

where the obtained query Q € RB*@auery contains enough informa-
tion. Other query token construction methods are studied in the
experiments (i.e., Sect. 4.4).

IAT Sequence Modeling. The query token obtained in Eq. 11
and the IAT sequence obtained in Eq. 10 will first be projected to the
same dimension space, and then can be modeled by any mainstream
sequence modeling network according to scenario requirements in
the downstream model, including but not limited to LONGER [1] or
Transformer [31]. We also do some experimental studies to verify
the proper position of the modeling results for feature interaction in
Sect. 4.4. In practice, we find that integrating the modeling results
as an input token to the upper complex feature interaction (e.g.,
RankMixer [51], TokenMixer-Large [16]) obtains the best perfor-
mance, which is illustrated in Fig. 2 (c).

In the streaming training stage, both the source model and down-
stream model adopt real-time streaming updates. The source model
is updated independently, and the latest InsEmb is synchronized to
the downstream model in real time, ensuring the timeliness of model
predictions.

3.5 Storage Architecture Design

Fig. 4 details the storage architecture of IAT, which consists of the
following steps: (1) The source model processes training instances
and generates the corresponding InsEmb, then writes them to an
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Figure 4: The storage architecture design of IAT. InsID
uniquely identifies a training instance.

embedding parameter server (Emb PS) with InsID as the key. (2)
Simultaneously, the feature extraction module outputs the tuple of
(UID, InsID, Side Information) to a message queue, which is asyn-
chronously saved to a high-performance key-value storage system.
UID refers to the hashed user ID. The storage system sorts the InsID
sequence by timestamps and truncates it to length T to form the
user’s historical instance sequence. (3) When a request comes, the
downstream model first retrieves the sequence of InsID and Side
Info from the high-performance key-value storage system by the
key of UID. The sequence is truncated based on the request times-
tamp and some task-related rules. (4) InsEmb is further retrieved
from Emb PS by the key of InsID list, and then the IAT sequence
is constructed as introduced in Eq. 10 for downstream sequence
modeling.

Construction of InsID. InsID is the unique identifier of a train-
ing instance, which can be constructed by hashing a combination of
timestamps and task-related IDs, e.g., the request ID and creative
ID in online Ad recommender systems.

PS Storage Cost Estimation. The storage cost of InsEmb in PS
is quantifiable and controllable. Using FP32 (4 bytes per element)
for InsEmb storage, the total storage requirement is calculated as:

PS Storage Bytes = Ngajly X T X d X 4, (12)

where Ny,ily denotes the average daily number of training instances,
T is the number of retention days for historical instances, and d is
the InsEmb dimension. This formula accounts for both the daily
instance volume and the retention period of historical data, making
the storage estimation more consistent with practical industrial
scenarios. For example, storing two years of 64-dim InsEmb with
approximately hundreds of millions of samples per day consumes
several tens of TB of storage space.

4 Experiments

4.1 Experimental Setting

4.1.1 Datasets. The experiments are conducted on an industrial-
scale CVR prediction dataset collected from a real-world advertising
system. The dataset includes 4 consecutive months of training data
with a total volume of tens of billion training instances, which is
representative of real-world large-scale recommendation scenarios
in the advertising industry. The feature space consists user fea-
tures, item features, contextual features, and traditional behavior
sequence features, where the sequence features only retain sparse
core side information (e.g., ID, category, action type). All training
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Table 1: Performance and efficiency comparisons of models without or with IAT. Base models with three distinct sequence
modeling architectures for traditional behavior sequences are verified (the leftmost column). Both temporal-order IAT and
user-order IAT are compared, and only the results of the downstream models are reported. The downstream models adopt the

transformer architecture for the IAT sequence.

Performance Efficiency
AUC (1) AAUC (%) LogLoss(|) ALogLoss (%) Params FLOPs/Batch (G, x10%)

Base 0.83620 - 0.45210 - 49M 73G

DIN +Temporal IAT (Trans)  0.83725 +0.13% 0.45089 -0.27% 52M 85G
+User IAT (Trans) 0.83821 +0.24% 0.44979 -0.51% 52M 85G

Base 0.83705 - 0.45113 - 55M 89G

LONGER +Temporal IAT (Trans)  0.83830 +0.15% 0.44969 -0.32% 60M 97G
+User IAT (Trans) 0.83967 +0.31% 0.44812 -0.67% 60M 97G

Base 0.83739 - 0.45075 - 50M 126G

Transformer +Temporal IAT (Trans)  0.83868 +0.15% 0.44928 -0.33% 50M 137G
+User IAT (Trans) 0.83984 +0.29% 0.44792 -0.63% 54M 137G

Table 2: Performance comparisons when downstream models
take various sequence modeling architectures for the IAT
sequence, where we use IAT generated by the user-order
source model. The traditional behavior sequence in the base
model utilizes the transformer architecture.

Performance
AUC AAUC(%) LogLoss ALogLoss(%)
Base 0.8373 - 0.4507 -
+IAT (DIN) 0.8376 +0.03% 0.4505 -0.06%
+IAT (LONGER) 0.8399 +0.31% 0.4477 -0.66%
+IAT (Trans) 0.8398 +0.29% 0.4479 -0.63%

data are anonymized by removing sensitive user/item information
and hashing feature IDs, ensuring no risk of privacy leakage during
model training and evaluation.

4.1.2  Baselines. The base model architecture conforms to the intro-
duction in Sect. 3.1, while we select three mainstream industrial se-
quence modeling methods for the traditional behavior sequence (i.e.,
DIN [49], LONGER [1], Transformer [31]) to comprehensively vali-
date the effectiveness and flexibility of the IAT sequence. For feature
interaction across all models, we uniformly employ RankMixer [51]
as the feature interaction module to eliminate discrepancies caused
by different feature fusion strategies. For each base model, we train
the corresponding source model and downstream model with two
kinds of IAT sequence (i.e., Temporal-Order IAT and User-Order IAT),
reporting the AUC gain of them compared to their corresponding base
model (only with the traditional hand-crafted behavior sequence). In
particular, all experiments are trained on a distributed GPU cluster
with hundreds of nodes using a batch size of B = 1024.

4.1.3  Evaluation Metrics. To comprehensively evaluate the effec-
tiveness and efficiency of the model, we report both performance
metrics and model efficiency metrics. We adopt Area Under Curve
(AUC) and Logarithmic Loss (LogLoss) as the performance metrics,
which are widely used in industrial CVR prediction tasks. Simul-
taneously, we report dense parameters and training FLOPs as the
primary effiency metrics. We majorly report the performance of
downstream models and we also provide the metrics of source
models in some cases.

4.1.4 Hyperparameters. In the temporal-order source model, the
raw dimension of feature representation (i.e., Dyay in Eq. 4) is about
6,000 and the compressed dimension is D = 64. The compressed
dimension is the same for the user-order source model, and SIT
takes 2 layers of transformer with the model dimension being 64 and
the intermediate size of FFN being 128. During the batch training
stage of the user-order source model, the input length of SIT is the
same as the batch size as shown in Eq. 6, while we clip the length
of SIT to 256 during the streaming training stage, i.e., the inputs of
Eq. 8 own a shape of B = 1024, T = 256 and D = 64. For the source
models, we save the 64-dim compressed representation as InsEmb,
which is illustrated as in Fig. 2. The downstream model fetches the
InsEmb and adapts it to a dimension of dygapt = 64, and we also
set the length T = 256 as shown in Eq. 9. We set dgde = 64 and
dquery = 512 for Eq. 10 and Eq. 11, respectively. Some settings will
be slightly changed as we explore different experimental studies
in the following. In addition, the length of the traditional behavior
sequence is fixed at 512.

4.2 Overall Performance

We first comprehensively validated the effectiveness and flexibility
of the proposed IAT by integrating it into three mainstream indus-
trial sequential modeling architectures (i.e., DIN [49], LONGER [1],
and Transformer [31]). We apply these architectures to model the



IAT: Instance-As-Token Compression for Historical User Sequence Modeling in Industrial Recommender Systems

(c) Ins Length Distribution
(a) Tns Number Distribution (T<256)

(d) AUC Gain
(Group By Ins Length)

T>=512 = 040

9.0% ° 035
256<T<=512
11.0%

Percentage (%)

© 020
3]

HHHHHHHHHHH

80.0%
T<=256

B R DR o D
Ins Length

Ins Length

Figure 5: The further analysis of the performance improve-
ments of IAT.

Table 3: The IAT performance when scaling up the base
model. The streaming AUC gains of the source and down-
stream model over the corresponding base model are re-
ported.

Scaling Method Params Source Downstream

Dense Scaling 150M +0.54% +0.5%
Seq. Len. Scaling ~ 350M +0.51% +0.30%
Feat. Int. Scaling 1B +0.41% +0.33%

traditional behavior sequences in the base model, while only utiliz-
ing Transformer for the IAT sequence in the downstream models.
In real-world scenarios, these three choices are selected on the basis
of available computation resources and constraints.

4.2.1 The Performance of Source Models. We separately train a
temporal-order and user-order model to generate two types of
InsEmb. The temporal-order source model experiences a slight drop
in AUC of 0.05%, which is the result of the introduced compression
module. Meanwhile, the user-order source model obtains a 0.6%
AUC gain because the introduced SIT enhances the information
flow between historical user instances. However, the user-order
source model cannot be directly deployed for serving, as it incurs
excessive resource costs and faces practical limitations in online
operation.

4.2.2  The Performance of Downstream Models. With these two
types of InsEmb, we explore their ability to improve the downstream
model’s performance. The performance and efficiency results of
the downstream models are summarized in Tab. 1, where "+Tem-
poral/User IAT" refers to the fact that we add the IAT sequence
generated by the temporal-order or user-order source model to the
base model.

Across all three sequential architectures, models integrated with
the IAT sequence consistently outperform their corresponding base
counterparts. Although the temporal-order source model itself ex-
periences a slight performance drop, the benefit to downstream
models’ AUC is up to 0.15%, which verifies the advantage of IAT
sequence modeling. In the real-world scene, a 0.1% AUC gain is
considered significant. For an intuitive comparison, introducing a
hand-crafted sequence with a length of 256 into the base model can
hardly obtain an AUC gain of 0.1% according to our experience.
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Figure 7: The scaling law of downstream models.

Models with the user-order IAT consistently achieve a relative im-
provement in AUC (up to 0.31%) and reductions in LogLoss (up to
—0.67%), accompanied by only a modest increase in parameters and
FLOPs. These experiments demonstrate that the IAT sequence is
effective in various sequential modeling paradigms.

We observe that aligning the IAT sequence modeling architec-
ture with the SIT in the user-order source model achieves better re-
sults. Specifically, we fix the traditional behavior sequence in the
base model to be modeled by Transformer, and model the IAT se-
quence with DIN, LONGER, and Transformer, respectively. The
LONGER and Transformer lead to significant AUC improvements
and LogLoss reductions, as shown in Tab. 2, while modeling IAT
with DIN only brings weak gains. This indicates that modeling IAT
by series of transformer architectures may be more appropriate.
In fact, LONGER utilizes the Perceiver [14] technique and some
other modules (e.g., global token, token merge) to reduce the heavy
computation burden of Transformer brought by applying full at-
tention to a long sequence. In the subsequent experiments, unless
otherwise specified, both traditional behavior sequences and IAT
sequences are modeled using the Transformer architecture.

We further show some analysis on the AUC gain of the user-
order IAT. As shown in Fig. 5 (a), there are about 80% users who
have less than 256 historical training instances. That is why we
set the maximum length of the IAT sequence to be 256 for the
downstream models, where Fig. 5 (b) shows the practical length
distribution of the IAT sequence whose length is less than 256. If
we group training instances by the length of the IAT, we could find
that a longer IAT sequence leads to a more significant AUC gain,
which is about 0.4% at most.
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Table 4: The ablation studies for IAT. The downstream mod-
els’ AUC change is reported.

Setting T-IAT U-IAT
Larger B = 2048 +0.0% +0.02%
Source

w/ InsEmb Stored after SIT - -0.09%
w/o label sideinfo -0.06% -0.10%
w/o other sideinfo -0.05% -0.01%

Downstream
w/ ID-based query -0.06% -0.09%
w/ IAT after Feat. Int. -0.04% -0.06%

4.3 Scaling Up Studies

4.3.1 Scaling Up the Base Model. The proposed IAT framework
could be universally applied to various types of base models. With the
development of advanced scaling methods [16, 19], we continue to
update the online base model in the industrial scene, introducing
more dense parameters (Dense Scaling), extending the length of
historical behavior sequence (Seq. Len. Scaling), and utilizing more
complex feature interaction methods for scaling up (Feat. Int. Scal-
ing). The results are listed in Tab. 3. Overall, the downstream model
with the user-order IAT sequence obtains a significant performance
improvement, especially when the model scales to 1B parameters,
for which even a slight gain becomes harder and more valuable.

4.3.2  Scaling Up the Source Model. We then explore the scaling up
of SIT in the user-order source model. We use D, L, and d to denote
the input dimension of the SIT, the number of transformer layers
of SIT, and the finally utilized compressed dimension of InsEmb
in downstream models, respectively. The AUC gains over the base
model are plotted in Fig. 6. Enlarging the dimension of InsEmb or
extending the number of transformer layers brings a significant
gain for source models, i.e., an AUC gain from 0.52% to 0.80%. The
performances of downstream models are also obviously improved,
respectively.

4.3.3 Scaling Up the Downstream Model. For user-order IAT se-
quence modeling in the downstream models, we explore the number
of transformer layers (i.e., 1, 2, and 4) for different maximum IAT
sequence length (i.e., 32, 64, 128, 256, and 512), and plot the scaling
law of AUC gain with respect to the maximum IAT length or the
FLOPs per batch. The scaling of the transformer architecture of
the downstream model conforms to a standard scaling law, where
the curves are plotted in Fig. 7. Notably, with the number of layers
increasing, the downstream model presents a better scaling ability.

4.4 Ablation Studies

Then, we perform ablation studies in Tab. 4 for some settings of the
IAT, including those for source models and downstream models, re-
spectively. For source models, we first change the batch size B from
1024 to 2048, which has no effect for the temporal-order IAT (T-
IAT), but slightly enhances the performance of the user-order IAT
(U-IAT) because a batch could cover more historical instances of each
user during the user-order batch training stage. Saving the InsEmb af-
ter SIT module instead of those before SIT reduces the downstream

Li et al.

Table 5: Online A/B results on in-domain advertising scenes.

ADSS ADVV

Temporal-Order IAT  +0.685% +0.653%
User-Order IAT +1.557% +1.340%

Table 6: Online A/B results on other cross-domain scenes.

Scene Model Metric Uplift
Mall Advertising CVR ADVV  +1.482%
Feed Advertising CVR ADSS +0.5%
Feed Advertising CTR ADSS  +3.015%
NOC Advertising CVR ADSS  +1.19%
Live Streaming E-Com. CT-CVR GMV  +0.151%

performance, because the InsEmb after SIT loses some fundamental
information and becomes more similar due to the attention mecha-
nism. The IAT sequence contains both InsEmb and some core side
information (sideinfo) such as the multitask labels that represent
the behavior actions and some other task-related side information.
We use 5 other types of side information in practice. Dropping
the label side information leads to an obvious AUC degradation,
because the InsEmb contains few information about the labels of
training instances. Dropping other sideinfo has a bad effect on the
temporal-order IAT, while it does not impact the performance of
the user-order one. We also try using a simpler query constructed
by some ID features of a candidate instead of compressing the se-
quential and non-sequential tokens (Eq. 11), but the resulted AUC
drops 0.06% and 0.09%, respectively. Finally, we observe that the
position of IAT sequence modeling in the downstream models also
matters, and place it before the feature interaction module (e.g.,
RankMixer) acquires a better result. More details of ablation studies
are listed in the Appendix.

4.5 Online A/B Results

We generate the IAT sequences by training both temporal-order and
user-order source models on a real-world advertising scene. Then
we apply the produced IAT sequence to the advertising scene itself
and several other industrial recommendation scenes.

4.5.1 In-Domain A/B Results. Applying the IAT sequence to the
advertising scene itself shows the in-domain transferability of the
proposed IAT. Core revenue metrics including ADSS (Advertiser
Score) and ADVV (Advertiser Value) are reported in Tab. 5. The
base is a strong advertising ranking model that has served online for
a long time. Clearly, IAT delivers statistically significant uplifts on
those metrics.

4.5.2 Cross-Domain A/B Results. The IAT also demonstrates strong
generalization ability when applying the produced IAT sequence to
other downstream scenarios, including the CVR prediction of mall
advertising, the CTR and CVR prediction of feed advertising, the
CVR prediction of non-closed-loop advertising, and the CT-CVR
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prediction of the live-streaming e-commerce. The core metrics for
advertising include ADSS and ADVV, while the GMV is reported for
the e-commerce scenes. As listed in Tab. 6, IAT obtains significant
uplifts across all of these scenes.

5 Conclusion

Instead of conventional hand-crafted sequence engineering, we
propose a novel two-stage sequence modeling framework named
Instance-As-Token (IAT). The first stage of IAT constructs either
a temporal-order or user-order source model to compress the abun-
dant features of each user’s historical instances into compact and
informative embeddings (i.e., InsEmb). Then, the downstream stage
utilizes these InsEmb for state-of-the-art sequence modeling. Exten-
sive offline and online experiments demonstrate the superiority of
the proposed IAT in improving model quality and business-critical
metrics. The proposed IAT has been fully deployed in several indus-
trial recommender systems. Future work will further improve the
efficiency of IAT, including: (1) exploring a one-stage framework
to reduce training complexity; (2) adopting more advanced com-
pression techniques to further decrease storage and transmission
overhead.
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A Appendix

A.1 Details of the Ablation Studies

We detail the ablation studies introduced in the body text as fol-
lows. In our scene, we use some side information in addition to the
InsEmb, formulating the InsToken for IAT sequence modeling. The
side information contains in general two parts:

o Label Side Information: the multi-task labels of a user’s histor-
ical training instance, e.g., whether the user bought the clicked
item or not. These labels are highly relevant to the user behaviors,
while the InsEmb only compresses the bottom feature represen-
tations. Hence, we regard the label side information as important
features and could be seamlessly combined with the InsEmb for
better sequence modeling.

o Other Task-Related Side Information: in our advertising
scene, several types of timestamps that could describe the attri-
bution logic of a user’s behavior are also important for sequence
modeling, and we also consider those side information.

The side information is optional according to the real-world scenar-
ios, and the side information could be represented by ID features
and modeled by embedding tables in the model. Only the hashed
values of such side information are stored and utilized in our model.

Then, we show two other varieties of IAT sequence modeling,
which study the importance of query construction and IAT position,
correspondingly. These two choices are shown in Fig. 8. However,
these two architectures suffer obvious performance degradation.
First, because the InsToken in the IAT sequence contains informa-
tive information, and hence it is better to use a query token that
also covers informative features of the candidate. Second, placing
the output token before the complex feature interaction module
could result in a comprehensive information flow among various
bottom tokens, which is more advantageous.

A.2 Streaming Training of the User-Order
Source Model

During the streaming training stage, the input to the Source In-
stance Transformer (SIT) is a sequence where the most recent
element is InsEmb of the current instance (generated by the com-
pression layer), and the remaining elements are InsEmb of historical
instances belonging to the same user. The sequence is ordered with
the current instance’s InsEmb as the first element, followed by his-
torical instances in reverse chronological order. SIT strictly adheres
to the causal constraint to ensure that each element can only access
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(b) Downstream Model w/ IAT after Feature Interaction

Figure 8: Different IAT modeling architecture choices studied
in the ablation studies.
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Figure 9: An enhancement training approach for the user-
order source model.

the InsEmb of past instances. The body text only provides one ap-
proach to obtaining the historical InsEmb, while we detail another
one and their strength and weakness in the following.

To obtain historical InsEmb required by SIT, two practical ap-
proaches are proposed with distinct trade-offs:

e Method 1: Store Retrieval. Directly retrieving the InsEmb of
the previous T — 1 instances of the user from PS (where T is the
maximum sequence length).

— Advantages: Low computational cost and high speed, suitable
for streaming training scenarios.

- Disadvantages: Relying on historical InsEmb generated by
past training iterations, which may inconsistent with the latest
model parameters.

e Method 2: Recomputation. Retrieving the original features of
the previous T — 1 instances and recompute their InsEmb via
forward propagation of the source model.

— Advantages: Using the latest model parameters to recompute
InsEmb, and eliminating discrepancies from stale historical
values and ensuring high modeling accuracy. Specifically, only
forward propagation is allowed for historical InsSEmb without
gradient backpropagation, while the current InsEmb retains
normal gradient flow.

— Disadvantages: Significantly increased computational cost (e.g.,
256x more computations when T = 256), only applicable for
scenarios with enough computation resources or with a lower
requirement of latency.

Given that Method 2 introduces excessively high computational
overhead due to the recomputation of historical InsEmb, we adopt
Method 1 (Store Retrieval) as the default approach in practice.

A.3 Further Performance Enhancement of the
User-Order Source Model

Finally, we consider a more complex training approach to enhance
the performance of the user-order source model. Because the train-
ing instances are ordered by the user during the batch training
stage of the user-order source model, the earliest trained users may
produce weak InsEmb because the source model may not converge,
while the finally trained users’ InsEmb could benefit from a con-
verged and better source model. That is, the one-pass user-order
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training may lead to unfairness among different users. Hence, we
propose to train the user-order source model in two separate jobs,
and take the exactly reversed order for these two jobs. The illustra-
tion is provided in Fig. 9. One model processes training instances
in the normal order but only stores the InsEmb of the later user

Li et al.

IDs. In contrast, another model processes training instances in the
reversed user order. We also explore some experimental studies
to verify the advantage of this two-pass paradigm. The one-pass
user-order source model itself obtains about an AUC gain of 0.6%,
while the proposed two-pass one further obtains a gain up to 0.8%.
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