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Abstract

Cross-Domain Recommendation (CDR) exploits multi-domain cor-
relations to alleviate data sparsity. As a core task within this field,
inter-domain recommendation focuses on predicting preferences
for users who interact in a source domain but lack behavioral
records in a target domain. Existing approaches predominantly
rely on overlapping users as anchors for knowledge transfer. In
real-world scenarios, overlapping users are often scarce, leaving
the vast majority of users with only single-domain interactions.
For these users, the absence of explicit alignment signals makes
fine-grained preference transfer intrinsically difficult. To address
this challenge, this paper proposes Language-Guided Conditional
Diffusion for CDR (LGCD), a novel framework that integrates Large
Language Models (LLMs) and diffusion models for inter-domain se-
quential recommendation. Specifically, we leverage LLM reasoning
to bridge the domain gap by inferring potential target preferences
for single-domain users and mapping them to real items, thereby
constructing pseudo-overlapping data. We distinguish between
real and pseudo-interaction pathways and introduce additional su-
pervision constraints to mitigate the semantic noise brought by
pseudo-interaction. Furthermore, we design a conditional diffusion
architecture to precisely guide the generation of target user repre-
sentations based on source-domain patterns. Extensive experiments
demonstrate that LGCD significantly outperforms state-of-the-art
methods in inter-domain recommendation tasks.
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1 Introduction

Cross-domain recommendation addresses data sparsity and cold-
start issues by leveraging user behaviors across correlated do-
mains [4, 50]. Unlike conventional intra-domain scenarios, inter-
domain recommendation targets a more challenging setting: predict-
ing preferences for users who are active in a source domain but have
no interaction records in the target domain. Accurately recommend-
ing items for such cold-start users solely based on source-domain
sequences remains a critical bottleneck in the field.

Existing approaches predominantly fall into two paradigms: em-
bedding and mapping methods (e.g., EMCDR [36], SSCDR [15])
and unified representation learning (e.g., UniCDR [2], UCLR [48]).
The former learns a projection function to map representations be-
tween domains, while the latter constructs a unified embedding
space via contrastive learning or invariant feature extraction. How-
ever, both paradigms rely heavily on overlapping users as anchors
for alignment. In real-world applications, overlapping users often
constitute a sparse subset of the population, leaving the vast major-
ity of users with only single-domain interactions. For these non-
overlapping users, the absence of explicit alignment signals makes
fine-grained preference transfer intrinsically difficult. While recent
studies have attempted to utilize non-overlapping data [8, 9, 28, 30],
they primarily focus on mining general cross-domain knowledge
rather than personalized transfer, often falling short in providing
accurate recommendations for strictly cold-start users.

To alleviate the dilemma of scarce overlapping anchors, we pro-
pose unlocking the potential of massive single-domain users as
illustrated in Fig. 1. Specifically, we leverage LLMs to infer potential
cross-domain interests from source behaviors, creating "pseudo-
overlapping" anchors to bridge the domain gap. Furthermore, inter-
domain recommendation for cold-start users can be fundamentally
modeled as a conditional generation task: creating accurate target
user representations conditioned on source-domain patterns. To
achieve this, we introduce Diffusion Models, which are renowned
for their superior capabilities in complex distribution fitting and
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conditional generation [6, 37, 47]. By treating source-domain fea-
tures as conditions to guide the diffusion process, we can synthesize
expressive latent user representations in the target domain, thereby
enabling accurate preference prediction for cold-start users.

However, realizing this framework faces three robust challenges:

(1) Misalignment between Open-ended Generation and
Discrete Item Spaces. LLMs output free-form text in an open-
vocabulary space [23, 43], which does not naturally align with the
discrete item set in the target domain. Without rigorous constraints,
generated sequences may drift from the actual item space, rendering
them unusable for recommendation.

(2) Gap between Semantic and Collaborative Signals. Pseudo-
items generated by LLMs rely on textual semantics, often neglect-
ing the latent collaborative signals (e.g., co-occurrence patterns)
inherent in user behaviors [17]. Naively treating these pseudo-
interactions as ground truth introduces noise, which misguides the
diffusion process, resulting in generated target preferences that
deviate from the user’s real intent.

(3) Controllability of Diffusion-based Transfer. While Dif-
fusion Models are powerful, guiding them to generate user-specific
target representations based on source-domain conditions is chal-
lenging. The model risks generating generic target-domain features
that lose the personalized correlation with the source user, or con-
versely, strictly copying source patterns that do not fit the target
domain’s feature distribution.

To address these challenges, this paper proposes an LGCD frame-
work for inter-domain sequential recommendation. To tackle Chal-
lenge 1, we encode the LLM-generated content into abstract pref-
erence features that share a unified semantic space with real item
representations. We then employ semantic matching to map these
continuous features onto the discrete target item set, thereby con-
structing valid pseudo-overlapping interactions. To address Chal-
lenge 2, we prioritize real overlapping users as stable anchors to
establish the correct cross-domain alignment direction. The LLM-
generated pseudo-data acts as supplementary supervision, aug-
menting the model’s ability to generate target preferences upon this
foundational mapping. To effectively integrate them, we decouple
their training pathways and employ a cyclic batch strategy, ensur-
ing that the scarce real data consistently guides the distribution
learning while the pseudo-data expands the preference coverage
without introducing semantic noise. For Challenge 3, we construct
a conditional diffusion architecture centered on a cross-attention
mechanism. This architecture incorporates source domain prefer-
ence representations at each step of the denoising network to guide
the target domain feature generation in a fine-grained manner,
complemented by a Mixture-of-Experts (MoE) fusion strategy to
adaptively balance source-domain transferable preferences with
target-domain specific patterns. Additionally, we train a lightweight
guesser network to provide the semantic space prior of the target
domain during the inference phase. This ensures that the gener-
ated target domain representations not only inherit abstract user
preferences but also align with the target feature space, thereby
enhancing CDR capabilities for cold-start users.

Our main contributions can be summarized as:

e We propose LGCD, a novel LLM- and diffusion-based frame-
work for inter-domain sequential recommendation tailored
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Figure 1: The core idea of LGCD
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to realistic single-domain user scenarios with scarce over-
lapping users.
We introduce an LLM-driven pseudo-overlap construction
mechanism to synthesize anchors, complemented by a decou-
pled training strategy with cyclic batching. This approach
effectively augments preferences using pseudo interactions
while mitigating semantic noise by prioritizing real overlap-
ping data for alignment.

e We design a conditional diffusion architecture utilizing a
cross-attention denoising network followed by a MoE fusion
strategy. This structure precisely generates target domain
preferences under source-domain guidance and adaptively
integrates them to form the final user representation.

e Extensive experiments on benchmark datasets demonstrate
that LGCD significantly outperforms state-of-the-art meth-
ods in inter-domain recommendation tasks.

2 Related Work

2.1 Cross-domain Recommendation

Cross-domain recommendation is generally categorized into intra-
domain and inter-domain settings. Intra-domain methods [1, 21,
24,51, 53] leverage auxiliary domain knowledge to enhance recom-
mendations for users who are already active in the target domain.
In contrast, inter-domain recommendation addresses a more chal-
lenging cold-start scenario where users lack any historical records
in the target domain. This necessitates predicting target prefer-
ences relying exclusively on source-domain behaviors, presenting
a significantly higher barrier for effective modeling compared to
the intra-domain counterpart.

Existing work on inter-domain recommendation generally falls
into two paradigms. The first is the mapping paradigm [15, 22,
26, 36, 46, 54, 55], which utilizes overlapping users between do-
mains as a bridge to learn mapping functions between user em-
beddings, thereby facilitating cross-domain information transfer.
Among them, DisCo [22] projects the disentangled source-domain
user intent embedding onto the target-domain through a decoder,
and introduces intent-based contrastive learning to align the pro-
jected embedding with the user similarity structure of the target
domain, effectively filtering out irrelevant source information. The
second is the unified representation paradigm [2, 3, 48], which
leverages data from both domains to learn a unified representation,
subsequently adapting these representations to specific domains
to share common knowledge. For example, UCLR [48] employs a
contrastive dual-stream collaborative autoencoder with user-aware
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contrastive learning and individualized temperatures to generate
balanced user embeddings from pretrained global embeddings.

However, the aforementioned methods rely heavily on overlap-
ping users. Recent studies have begun to leverage non-overlapping
users for cross-domain recommendation[5, 8, 9, 28, 30, 31, 42]. For
instance, PLCR [9] introduces a domain-prompt mechanism be-
tween non-overlapping domains to learn domain-invariant knowl-
edge, which is subsequently utilized to enhance performance in
specific domains. Nevertheless, due to the scarcity of sufficient over-
lapping anchors, these approaches primarily reinforce the learning
of similar knowledge across domains and struggle to achieve opti-
mal performance in inter-domain recommendation scenarios.

2.2 Diffusion Models in Recommendation

Diffusion models exhibit superior capability in fitting complex data
distributions by learning to reconstruct features from noise, achiev-
ing remarkable success in computer vision [6, 39]. Recently, this
paradigm has extended to sequential recommendation [29, 33, 34,
41, 49]. For instance, DiffuRec [29] employs a diffusion process to
generate distribution representations for historical items by corrupt-
ing the target item embedding, and a reverse process to reconstruct
the target item representation for prediction, incorporating a round-
ing operation for mapping to discrete items. In parallel, existing
works also apply diffusion models to cross-domain recommenda-
tion [14, 19, 20, 27, 32, 46], where methods such as DMRec [27]
leverages a preference encoder to derive a guidance signal from
a user’s source domain interactions, which is then explicitly in-
jected step-by-step into the diffusion model’s reverse process to
generate personalized user representations in the target domain.
Nevertheless, these approaches invariably rely on overlapping users
as anchors to guide the diffusion model in capturing the target do-
main distribution.

3 Methodology

3.1 Preliminaries

Consider two distinct domains, A and B. These domains share a
small subset of overlapping users, denoted as U©, while the major-
ity of users interact exclusively within a single domain, represented
as U4 and UB, respectively. Since domains A and B provide differ-
ent services, their item sets, V4 and V5, are disjoint. For each item
v € V4 or VB, its associated textual information is represented as
c. We denote the historical interaction sequence of a single-domain
user u;“ € UA as Sl‘f‘ = {vf, vg‘, .. .,vﬁi}, and the sequence for an
overlapping user uio € UO as Sio = {u‘f‘, Uf, 033, e Uﬁi }. Our ob-
jective is to leverage the interaction data from both overlapping
and non-overlapping users in the training set to learn a model. This
model aims to recommend items in the target domain to users who
have interactions solely in the source domain. Specifically, for a
new user u? € UA, our goal is to predict and recommend items

U? e VB,

3.2 Overview of LGCD

The framework of LGCD is shown in Fig. 2, which comprises three
core components: the LLM-based Pseudo-Interaction Generation
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Module, the Conditional Diffusion Preference Generator and the MoE
Fusion Module.

1) LLM-based Pseudo-Interaction Generation (LPG). This
module leverages the reasoning capabilities of LLMs to bridge the
data gap between domains. We prompt an LLM with the textual
interaction history of a single-domain user to hypothesize potential
interests within the target domain. To ground these open-ended
textual predictions in the actual item space, we project them into a
shared semantic space using a pre-trained text encoder and perform
Top-k semantic retrieval against real target item text embeddings.
The identified items are then integrated into the source sequence
to construct a pseudo-cross-domain interaction trajectory.

2) Conditional Diffusion Preference Generator (CDPG).
This component functions as a conditional generative model, aiming
to synthesize target-domain semantic preferences based on source-
domain behaviors. First, we construct a multi-modal conditional
signal by fusing ID-based collaborative features and text-based se-
mantic features from the source sequence. This signal guides the
diffusion process via a cross-attention-based denoising network,
which iteratively injects source-domain preferences to ensure the
generated target semantics remain consistent with the user’s histor-
ical interests. During training, we implement a decoupled strategy:
for real overlapping users, we utilize ground-truth target semantics
for direct supervision; for pseudo-overlapping users, we incorporate
additional alignment constraints alongside the standard diffusion
loss. Additionally, a lightweight guesser network is trained to pro-
vide a target-space prior, stabilizing the inference process.

3) MoE Fusion Module. This module is designed to synthesize
the final user representation for downstream recommendation. It
employs the source-domain conditional representation to drive a
gating network, which adaptively assigns weights to distinct ex-
perts. Each expert processes the concatenated features of the source
condition and the diffusion-generated target representation. The
final user embedding is obtained through a weighted aggregation
of these expert outputs, effectively balancing transferable source
knowledge with generated target-specific patterns.

3.3 LLM-based Pseudo-Interaction Generation

In real-world CDR scenarios, overlapping users are typically scarce,
leaving the majority of users with interactions in only a single
domain. The absence of explicit cross-domain anchors renders pre-
cise preference transfer for these single-domain users a significant
challenge. To bridge this gap, we harness the semantic reasoning
capabilities of LLMs, prompting them to infer potential interests
in the target domain based on the textual semantics of users’ his-
torical interactions. However, given the stochastic nature and hal-
lucination issues inherent in LLMs [13, 38], the generated content
often fails to map directly to the discrete item set of the target do-
main. To address this mismatch, we employ a retrieval mechanism
based on pre-trained text representations to align the generated
preferences with existing target items, thereby constructing valid
pseudo-overlapping interaction sequences.

3.3.1 Pre-trained Sequence Encoder. We train independent sequen-
tial models for domains A and B using interaction sequences from
users who are active solely within a single domain. Within the
sequential model for each domain, we establish separate sequence
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Figure 2: The overall framework of LGCD, illustrating the complete workflow with domain A as the source and domain B as the
target. The ID-Modal Input comprises the complete interaction sequences from both domains for overlapping users, whereas
for single-domain users, it consists solely of their observed source-domain interaction sequences. (b) The module synthesizes
target-domain pseudo-interactions for single-domain users. (c) The module generates user preferences for the target domain
under the supervision of conditional signals. (d) The module integrates conditional signals with the generated preferences to

yield the final prediction.

encoders for the ID modality and the text modality, both of which
adopt the Transformer [40] architecture. Taking a single-domain
user u{‘ € UA as an example, we denote her ID-based interaction
sequence as SiA = {0114, v?, el vﬁi} and her text-based interaction
sequence as C{‘ = {c‘l“, C?, el c;?li}, where ¢4 represents the tex-
tual information of v#, including its title, category, and brand. The
collaborative sequence representation and the semantic sequence
representation derived from these two interaction modalities are

formulated as follows:

th = Encoderﬁ) (SiA), hit = EnCOderéxt(C?) @
fusi A D A
hiusmn — qusion [hi [} hEeXt] + bfusion' (2)

where hP hiet ¢ R? are sequence representation of two modal-
ities, Wzt . € R9*% pA

usion usion i
sequence representation after the fusion of two modalities is hf“s“m,

which we use for loss calculation:

€ R? are learnable parameters. The

Lhe=-rg D) logP (e 157, ©

S?ESA

where |S4| is the number of single domain sequences in domain
A, P (Uﬁ—l | SIA) = SOftmaX(hlfusmn : Eé\sion)’ fusion Wiusion [Eﬁ) ®
ngt] + bfusion is the fusion embedding of all items in domain A. We
pre-train sequence models in the A and B domains using .[:f;‘re and
Lgre, respectively.

3.3.2  Pseudo Interaction Generation by LLM. To leverage the tex-
tual reasoning capabilities of LLMs for pseudo-item generation, we
construct instruction prompts and feed the user’s textual interac-
tion sequence into the LLM. This prompts the model to generate
several pseudo-textual interactions for single-domain users. For a

specific user uf‘ € UA, this process is formulated as:
CB= (B ., &y} = LLM(C), ()

where 5}3 is the text of an item generated by LLM, these generated
texts are the outcomes of LLM-based textual reasoning and may
deviate from actual items. To facilitate matching within the real
item collection, it is necessary to unify the pseudo-text sequences
and the textual features of the target domain into a continuous
semantic space. We input 51)'3 into the pre-trained text encoder to
obtain the textual sequence representation for user uiA in the B
domain:

fl? = Encoderﬁxt(g‘? ). (5)
Subsequently, based on cosine similarity, we retrieve the ng most
similar real-world items from the B domain’s text embedding pool:

S5 = {05, v?,...,vfk} =T0p-k{cos(h?,e§’) | ef-’ cEB ). (6)

Finally, we randomly insert the recalled pseudo interaction items
into the original sequence SI.A to obtain the pseudo overlapping

: . O _ (A B B A A
interaction sequence S;” = {07}, 07, 05,05, ...} of user u;’.

3.4 Conditional Diffusion Preference Generator

With the pseudo-overlapping interactions constructed, our goal is to
train a conditional diffusion model that synthesizes target-domain
semantic preferences conditioned on multi-modal source signals.
However, simply treating noisy pseudo-interactions as ground truth
risks biasing the generative distribution learned by the model. To
mitigate this, we devise a dual-path training strategy that differ-
entiates between real and pseudo-overlapping users. Specifically,
within the pseudo-data pathway, we mask the ID modality of the
generated items and incorporate an auxiliary alignment regulariza-
tion loss. This ensures that the model leverages the augmented data
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for preference transfer without misguiding the generation process
into noisy or invalid semantic regions.

3.4.1 Construction of Conditional Signals and Target Features. We
determine the construction of target features based on the domain to
which the last item in the interaction sequence belongs. Specifically,
we utilize the user’s interactions within that specific domain to for-
mulate the target representation. For instance, consider an overlap-
ping user ujo with an interaction sequence S;) = {v{‘, vf, el Uﬁj 1
The final interaction item uﬁj € VB, we extract the user’s textual

: : B _ (.B .B ; :
interaction sequence C} = {c3,c3,...} specifically from domain

B. This sequence C;‘ is then input into an encoder to generate the
textual sequence representation, which serves as the target feature.

hj,gt = Encoder{,  (CP). (?7)

The construction of conditional signals integrates both collabora-
tive and semantic information derived from user historical inter-

actions. For user u?, we first input her complete interaction S].O

into Encodel‘{l‘) to obtain the collaborative sequence representation
hﬂD. Subsequently, we extract the A domain interactions from C;j

to form C}“, which is fed into EncoderZ,, to generate the semantic
sequence representation (The structures of the encoders mentioned
above are the same as those in Section 3.3.1). We combine these two
sequence representations as conditional signals for the diffusion
model:

B = £, (P @ i) ®
where ffﬁsion adopts the same structure as Eq. (2).

For pseudo-overlapping interaction sequences, the distinction
lies in the acquisition of the collaborative sequence representation.
Considering that the pseudo-items are derived via semantic rea-
soning and inserted randomly into the sequence, they lack valid
temporal information. Consequently, incorporating them into the
modeling of the collaborative sequence representation would de-
viate from the user’s original collaborative preferences. Therefore,
we exclusively utilize the user’s authentic interactions from the
source domain to construct the conditional signal.

3.4.2 Forward Process. We adopt one-dimensional scalar noise

scheduling {f,}7_,, in which the linearly increasing B, is obtained
by uniformly interpolating and squaring over the [\/ﬂm_in, v Brmax]
interval. Given the target feature x, = h'8', the forward diffusion
process is defined as a Markov chain, where the single-step transi-

tion is formulated as:

q(x; | x¢-1) = N(Vat X1, ﬁzl) .o =1- . 9)
Since the Gaussian distribution remains closed under linear transfor-
mations and additive Gaussian noise, the aforementioned equation
yields a closed-form marginal distribution from x, to any arbitrary
time step x;:

t
axe [ x0) = N(Vaixo, (1=al), @ =[]a (10
7=1

The noise state x; generated at any time step ¢ from x, is:
X = Varxo + V1 —ace, €~ N(0,I). (11)

This process progressively corrupts the semantic features of the
target domain. Consequently, the data approximates Gaussian noise
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at large time steps while preserving partial structural information
at small time steps. This mechanism yields training samples of
varying difficulty for the subsequent conditional denoising phase.

3.4.3 Cross-Attention Denoising Network. Motivated by the man-
ifold assumption [25], we configure the denoising network to di-
rectly regress target features rather than estimating noise. This
approach concentrates the model’s capacity on the user preference
manifold, thereby mitigating the curse of dimensionality inherent in
high-dimensional sequence modeling. Furthermore, it ensures that
the generated target-domain semantic representations naturally re-
side within a representation subspace that aligns with ground-truth
user preferences. We demonstrate the superiority of this strategy
in Section 4.3.4.

In the denoising network, we first embed the time step and inject
it into the noisy features:

)N(t =X; + e;. (12)
Then utilized a cross-attention network to guide denoising gener-

ation with conditional signals. Specifically, we let X, as the query
and conditional signal h®®¢ as the key and value:

%; = CrossAttn (X, h®®, heond), (13)

Subsequently, residual connections are used to obtain the output of
the first stage:

XV =% + %, (14)
We use the feed-forward network and residual connections to obtain
the final output of the denoising network:

Xiz) =xt(l) +FFN(xt(l)). (15)

The estimation of clean target semantic features by the denoising
network during this entire process can be expressed as:

%o = fo(xp, 1, 2" = x@) (16)

During the training phase, we make the denoising network directly
regress to the clean feature x, = h'®', that is, optimize the following
diffusion loss:

Lair = Exgre [

’fe (\/O_C_txo +V1 = a6t hc"nd) - xOHE] , (17)

3.4.4 Reverse Process. In the reverse process, we start with an
initial representation h'"* (instantiated as %, during training and
synthesized by the guesser network introduced in Section 3.4.5
during testing). Given a total of T diffusion steps, we introduce a
start-step ratio A € (0, 1] and determine the corresponding starting
time step as ty,x = AT. We first forward-diffuse hi™! to this inter-
mediate time step tgart, Obtaining a partially noised representation
Xistart -

Subsequently, at each step t = {tgtart, - - ., 0}, we construct an ap-
proximate posterior distribution by leveraging the output from the
denoising network alongside pre-computed diffusion parameters:

po(xe-1 | 1, h™) = N(pg (x,, 1, h™), 3,), (18)
_ 1—a;_
pg(xt, : hcond) _ \Va; 1_/3t %0 + \/(Xt( _(Zt l)X; (19)
1—a; 1- ay

After a complete reverse process, we obtain the target feature h™"
restored by the diffusion model. By controlling #y,r through A, we
ensure that the macroscopic semantic contours are preserved even
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after noise injection. This strategy enables the diffusion module
to perform stable and effective cross-domain semantic refinement
upon the coarse target domain representation, effectively mitigating
the instability inherent in reconstructing features from pure noise.

For pseudo overlapping users, we also add an additional con-
straint loss at this point:

2

hrev — hcond , (20)

Lalign =

align 5
This constraint encourages the generated target-domain semantics
to maintain cross-domain style transformation without deviating
excessively from the conditional representations determined by
real source-domain interactions.

3.4.5 Guesser network. To provide a more plausible initialization
for the reverse diffusion process during the inference phase, we
introduce two lightweight linear guessing networks, denoted as
ga—p and gp_, 4, concurrently with the diffusion training. These
networks function to learn the mapping from conditional signals to
the semantic space of the target domain. During diffusion training,
for the path A — B, the training loss for the guessing networks is
formulated as:

2
Lgsess = Jga-p 0 | (21)

with the B — A path following an analogous formulation. Dur-
ing the inference phase, as the ground-truth target domain text
sequence is inaccessible, we utilize the output of the guessing net-
work as the initial representation for the reverse diffusion process:

. hcond A B,
hinit = {gA { ) - (22)

gp—a(h™™), B — A

This strategy not only provides a reasonable prior of the target
domain space for the diffusion model but also reduces the required
number of reverse steps and alleviates training difficulty.

3.5 MoE Fusion Module

Upon obtaining the target-domain representation via the diffu-
sion model, we employ a MoE module to integrate it with the
source-domain conditional signal. Our design acknowledges that
the conditional signal derived from actual interactions faithfully
captures stable user preference patterns. Conversely, the generated
representation inevitably carries residual noise and may deviate
from the true distribution in local feature spaces. Therefore, we
strategically utilize only the robust conditional signal to drive the
gating network. This strategy ensures that the expert selection
mechanism remains anchored in the user’s deterministic behaviors
and prevents the fusion process from being misled by generative
features. Taking user u;“ as an example, we set n, experts with the
following weights:

a; = [ai,b e ai,ne] = SOﬂmaX(wgatehgond)s (23)

where Wggie € R?*1, We concatenate the generated features h;?"“d
with the conditional signal to serve as the shared input for the ex-
perts. This configuration enables each expert, under the supervision
of the condition, to extract and filter salient information from the

Ziang Lu, Lei Sang, Lin Mu, and Yiwen Zhang

generated features, followed by a weighted aggregation process.

Ne
hfinal = Z a; nExpert([h$™ @ h'*']) € R, (24)

n=1
where each expert is structured as a linear mapping network pro-
jecting from 2d to d dimensions. We utilize the output of the MoE
module h?"al, as the final representation to compute the task loss:

1
Lo =157 D logp(oﬁl |s{*), (25)
A SAeSu
where P (Ufil | S;“) = Softmax(hfmal . E]fi sion)- We train the model

by jointly optimizing multiple losses.For the real overlapping user
set UO, the total loss is:

Lgtal = Lair + -[:guess + Lrec. (26)

For the set of single domain interactive users U4 and U3, the total
can be:

Léﬁ = Ldiff + Lguess + -Ealign + -£rev (27)
Acknowledging that real overlapping users constitute a minor por-
tion of the overall population yet serve as the primary source of
supervision for learning cross-domain mappings, we employ a
cyclic overlapping sampling strategy during mini-batch construc-
tion. Specifically, we enforce the inclusion of a fixed number of real
overlapping instances in each training batch. This strategy inher-
ently performs an implicit re-weighting of the loss for overlapping
samples, ensuring that the model consistently receives gradient sig-
nals for cross-domain alignment within limited training iterations.

4 Experiments

4.1 Experimental Setup

4.1.1 Datasets and Evaluation Protocol. We construct two cross-
domain datasets, i.e., Movie-book and Food-Kitchen, derived
from the public Amazon' datasets. Following the previous work
suggest [44], for the Movie-Book pair, we utilize interaction data
from the most recent month and apply a 10-core filtering strategy
to remove users and items with fewer than ten interactions. For
the Food-Kitchen pair, we employ data spanning the past year and
apply a 5-core filter. For these users, we identify the domain of
the last interacted item and filter all prior interactions within that
specific domain. This ensures that the user’s historical interaction
sequence and the ground-truth item reside in different domains.
The remaining 80% of overlapping interaction sequences, combined
with all single-domain interaction sequences, constitute the training
set. Table 2 summarizes the statistics of the datasets used in our
experiments.

In the evaluation phase, we randomly sample 999 negative items
from all participating domains to form a candidate list alongside the
ground-truth item. We employ HR@N and NDCG@N as evaluation
metrics, reporting results for N € {5, 10}.

4.1.2  Baseline Methods. We compared LGCD with the following

three types of baselines.

e Single-domain methods: GRU4Rec [10], DiffuRec [29], SAS-
Rec [16], FEARec [7], UniSRec [12].

e Intra-domain methods: Tri-CDR [35], MGCL [45], CTT [52].

!https://nijianmo.github.io/amazon/index.html
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Table 1: Overall performance comparison on Movie-Book and Food-Kitchen datasets. The best results are indicated in bold, and
the second-best results are underlined. Improvements over baselines are statistically significant with p < 0.001.

Movie Book Food Kitchen

Method HR NDCG HR NDCG HR NDCG HR NDCG

H@5 H@10 N@5 N@I10| H@5 H@10 N@5 N@10| H@5 H@10 N@5 N@10| H@5 H@10 N@5 N@10
GRU4Rec | 0.0161 0.0354 0.0085 0.0147 | 0.0286 0.0533 0.0169 0.0248 | 0.0367 0.0867 0.0236 0.0398 | 0.0691 0.1146 0.0438 0.0582
DiffuRec 0.0357 0.0450 0.0266 0.0297 | 0.0057 0.0152 0.0031 0.0061 | 0.0600 0.1267 0.0313 0.0520 | 0.0392 0.0612 0.0226 0.0300
SASRec 0.0354 0.0579 0.0218 0.0291 | 0.0248 0.0438 0.0161 0.0221 | 0.1900 0.2900 0.1187 0.1509 | 0.2276 0.3250 0.1522 0.1836
FEARec 0.0289 0.0482 0.0169 0.0227 | 0.0289 0.0482 0.0169 0.0227 | 0.1733 0.2733 0.1044 0.1363 | 0.2402 0.3454 0.1530 0.1866
UniSRec 0.0161 0.0386 0.0091 0.0161 | 0.0305 0.0457 0.0218 0.0264 | 0.0733 0.1235 0.0444 0.0596 | 0.0675 0.1020 0.0451 0.0562
Tri-CDR 0.0225 0.0354 0.0141 0.0182 | 0.0210 0.0476 0.0123 0.0210 | 0.1733 0.2967 0.1094 0.1483 | 0.1538 0.2449 0.1077 0.1296
MGCL 0.0129 0.0289 0.0089 0.0140 | 0.0229 0.0381 0.0150 0.0199 | 0.2467 0.3367 0.1673 0.1964 | 0.2590 0.3140 0.1910 0.2085
CTT 0.0322 0.0579 0.0220 0.0302 | 0.0362 0.0838 0.0237 0.0393 | 0.1567 0.2400 0.0969 0.1237 | 0.1567 0.2400 0.0969 0.1237
DA-DAN | 0.0289 0.0643 0.0193 0.0309 | 0.0438 0.0724 0.0318 0.0408 | 0.1633 0.2733 0.1124 0.1475 | 0.2480 0.3705 0.1648 0.2037
LLMCDSR | 0.0257 0.0418 0.0207 0.0259 | 0.0286 0.0438 0.0165 0.0215 | 0.2200 0.3600 0.1443 0.1889 | 0.2214 0.3155 0.1541 0.1847
PLCR 0.0322 0.0514 0.0202 0.0264 | 0.0381 0.0571 0.0271 0.0331 | 0.2600 0.3967 0.1647 0.2085 | 0.2308 0.3375 0.1540 0.1883
SSCDR 0.0233 0.0397 0.0179 0.0232 | 0.0338 0.0565 0.0212 0.0303 | 0.1943 0.2747 0.1264 0.1455 | 0.1941 0.2827 0.1465 0.1709
UniCDR 0.0330 0.0511 0.0197 0.0265 | 0.0371 0.0621 0.0257 0.0377 | 0.2328 0.3109 0.1505 0.1785 | 0.2228 0.3222 0.1689 0.1903
UCLR 0.0342 0.0509 0.0193 0.0270 | 0.0353 0.0632 0.0255 0.0387 | 0.2288 0.3310 0.1567 0.1916 | 0.2213 0.3323 0.1677 0.1920
CD-CDR | 0.0361 0.0675 0.0225 0.0293 | 0.0412 0.0681 0.0305 0.0400 | 0.2467 0.3233 0.1565 0.1816 | 0.2559 0.3250 0.1817 0.1977
LGCD 0.0482 0.0772 0.0286 0.0381|0.0590 0.0914 0.0373 0.0477|0.2800 0.4000 0.1805 0.2190|0.3093 0.3893 0.2140 0.2397
Improv. +35.0% +14.4% +7.52% +23.3% | +34.7% +9.07% +17.3% +16.9% | +7.69% +0.83% +9.59% +5.04% | +19.4% +5.07% +12.0% +15.0%

Table 2: Statistics of the two cross-domain datasets.

Statistic Movie-Book | Food-Kitchen
Movie Book |Food Kitchen

# Users (non-overlap) | 6,819 50,242 | 5,041 35,889

# Users (overlap) 2,666 5,781

# Interactions (single) | 12,185 124,889 | 5,472 38,191

# Interactions (cross) 6,652 7,501

# Items 12,875 93,860 | 8,661 27,637

Avg. m 9.01 8.22

e Non-overlapping methods: DA-DAN [8], LLMCDSR [44], PLCR [9].

e Inter-domain methods: SSCDR [15], UniCDR [2], UCLR [48],
CD-CDR [20].

To ensure a fair comparison, we train all baselines, including single-
domain recommendation models, on the identical dataset employed
by LGCD and evaluate them under the same cross-domain task
settings.

4.1.3 Implementation Details. We implement LGCD using the Py-
Torch framework and conduct all experiments on an NVIDIA RTX
4090 GPU. We set the hidden dimension size d to 64. The model
is optimized using the Adam [18] optimizer with a learning rate
of 0.001. Regarding data sampling, we sample single-domain inter-
actions with a batch size of 128. For overlapping interactions, we
maintain a separate iterator with a batch size of 64. This iterator will
repeatedly load limited data, ensuring the continuous participation
of overlapping data throughout the training process. In the LPG
module, we employ Baichuan2-7B-Chat? as the inference LLM and
utilize jina-embeddings-v2-base-en> to encode the generated text.
We select the ng = 10 most similar items to serve as pseudo-items.

Zhttps://huggingface.co/baichuan-inc/Baichuan2-7B-Chat
3https://huggingface.co/jinaai/jina-embeddings-v2-base-en

Within the CDPG module, the noise schedule parameters S, and
Bmax are configured to 0.001 and 0.1, respectively. The denoising
network employs 4 attention heads, and the number of reverse
generation steps T is set to 100. The hyperparameter A is set to 0.7
for the Movie and Book domains, 0.5 for the Food domain, and 0.3
for the Kitchen domain. For the MoE Fusion module, we designate
the number of experts as 8.

4.2 Overall Comparison

From the comparative experimental results presented in Table 1,
we draw the following conclusions:

(1) LGCD achieves the best performance across all metrics in all
domains. This demonstrates that our proposed method is effectively
applicable to CDR tasks.

(2) Single-domain methods outperform overlapping cross-domain
methods (e.g., C2DSR, CTT) on many metrics. This is because the
latter are designed exclusively for overlapping users, and incor-
porating single-domain sequences into their training disrupts the
inter-domain relationships learned from overlapping sequences.

(3) Non-overlapping recommendation methods (e.g., DA-DAN,
PLCR) achieve competitive performance across various datasets.
These methods effectively leverage single-domain users to learn
common inter-domain knowledge for recommending items in the
target domain.

(4) Although LLMCDSR is designed to utilize both overlapping
and non-overlapping sequences, it exhibits suboptimal performance.
The primary reason is that LLMCDSR essentially employs LLMs
and meta-learning to train a recommender for mixed cross-domain
sequences. Consequently, when the interaction history consists of
only a single domain, the model struggles to map it into the feature
space of the other domain.



SIGIR °26, July 20-24, 2026, Melbourne, VIC, Australia.

Ziang Lu, Lei Sang, Lin Mu, and Yiwen Zhang

Table 3: Ablation studies of LGCD on Movie-Book and Food-Kitchen datasets.

Variants Movie Book Food Kitchen
HR@5 NDCG@5 HR@5 NDCG@5 HR@5 NDCG@5 HR@5 NDCG@5

w/o Diffusion 0.0354 0.0210 0.0533 0.0288 0.2200 0.1368 0.2747 0.1911
w/o Overlap Diffusion 0.0289 0.0178 0.0533 0.0351 0.0900 0.0584 0.0549 0.0353
w/o Pseudo Diffusion 0.0322 0.0150 0.0514 0.0316 0.2667 0.1778 0.2543 0.1741
w/o Alignment Loss 0.0322 0.0194 0.0476 0.0334 0.2233 0.1430 0.2449 0.1583
w/o Guesser Network 0.0322 0.0209 0.0514 0.0316 0.2667 0.1798 0.2841 0.1925
w/0 MoE Fusion 0.0129 0.0063 0.0343 0.0236 0.2665 0.1757 0.2575 0.1730
w/o Overlap Cyclic 0.0480 0.0309 0.0324 0.0205 0.2100 0.1305 0.2637 0.1833
LGCD 0.0482 0.0286 0.0590 0.0373 0.2800 0.1805 0.3093 0.2140

4.3 Further Analysis

4.3.1 Ablation Studies. To verify the contributions of individual
components within LGCD, we compare it against the following
ablation variants:

e w/o Diffusion: Removes the diffusion model and directly em-

ploys conditional signals for prediction.

w/o Overlap Diffusion: Trains the diffusion model using only

pseudo-overlapping interactions.

¢ w/o Pesudo Diffusion: Trains the diffusion model using only

real overlapping interactions.

w/o Alignment Loss: Removes the alignment constraint loss

Lalign applied to the pseudo-overlapping paths.

e w/o Guesser Network: Uses a random vector as the initial rep-

resentation during the reverse process instead of the prior gener-

ated by the guesser network.

w/o MoE Fusion: Replaces the MoE fusion with a simple lin-

ear fusion network to combine conditional signals and features

restored by the diffusion model.

e w/o Overlap Cyclic: Discards the cyclic batch construction for
real overlapping interactions and adopts a standard data loading
strategy.

From the comparative results in Table 3, we observe the follow-
ing:

(1) Relying solely on source-domain features fails to adequately
capture fine-grained user preferences in the target domain. Ex-
plicitly restoring target-domain features via the diffusion model
significantly enhances cross-domain transfer capability. Further-
more, using exclusively real overlapping interactions or pseudo-
overlapping interactions weakens the expressiveness of the diffu-
sion model, indicating that these two types of overlapping signals
are complementary and essential components during training.

(2) Both supervision mechanisms we design the cyclic batch
for overlapping interactions and the alignment loss, effectively
mitigate the detriment caused by potential semantic noise and
feature deviation inherent in pseudo-overlapping interaction data.

(3) The guesser network provides a reasonable target-domain
prior for the diffusion process. This constrains the restoration tra-
jectory within a subspace more consistent with target-domain se-
mantics, facilitating the generation of more accurate and usable
representations of target-domain preferences.

(4) The MoE-based fusion mechanism adaptively selects and
weights different experts based on conditional signals. This ap-
proach simultaneously preserves stable preference patterns from
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Figure 3: Impact of the hyper-parameters ng, nshared, Mspecific
on the Movie-Book and Food-Kitchen datasets.

the source domain and fully leverages the target-domain features
generated by the diffusion model, thereby achieving superior cross-
domain mapping and alignment of long-term user preferences.

4.3.2 Hyper-parameter Sensitivities. To investigate the impact of
hyperparameters, we analyze the model’s sensitivity to three key
parameters: the number of generated pseudo-items ng, the number
of diffusion generation steps T, and the start-step ratio A. Fig. 3
illustrates the performance variations in terms of HR@5 across
different datasets. From these results, we observe the following:
(1) The model achieves optimal performance on all datasets when
ng is set to 10. As ng increases further, performance exhibits a
downward trend. This indicates that an appropriate number of
pseudo-items helps enrich cross-domain constraints, but too many
pseudo-items can introduce more semantic noise, which interferes
with the modeling of genuine user preferences. (2) Performance
initially improves and then degrades as the number of reverse
generation steps increases, peaking at 100 steps. Too few steps
result in an insufficient denoising process, failing to recover fine-
grained target-domain features. Conversely, too many steps lead to
over-smoothing and error accumulation, thereby diminishing the
discriminative power of the final representation. (3) The model is
relatively sensitive to A. The optimal value is 0.7 for the Movie-Book
dataset, 0.5 for the Food dataset, and 0.3 for the Kitchen dataset.
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Figure 4: Result of different conditional guidance methods
on Movie-Book and Food-Kitchen datasets.

This suggests that the optimal range of high-noise timesteps to
retain varies across different cross-domain scenarios.

4.3.3  Impact of Conditional Guidance Methods. To identify the
optimal conditional guidance strategy, we compare several condi-
tional guidance mechanisms designed for the diffusion model. The
results are presented in Fig. 4. The specific variants include:

e Linear: A simple linear fusion layer is used in the denoising
network to fuse the conditional signal with the noisy features of
the current step.

o CFG: Classifier-Free Guidance [11] is adopted, combining condi-
tional and unconditional predictions to derive the final denoising
output.

e ID-cond: Only the collaborative sequence representation is uti-
lized as the conditional signal for denoising.

o Text-cond: Only the semantic sequence representation is utilized
as the conditional signal for denoising.

o No-cond: No conditional signal is introduced, and the denoising
network degenerates into a pure self-attention structure.

From the results, we observe that: (1) Compared to other baselines,
LGCD achieves superior performance across most datasets and
evaluation metrics. This demonstrates that cross-attention enables
a more fine-grained alignment between conditional signals and
noisy features, thereby providing more effective guidance for the
diffusion process. (2) On the Movie-Book dataset, ID-cond exhibits
the lowest overall performance, indicating a significant discrepancy
in collaborative preferences between the two domains; relying
solely on collaborative sequences is insufficient for reliable transfer.
Conversely, on the Food-Kitchen dataset, Text-cond performs the
worst, suggesting a substantial gap in the semantic spaces of these
domains, where using text semantics alone makes it difficult for
the diffusion model to accurately reconstruct target domain prefer-
ences. Collectively, these findings imply that single-type conditional
signals fail to capture the diversity of cross-domain preferences,
underscoring the necessity of jointly modeling collaborative and
semantic information in LGCD.
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Figure 6: The influence of overlap ratio on Movie-Book and
Food-Kitchen datasets.

4.3.4 Study on Training Targets for Diffusion Models. To investigate
the optimal training target for the diffusion model, we compare our
approach against two variants that predict noise: Noise-MSE and
Noise-KL, which employ MSE and KL divergence as the diffusion
loss, respectively. The results in Fig. 5 demonstrate that directly
predicting target features yields significantly better performance
than predicting noise. This suggests that directly regressing seman-
tic features is more suitable for our current task than fitting the
noise distribution.

4.3.5 Influence of Overlap Ratio. To investigate the impact of real
overlapping sequence scale on model performance, we vary the
proportion of ground-truth overlapping data (overlap ratio) in the
training set within the range of [0.2,1.0]. As shown in Fig. 6, LGCD
consistently outperforms the baseline methods across most overlap
ratios. When the overlap ratio is low (e.g., 0.2), the available overlap-
ping interactions are insufficient, providing limited cross-domain
supervisory signals, which results in suboptimal performance. As
the overlap ratio increases, model performance gradually improves.
Notably, performance tends to stabilize when the ratio reaches
approximately 0.6. This indicates that at this threshold, the ground-
truth overlapping sequences provide sufficient constraints for the
model. Consequently, LGCD effectively leverages these reliable sig-
nals to better utilize pseudo-overlapping data, thereby enhancing
the generative capability of the diffusion process.
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5 Conclusion

In this work, we address the challenge of limited overlapping users
in inter-domain recommendation by proposing LGCD, a novel
framework that integrates Large Language Models with conditional
diffusion models. We leverage LLMs to infer potential cross-domain
preferences and map them to real items for valid pseudo-interaction
construction. To facilitate precise knowledge transfer, we design a
conditional diffusion architecture driven by cross-attention, which
generates target user representations directly from source-domain
conditions. Furthermore, we employ consistency constraints and a
cyclic batching scheme to stabilize the alignment between real and
generated distributions. Extensive experiments confirm that LGCD
significantly outperforms state-of-the-art methods, providing an
effective solution for cold-start users in cross-domain scenarios.
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