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Abstract

Large Language Models (LLMs) have demon-
strated superior performance in listwise pas-
sage reranking task. However, directly ap-
plying them to rank long-form documents in-
troduces both effectiveness and efficiency is-
sues due to the substantially increased context
length. To address this challenge, we propose
a pointwise summarization model SumRank,
aligned with downstream listwise reranking, to
compress long-form documents into concise
rank-aligned summaries before the final list-
wise reranking stage. To obtain our summa-
rization model SumRank, we introduce a three-
stage training pipeline comprising cold-start
Supervised Fine-Tuning (SFT), specialized RL
data construction, and rank-driven alignment
via Reinforcement Learning. This paradigm
aligns the SumRank with downstream ranking
objectives to preserve relevance signals. We
conduct extensive experiments on five bench-
mark datasets from the TREC Deep Learning
tracks (TREC DL 19–23). Results show that
our lightweight SumRank model achieves state-
of-the-art (SOTA) ranking performance while
significantly improving efficiency by reducing
both summarization overhead and reranking
complexity.

1 Introduction

Document ranking plays a central role in Informa-
tion Retrieval (IR) by reranking initially retrieved
documents to improve the quality of search results.
Recently, Large Language Models (LLMs) have
demonstrated strong capabilities in zero-shot pas-
sage ranking (Zhu et al., 2023). Among various
LLM-based ranking paradigms, listwise ranking
has emerged as particularly effective (Sun et al.,
2023; Liu et al., 2025c). Instead of evaluating docu-
ments independently, listwise approaches consider
an entire candidate list jointly, enabling the model
to capture global relevance patterns across docu-
ments. Compared with pointwise (Zhuang et al.,
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Figure 1: The left part shows the method of naive LLM-
based long document listwise rerank. The right part
shows our proposed SumRank, which is better than
the naive listwise method both in effectiveness and effi-
ciency. Sum1, Sum2, . . . ,SumN denote the summaries
generated by SumRank.

2023) and pairwise ranking (Qin et al., 2024), list-
wise ranking leads to more accurate ranking de-
cisions and has achieved state-of-the-art (SOTA)
performance on many IR benchmarks (Craswell
et al., 2020b,a; Thakur et al., 2021; Su et al., 2025).

Despite this success, these studies (Zhuang et al.,
2024; Sun et al., 2023; Zhuang et al., 2023; Liu
et al., 2025e,c) primarily focus on reranking short-
passage style documents, where each candidate unit
contains only a limited amount of text (e.g., around
100 words), while reranking long-form documents
has received little attention. In fact, long-document
ranking is of greater practical importance in many
real-world retrieval scenarios (Liu et al., 2025a;
Li et al., 2025a). In modern search engines, re-
trieved results are typically full-length webpages
(with thousands of words) rather than short pas-
sages, and relevant information may be distributed
across different sections of a lengthy document. Ac-
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curately assessing the relevance of such long docu-
ments is therefore essential not only for traditional
web search, but also for downstream applications
that rely on long-document retrieval, such as deep
search (Li et al., 2025b; Zhang et al., 2025; Liu
et al., 2026a), where long web pages are retrieved
as supporting evidence.

However, directly applying listwise reranking
to long documents introduces both effectiveness
and efficiency issues. This is mainly because the
dramatically increased input length not only signif-
icantly increases the context modeling burden of
LLM rerankers, which degrades the ranking per-
formance (Liu et al., 2025e), but also leads to pro-
hibitive inference latency (Yue et al., 2025). Al-
though prior work has explored rule-based strate-
gies for processing long documents, such as trun-
cation (Dai and Callan, 2019) and chunking (Ma
et al., 2023; Gao et al., 2023), these approaches
remain fundamentally limited. Truncation discards
potentially important evidence appearing later in
the document, while chunking breaks global se-
mantic coherence across passages, both of which
weaken the ranking model’s ability to capture com-
plete relevance signals.

To address these limitations, we propose Sum-
Rank, a novel summarization model oriented to-
ward long-document listwise reranking. Rather
than just compressing text, this model is optimized
to generate summaries that satisfy the strict require-
ments of the downstream ranking task. Specifically,
we first deploy SumRank to compress each long
document into a compact, query-aware summary
that preserves essential relevance signals, and then
perform listwise reranking over these summaries.
SumRank is trained through a three-stage pipeline.
We first initialize the model via cold-start super-
vised fine-tuning (SFT) using summaries distilled
from a strong teacher model to learn basic docu-
ment compression capabilities. We further align the
summarizer with downstream ranking objectives
via rank-driven reinforcement learning, where the
reward is directly derived from the listwise ranking
metric (NDCG@10) computed by an LLM-based
reranker.

We evaluate the effectiveness of our SumRank
across five TREC Deep Learning datasets (TREC
DL 19-23). Experimental results demonstrate that
our method achieves state-of-the-art (SOTA) rank-
ing accuracy. By effectively compressing lengthy
documents into summaries tailored for downstream
ranking tasks, it consistently outperforms simple

truncation methods, traditional summarizers, and
zero-shot LLMs.

The main contributions of this work are: (1) We
propose using a pointwise summarization model
before reranking to solve the challenges of long-
document listwise reranking. (2) We introduce a
three-stage training framework, which includes a
cold-start SFT strategy for basic summary genera-
tion, a specialized data construction strategy for the
following RL, and a rank-driven alignment via RL
strategy to tailor the generated summaries specif-
ically for the downstream ranking task. (3) We
conduct extensive experiments to demonstrate the
effectiveness and efficiency advantages of our Sum-
Rank.

2 Related Work

2.1 Document Reranking with LLM

With the advancement of LLMs, document rerank-
ing methodologies have evolved into three pri-
mary paradigms: pointwise, pairwise, and list-
wise. Pointwise methods (Nogueira et al., 2020;
Liu et al., 2026b) judge the relevance of a sin-
gle query-document pair independently. Pairwise
methods (Qin et al., 2024) judge the relative rel-
evance by comparing a pair of documents. List-
wise approaches (Sun et al., 2023; Ma et al., 2023;
Pradeep et al., 2023a,b; Liu et al., 2025d,e,c,b)
directly take a document list as the input, which
captures the global document relevance, and output
the reranked document IDs. While these methods
are effective, they primarily focus on optimizing
short passages reranking. Directly applying these
methods to long-document tasks often leads to per-
formance drops due to input length limitations and
lack of generalizability.

2.2 Long Document Modeling

Due to the quadratic computational complexity
of self-attention (Vaswani et al., 2017), standard
Transformers are inefficient for long-document pro-
cessing. To resolve this issue, a line of research
focuses on optimizing the architecture by replac-
ing the global fully connected attention with sparse
attention mechanisms (Beltagy et al., 2020; Za-
heer et al., 2020; Jiang et al., 2020; Zhou et al.,
2022). Other approaches tackle length constraints
via fragmentation. Early methods relied on heuris-
tic pooling (FirstP/MaxP/SumP) (Dai and Callan,
2019) or optimized training objectives based on
cumulative gain (Wu et al., 2020) to aggregate pas-



sage scores. More recent works focus on efficiency
and representation depth (Hofstätter et al., 2021; Li
et al., 2024). However, these methods are primarily
designed to accommodate long inputs, rather than
optimizing for the downstream ranking objective.
To bridge this gap, we propose SumRank, which
directly compresses the long document into sum-
maries tailored specifically for listwise ranking.

3 Methodology

In this section, we propose a comprehensive three-
stage training framework to obtain a summarization
model, SumRank strictly aligned with downstream
listwise reranking tasks. As illustrated in Figure 2,
this section is organized as follows: we first for-
mulate the problem of reranking based on summa-
rization (§ 3.1). We then detail the three stages of
our framework: Cold-Start SFT (§ 3.2), RL Data
Construction(§ 3.3) and Rank-Driven Alignment
via GRPO (§ 3.4).

3.1 Problem Formulation

Given a query q and a candidate document list
D = {d1, ..., dn}, the ultimate goal of document
ranking is to determine a relevance permutation π
(i.e., [5] > [1] > . . . ) that maximizes the relevance
to q.

To reduce computational cost and avoid the hal-
lucination phenomenon of LLMs on long texts, we
adopt the Summarize-then-Rank paradigm. Specif-
ically, this paradigm introduces a pointwise gen-
erative summarizer πθ and a listwise ranker Rϕ.
Each document di is first compressed into a query-
grounded summary: si = πθ(di, q). Subsequently,
the ranker Rϕ evaluates the condensed summary
set S = {s1, ..., sn} to output the final listwise
ranking. Following prior work (Sun et al., 2023),
we employ a sliding window strategy (window size
w = 20, step size sz = 10) to aggregate local
rankings into the final global permutation π.

3.2 Cold-Start SFT

To equip our model with preliminary summariza-
tion capabilities adapted to the downstream long-
document listwise reranking task, we choose to
distill the summarization generation ability of a
strong teacher model into a lightweight student
model parameterized by θ. While powerful LLMs
excel at generating high-quality summaries, deploy-
ing them directly incurs severe computational over-
head (Liu et al., 2024). Therefore, we frame this

initial stage as a pointwise knowledge distillation
task (Hinton et al., 2015; Hsieh et al., 2023).

Specifically, for each given query q and long
document D, we first use an instruction template T
(detailed in section A) to prompt the teacher LLM
to generate a golden summary y∗. We then con-
struct a standardized input prompt X = T (q,D)
using the template T . During the Supervised Fine-
Tuning (SFT) phase, the student model is trained
to replicate the teacher’s output by minimizing the
standard autoregressive cross-entropy loss:

LSFT(θ) = − 1

T

T∑
t=1

log πθ(y
∗
t |X, y∗<t), (1)

where y∗<t denotes the sequence of prefix tokens
generated prior to time step t, and πθ represents
the predicted probability distribution of the student
model. By optimizing this token-level loss, our
model efficiently internalizes the basic document
compression capabilities, providing a solid initial-
ization for the subsequent reinforcement learning
stage.

3.3 RL Data Construction

To construct the environment for our reinforcement
learning stage, we construct a standard training
dataset D containing queries with corresponding
positive and negative documents. To facilitate list-
wise evaluation, we construct a candidate list LD

of size N .
To guarantee a valid listwise learning signal, the

evaluation list must simultaneously contain both
positive and negative documents. We first employ
an initial retriever (e.g., BM25) to obtain a top-N
candidate list Rq. We then evaluate the compo-
sition of Rq: if it already includes both positive
and negative instances, we utilize it directly. Oth-
erwise, if Rq lacks either positive document or
negative document, we explicitly inject k missing
documents D∗

k (sampled from the ground-truth pos-
itive or negative set, respectively) by replacing the
lowest-ranked candidates in Rq:

LD = Shuf(Rq[1 : N − k] ∪ D∗
k). (2)

Finally, we utilize the cold-started student model
πSFT to decode an initial summary for every docu-
ment in LD, yielding a static background summary
list LS :

LS =
{
si | si ∼ πSFT(·|Xi), ∀Di ∈ LD

}
. (3)
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Figure 2: The overall architecture of SumRank, which consists of three training stages and the Summary-then-Rank
pipeline (Listwise Rerank with Pointwise Summary).

3.4 Rank-Driven Alignment via GRPO

With the static summary list LS established,
we optimize the cold-start summarization model
πSFT using Group Relative Policy Optimization
(GRPO) (Shao et al., 2024).

3.4.1 Target Selection and Rollout
During training for a given query q and its asso-
ciated candidate document list LD, we randomly
select a single target document Dt from the N-
document list LD. Due to our data construction
mechanism, Dt could be either a positive or a neg-
ative document.

Once Dt is selected, we formulate the input
prompt Xt = T (q,Dt). To construct the com-
parison group required by GRPO, we prompt the
active policy to auto-regressively sample a group
of G candidate summary rollouts, denoted as Y =
{y1, y2, . . . , yG}. Each rollout yi ∈ Y represents a
variant action taken by the model to condense Dt.

3.4.2 Listwise Evaluation and Reward
The reward mechanism evaluates how every single
rollout yi affects the global ranking of its corre-
sponding document. To evaluate a specific rollout
y ∈ Y with minimal computational overhead, we
construct a mixed evaluation list L̂S . We replace
the t-th static summary st (representing Dt) in the

pre-generated static Summary List LS with the
newly generated rollout y, while keeping the other
N − 1 summaries fixed. Formally, the assembled
list is L̂S = {s1, . . . , st−1, y, st+1, . . . , sN}.

This design choice is fundamentally driven by
two critical motivations: reducing reward variance
and ensuring computational efficiency. First, list-
wise ranking evaluates relative relevance. By fixing
the N − 1 non-target summaries using the base-
line πSFT model, we establish a stable reference
frame. Forcing the model to compete against its
own initial capabilities ensures that any rank im-
provement reflects a genuine gain in summarization
quality, rather than environmental noise. Second,
generating an entire N -document list for the G
sampled rollouts required by GRPO would lead to
cost overhead. The static background list reduces
this generative cost from O(N ×G) to O(G) per
step, making listwise RL practically feasible for
long-document tasks.

An LLM reranker then performs listwise rerank-
ing on this updated N-document list. After the
downstream listwise ranker scores and sorts the
candidates in L̂S , the reward for the generated
summary y is computed. We define the reward
signal R(y) using the standard Normalized Dis-
counted Cumulative Gain (NDCG@10) for the list-
wise reranking results. By directly optimizing this



ranking metric, the policy model learns to generate
summaries that inherently maximize the compara-
tive prominence of relevant documents.

To prevent the model from manufacturing false
alignments to irrelevant candidates, we introduce a
lexical matching indicator M(y) ∈ {0, 1}. Specifi-
cally, M(y) = 1 if the output y contains the safe-
guard phrase “No Relevant Information Found” (as
explicitly instructed in our prompt template T ) or
its closely related semantic variants.

The comprehensive reward dynamically condi-
tions on the ground-truth label of the target docu-
ment Dt:

r(y) =


R(y), if Dt = D+,

1.0, if Dt ̸= D+ ∧M(y) = 1,

R(y)− λ, if Dt ̸= D+ ∧M(y) = 0,

(4)

where λ is a penalty factor applied when the model
fails to explicitly reject a negative document but
still undergoes ranking evaluation.

3.4.3 Optimization Objective
Finally, the reward ri for each rollout yi is Z-score
normalized within the group to yield the relative ad-
vantage Âi = (ri − µY )/σY . The active policy πθ
is then optimized by maximizing the streamlined
GRPO objective:

JGRPO(θ) =
1

|G|

|G|∑
i=1

1

|yi|

|yi|∑
t=1

min
(
ρi,t(θ)Âi,t,

clip
(
ρi,t(θ), 1± ϵ

)
Âi,t

)
− βDKL,

(5)
where |yi| is the sequence length of yi, ϵ is the

clipping threshold, and β is the scaling coefficient
for the KL divergence penalty.
ρi,t(θ) denotes the token-level probability ratio.

Crucially, DKL represents the token-level Kullback-
Leibler divergence between the active policy πθ
and the cold-start reference model πSFT, which ef-
fectively anchors the optimization space and pre-
vents mode collapse. These two components are
formally defined as follows:

ρi,t(θ) =
πθ(yi,t | X, yi,<t)

πold(yi,t | X, yi,<t)
,

DKL = DKL
(
πθ ∥ πSFT

)
.

(6)

4 Experimental Setup

4.1 Datasets and Metrics
We comprehensively evaluate our framework
across diverse, real-world retrieval scenarios using

the standard TREC Deep Learning (DL) tracks.
Derived from the extensive MS MARCO search
logs (Nguyen et al., 2016), the TREC DL bench-
mark serves as the gold standard for assessing ad-
hoc retrieval systems.

To demonstrate the temporal robustness
and consistent generalization of our approach
against evolving query distributions, we ex-
pand our evaluation across five datasets of
this benchmark: TREC DL19 (Craswell et al.,
2020c), TREC DL20 (Craswell et al., 2021a),
TREC DL21 (Craswell et al., 2021b), TREC
DL22 (Craswell et al., 2025a), and TREC
DL23 (Craswell et al., 2025b).

For the downstream listwise reranking phase,
we employ the highly capable Qwen2.5-32B-
Instruct (Yang et al., 2024) as our document
reranker. To maximize overall ranking perfor-
mance, we adopt the sliding window inference strat-
egy (Sun et al., 2023) setting the window size to
20 and the step size to 10. We employ NDCG@10
and MAP@100 as the evaluation metric across all
TREC DL datasets.

4.2 Baselines

We compare with three types of baselines.

Rule-based Methods We utilize BM25 to es-
tablish the initial ranking, alongside the widely
adopted FirstP (Dai and Callan, 2019) strategy,
which truncates documents to their first k tokens
(k ∈ {128, 256, 512}) to leverage document “lead
bias”.

Seq2Seq Summarization Models We bench-
mark against sequence-to-sequence models explic-
itly pre-trained and fine-tuned for abstractive sum-
marization tasks. This group includes the foun-
dational BART-summarizer (Lewis et al., 2020),
its long-document sparse-attention extension LED-
summarizer (Beltagy et al., 2020), and PEGA-
SUS (Zhang et al., 2020), which is specifically
optimized for summarization generation.

LLM-based Summarization Models To as-
sess the raw summarization capabilities of mod-
ern foundational models without our proposed
listwise alignment, we employ the instruction-
tuned Qwen2.5-3B-Instruct and Qwen2.5-7B-
Instruct (Yang et al., 2024). We prompt these mod-
els to directly generate document summaries in a
zero-shot manner.



Methods DL 19 DL 20 DL 21 DL 22 DL 23 Avg.

NDCG MAP NDCG MAP NDCG MAP NDCG MAP NDCG MAP NDCG MAP

BM25 51.76 24.34 52.86 37.93 51.16 21.26 29.93 8.01 29.46 10.46 43.03 20.40

Rule-based Methods
FirstP-128 64.41 27.94† 61.60 42.33 66.84 24.94 40.82† 10.11 42.39† 14.07 55.21 23.88†

FirstP-256 65.22 27.53 61.07 41.60 67.56† 24.68 40.66 10.46† 41.58 13.94 55.22† 23.64
FirstP-512 65.94† 27.54 61.25 41.29 67.20 24.78 39.82 10.11 41.14 13.92 55.07 23.53

Seq2Seq Summarization Models
BART-summarizer 62.05 26.79 61.48 41.29 67.53 25.14† 40.07 10.13 41.66 14.32† 54.56 23.53
LED-summarizer 59.80 24.77 57.82 38.80 67.22 25.06 40.18 10.11 41.36 14.11 53.28 22.57
PEGASUS 62.02 26.66 60.83 41.29 67.53 25.13 40.46 10.13 41.84 14.28 54.54 23.50

LLM-based Summarization Models
Qwen2.5-3B-Instruct 58.97 27.32 54.45 37.05 63.67 23.90 37.17 9.50 35.52 12.70 49.96 22.09
Qwen2.5-7B-Instruct 59.72 25.88 62.03† 42.45† 66.15 24.40 35.40 9.15 40.24 13.50 52.71 23.08

Our Methods
SumRank (3B) 67.06 28.53 62.99 42.83 68.09 25.43 42.22 10.67 43.76 14.85 56.82 24.46
SumRank (7B) 67.30 28.81 62.95 42.66 69.30 25.96 42.74 10.96 44.31 14.95 57.32 24.67

Table 1: The results (NDCG@10 and MAP@100) on TREC DL 19-23 benchmark. All baselines rerank the
BM25-retrieved top-100 documents. The best results are highlighted in bold, and the second-best results are
underlined. The strongest baseline in each column is marked with †.

4.3 Implementation Details

For the Cold-Start SFT stage, we employ LLaMA-
Factory (Zheng et al., 2024) to perform full-
parameter fine-tuning on Qwen2.5-3B-Instruct and
Qwen2.5-7B-Instruct. Both models are trained on
a 40k-instance distillation dataset, derived from the
MS MARCO dataset (Nguyen et al., 2016) and gen-
erated by the teacher model, Qwen2.5-72B-Instruct.
This stage is trained for 5 epochs with a learning
rate of 5 × 10−6 using 4 NVIDIA A800 (80GB)
GPUs.

For the Data Construction stage, we sample
2,500 queries from MS MARCO (Nguyen et al.,
2016) to construct 2,500 corresponding candidate
document groups. We set N to 10 and k to 1. Dur-
ing the subsequent GRPO training, the policy roll-
out for each query group is executed by one positive
document and one negative document.

For the Rank-Driven Alignment via GRPO stage,
we employ the verl framework (Sheng et al., 2024)
for reinforcement learning. We initialize the policy
with the SFT checkpoint. We train the 3B model
on two NVIDIA A800 (80GB) GPUs and the 7B
model on four NVIDIA A800 (80GB) GPUs, both
using a reduced learning rate of 1 × 10−6. We
sample G = 8 rollouts per prompt, train for 5
epochs and set the KL divergence penalty β =
0.001. We employ Qwen2.5-72B-Instruct as the
listwise LLM reranker to compute the NDCG@10
reward, with the penalty λ set to 0.25.

5 Experimental Results

5.1 Main Results

Table 1 presents the overall reranking performance
of our proposed SumRank and all baseline methods
across five TREC DL benchmarks.

SumRank (7B) achieves state-of-the-art perfor-
mance across all five datasets, with SumRank (3B)
closely following and consistently surpassing all
competitive baselines. By directly optimizing the
summarizer for the ranking task, the model suc-
cessfully preserves the necessary matching sig-
nals. Beyond absolute performance metrics, the
comparative analysis validates the fundamental ad-
vantages of aligning targeted summarization with
downstream ranking objectives.

Comparison with Rule-based Methods Naive
truncation strategies (e.g., FirstP-256) establish
surprisingly strong baselines. This is mainly be-
cause they take advantage of the “lead bias”, which
means the tendency for web pages to put key infor-
mation at the very beginning. However, this simple
cut-off approach inevitably loses important details
hidden later in the text. SumRank solves this prob-
lem by compressing the entire document. Instead
of just looking at the beginning, it successfully cap-
tures the valuable evidence from the middle and
end of the text that truncation simply throws away.

Comparison with Seq2Seq Summarization Mod-
els The results of classic summarizers (BART-
summarizer, LED-summarizer, PEGASUS) clearly



show that their original goals do not match the rank-
ing task. Even with complex designs, they often
score worse than simple truncation. This happens
because standard summarization training actually
filters out the text. Since these models are trained
to write smooth, general overviews for human read-
ers, they accidentally delete the specific keywords
and exact details that a ranking model desperately
needs to calculate relevance.

Comparison with LLM-based Summarization
Models The comparison between SumRank (3B)
and the much larger Qwen2.5-7B-Instruct high-
lights that zero-shot summaries generated by gen-
eral LLMs simply cannot meet the strict require-
ments of downstream ranking. However, once our
3B model undergoes the cold-start SFT and rank-
driven alignment via the GRPO training pipeline,
its ranking performance improves dramatically, eas-
ily beating the 7B baseline. This clearly shows that
specifically training a smaller model to preserve
relevance is far more powerful than relying on the
zero-shot capabilities of a larger model.

5.2 Ablation Study

To investigate the contribution of different train-
ing strategies, we conducted an ablation study
by removing the cold-start SFT stage and rank-
driven alignment via the GRPO stage indepen-
dently. As shown in Table 2, the full model con-
sistently achieves the best performance across the
TREC DL dataset, confirming that both compo-
nents are indispensable.

When we remove the rank-driven alignment via
the GRPO stage (i.e., “w/o rank-driven GRPO ”),
the average score suffers the biggest drop. This
proves that relying on SFT alone is not enough.
While SFT is great at teaching the model the basic
format and length of a summary, it cannot fully
align the model with the final ranking goal. With-
out the targeted rewards provided by rank-driven
alignment via GRPO, the model easily slips back
into generating generic text and forgets to highlight
the specific keywords needed for rerank.

Removing the initial SFT phase (i.e., “w/o cold-
start SFT”) also hurts the final results. This hap-
pens because reinforcement learning needs a solid
starting point. Without SFT to first show the model
exactly what a proper summary should look like,
the GRPO training process has a much harder time
figuring out the right direction from scratch, lead-
ing to less stable and suboptimal learning.

Model Variant TREC Avg. ∆

SumRank (3B) 56.82 -

Training Approach
• w/o Cold-Start SFT 55.88 -0.94
• w/o Rank-Driven GRPO 54.92 -1.90

Data Construction
• Truncation FirstP128 54.88 -1.94
• Truncation FirstP256 54.92 -1.90
• Update per epoch 56.32 -0.50

Table 2: Ablation study and impact anlysis of data
construction stage. “TREC Avg.” reports the average
NDCG@10 scores evaluated across all five TREC DL
benchmarks (DL19–23). ∆ indicates the absolute per-
formance degradation on specific training stages or dif-
ferent data construction strategies.

Ultimately, the full pipeline achieves the highest
average score. This confirms that the cold-start
SFT stage and the rank-driven alignment via the
GRPO stage perfectly complement each other. SFT
builds the necessary foundation, and GRPO acts as
the crucial final step to lock in those vital matching
signals for the downstream reranking.

5.3 Impact of Data Construction Stage

As presented in Table 2, we investigate the impact
of different data construction strategies for repre-
senting non-target documents.

Replacing our generated summaries with
simple truncated raw texts (i.e., “Truncation
FirstP128/256”) leads to a performance drop. No-
tably, whether we truncate at 128 or 256 tokens, the
degradation remains equally severe. This clearly
demonstrates that naive truncation is fundamentally
ineffective. Raw document prefixes are dominated
by noise and fail to provide the policy model with
relevance signals.

Furthermore, dynamically updating the context
summaries at every training epoch (i.e., “Update
per epoch”), instead of using our default static sum-
maries, unexpectedly decreases the score by 0.50
points. This confirms that keeping the context sum-
maries static provides a stable and consistent ref-
erence frame for the model during RL training,
whereas a constantly shifting background intro-
duces instability. More importantly, regenerating
summaries every epoch incurs computational over-
head. Therefore, our simple static strategy proves
to be both more efficient and more effective.



5.4 Efficiency Analysis

Method NDCG@10 Latency

Qwen2.5-72B-Instruct 56.99 83
SumRank (3B) 56.82 1.95
SumRank (7B) 57.32 6.98

Table 3: Ranking performance and summary generation
inference latency (seconds/query) on the average scores
evaluated across all five TREC DL benchmarks (DL19–
23).
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Figure 3: Ranking latency (seconds/query) across dif-
ferent methods on all five TREC DL benchmarks
(DL19–23).

To comprehensively evaluate the practical value
of our framework, we investigate how SumRank
and the baseline models impact the overall effi-
ciency of the downstream ranking task. Figure 3
illustrates the ranking latency (measured in sec-
onds/queries) to rerank summaries from different
methods across the five TREC DL datasets. The
results reveal several critical insights regarding the
efficiency of different reranking pipelines.

The Severe Bottleneck of Long Contexts The
rule-based truncation methods (FirstP series) suffer
from significant computational overhead. Even the
shorter FirstP128 and FirstP256 are notably slower
than our method. Because the self-attention mech-
anism in LLMs scales quadratically, feeding raw
long documents directly into a ranker inherently
causes severe latency bottlenecks. Relying on raw
text, even when truncated, is not a scalable solu-
tion for long-document ranking. SumRank com-
pletely bypasses this by acting as an intelligent
pre-compressor, condensing lengthy texts into a
highly compact format.

High Efficiency of SumRank In sharp con-
trast, SumRank demonstrates exceptional effi-
ciency. Both SumRank (3B) and SumRank (7B)

maintain an extremely low latency, which is faster
than the traditional Seq2Seq summarizers. This
proves that the summarization step in SumRank
does not add noticeable overhead. Instead, by
highly compressing the documents into short,
dense summaries beforehand, it heavily reduces
the workload for the downstream ranker.

Trade-off-Breaking Performance When com-
bining these latency results with the ranking accu-
racy from Table 1, the acceleration of SumRank
delivers robust inference latency without any degra-
dation in accuracy. While FirstP256 achieves de-
cent accuracy, it is extremely slow. SumRank is
the only method that achieves state-of-the-art accu-
racy while keeping the latency at the lowest level.
This confirms that our rank-driven summarization
effectively resolves the tension between processing
speed and ranking quality.

5.5 Analysis of Performance Upper Bound

To understand the upper bound of our lightweight
framework, we compare SumRank against a mas-
sive parameter model, Qwen2.5-72B-Instruct.

Initially, we considered the 72B model’s perfor-
mance as a theoretical upper bound. As shown in
Table 3, SumRank (3B) closely approaches this
upper bound while achieving an extreme 42x ac-
celeration (1.95s vs. 83s) using a model 24 times
smaller.

However, scaling our framework to 7B parame-
ters entirely surpasses this expected upper bound.
SumRank (7B) not only outperforms the 72B in
ranking effectiveness but also maintains a nearly
12x speed advantage. This confirms that smart,
task-aware alignment can outperform a massive
LLM, saving significant computational effort with-
out degrading performance.

6 Conclusion

We present SumRank, a summarization model
aligned with downstream document listwise rerank-
ing. We designed a tailored three-stage training
paradigm to synthesize high-density relevance fea-
tures and utilize an LLM reranker for rank-aware
preference alignment. Through this well-structured
training process, SumRank effectively provides the
downstream ranker with the exact matching sig-
nals extracted from the original long documents,
achieving a significant improvement in ranking per-
formance while reducing the downstream ranking
latency.



Limitations

Although SumRank significantly improves the effi-
ciency of long-document reranking, it has certain
limitations. Firstly, due to our limited resources, we
cannot experiment with larger open-source LLMs,
such as those 14B or even 32B models. It is inter-
esting to investigate the alignment of larger scale
models. Secondly, our approach relies on a two-
stage "Summary-then-Rank" pipeline. This means
we still need to deploy and maintain two separate
models: one for summarization and another for
ranking. In the future, we plan to explore a unified,
end-to-end architecture. We aim to train a single
model that can simultaneously compress the doc-
ument and output the final relevance score, which
will further simplify deployment and reduce infer-
ence latency.
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A Prompt for SumRank

Prompt

Task: Generate the summary from the Docu-
ment that answer the Query.

Strict Rules:

1. If the Document is NOT relevant to the
Query, you MUST output exactly: ’No
relevant information found.’

2. Do NOT provide explanations, apolo-
gies, or conversational fillers like ’The
document says...’. Just the answer or the
refusal phrase.

Query: {query}

Document:
{document}

B Use of AI Assistants

We use Gemini1 to improve the presentations of
this paper.

1https://gemini.google.com/
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